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Abstract

Code intelligence refers to the capability to comprehend, analyze, and generate source
code within the domain of intelligent software engineering. Its primary objective is
to enhance both programming productivity and software quality. Benefiting from the
robust representation capabilities, Code Language Models (Code LMs) can capture in-
tricate semantic and structural knowledge, enabling high performance across various
downstream tasks. Nevertheless, while code intelligence has achieved significant mile-
stones, computational efficiency and scenario-specific adaptability remain two pivotal
hurdles to its further application in real-world scenarios. On one hand, state-of-the-art
code LMs predominantly follow the “pre-training and fine-tuning” paradigm. This ap-
proach, however, demands prohibitive computational overhead, creating a high barrier
to entry for many researchers. On the other hand, given the sophisticated nature of
downstream scenarios, how to seamlessly adapt code LMs to diverse scenarios, such

as dynamic code changes and continual learning, remains a paramount challenge.

In this thesis, centered around the two pivotal dimensions of efficiency and adapt-
ability, we systematically investigate the optimization and application of code LMs
from four perspectives: (1) high-efficiency fine-tuning paradigms, (2) exploration of
efficient model architectures, (3) dynamic adaptive learning strategies, and (4) structure-
aware adaptive learning approaches. Based on experimental insights obtained, we pro-
pose a variety of innovative methods to bridge the gap between theoretical model ca-
pabilities and practical application requirements.

Specifically, to mitigate the high computational overhead associated with Full-Model
Fine-Tuning (FMFT), we first investigate Parameter-Efficient Fine-Tuning (PEFT) in
the context of code-change-related tasks. Unlike static code comprehension that natu-
rally aligns with pre-training paradigms, thereby facilitating seamless knowledge trans-
fer, dynamic code change introduces unique complexity as it involves reasoning over

modified code pairs, leaving it unclear whether PEFT can offer superior performance
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over FMFT in such specialized domains. To address this question, we perform a
rigorous comparative analysis between FMFT and four prominent PEFT techniques
(Adapter Tuning, LoRA, Prompt Tuning, and Prefix Tuning) across two widely stud-
ied code-change-related tasks. Our evaluation spans diverse experimental settings, in-
cluding common, cross-lingual, and low-resource scenarios. Furthermore, we conduct
multi-dimensional probing tasks from both static and dynamic perspectives to provide
a granular explanation of their respective strengths. Inspired by the layer-wise insights
gained from these probing tasks, we propose Pastay, a self-adaptive framework for
efficient, layer-specific tuning in code change learning. It harmonizes the distinct ad-
vantages of FMFT and PEFT, delivering robust performance while maintaining high
parameter efficiency.

While the Transformer and its core attention mechanism have driven the remarkable
success of Pre-trained Language Models (PLMs) in code intelligence, the quadratic
complexity of self-attention poses a substantial scalability barrier. This limitation has
catalyzed the emergence of sub-quadratic alternatives, such as Mamba and Mamba-2.
Consequently, beyond exploring fine-tuning paradigms, we further investigate efficient
model architectures and present the first systematic empirical study of Mamba-based
PLMs in the field of code intelligence. By pre-training two Mamba-based models on
a large-scale code corpus and benchmarking them against representative Transformer-
based baselines under both FMFT and PEFT settings, we demonstrate their overall
superiority in efficacy and efficiency across tasks such as code completion, code gener-
ation, and code clone detection. Subsequent experiments involve architectural analysis
of the Transformer, Mamba, and Mamba-2 by employing from-scratch pre-training to
isolate the influence of different training corpora. Additionally, we assess the models’
robustness through low-resource scenarios by deliberately constraining the fine-tuning
data volume. We further extend our experiments to larger scales (up to 7B parame-
ters), providing a comprehensive comparison with a broader range of state-of-the-art
Transformer-based baselines. By identifying the specific advantages and limitations
of Mamba-based PLMs, we offer critical insights into their potential for future deploy-

ment in code intelligence.

Regarding adaptability in evolving environments, we investigate the Continual
Learning (CL) scenario, as software programs undergo constant iteration in practice
and trigger frequent domain shifts. In contrast to traditional offline fine-tuning, which
operates on static, consolidated datasets, CL involves learning from a sequence of

datasets arriving incrementally. We criticize that existing rehearsal-based CL methods
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rely heavily on the storage and retraining of historical samples, which introduces extra
training overhead and the risk of data disclosure. To address these issues, we leverage
the superiority of prompts in eliciting pre-trained knowledge to realize a rehearsal-free
method. Our preliminary exploration of vanilla prompt tuning in CL scenarios reveals
that inheritance of PLM parameters from previous stages is beneficial, and prompt sta-
bility should be emphasized. Therefore, we propose an effective method named Prompt
Tuning with Domain-wise Distillation (PTDD), which can distill prompts and optimize
PLMs with a two-sided learning objective, thus improving PLMs’ performance in di-
verse domains. To the best of our knowledge, we conduct the first systematic exper-
imental analysis of prompt tuning’s performance within the CL setting in the field of
code intelligence.

Finally, we focus on the termination analysis task, which is a critical component for
ensuring software reliability and availability. We argue that existing methods are hin-
dered by their reliance on complex sandbox environments for execution or a lack of fine-
grained analysis. Therefore, we propose TerGEC, a graph-enhanced contrastive ap-
proach for precise, execution-free termination detection. TerGEC leverages the struc-
tural and semantic information from Abstract Syntax Trees (ASTs) of programs, cap-
turing intra-class semantics by analyzing program behaviors at both the syntactic and
lexical levels. Simultaneously, it employs contrastive learning to distinguish the bound-
aries between termination and non-termination, thereby mastering inter-class seman-
tics. To bolster the robustness, we incorporate graph augmentation strategies alongside
weighted contrastive loss and focal loss, specifically designed to alleviate the class im-
balance problem inherent in non-termination detection. Consequently, TerGEC achieves
a more fine-grained analysis while entirely obviating the need for execution.

Overall, this thesis presents a series of novel methodologies and comprehensive
empirical evaluations dedicated to advancing code intelligence through the dual lenses
of efficiency and adaptability. By synthesizing our proposed frameworks with deep
experimental insights, we aim to make meaningful contributions to the advancement of
code LMs and facilitate their efficient application and robust performance in practical
software engineering scenarios.

Keywords: Code Intelligence, Code Change Learning, Parameter-Efficient Fine-
Tuning, Mamba, Continual Learning, Termination Analysis
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Chapter 1

Introduction

1.1 Research Background

In the contemporary era of software engineering, highly automated and intelligent de-
velopment workflows have become indispensable for enhancing programmer produc-
tivity and ensuring software reliability. Consequently, code intelligence has emerged
as a critical cornerstone, dedicated to programmatically comprehending, analyzing,
and generating source code. It has demonstrated profound efficacy across various
downstream tasks, such as code completion [77, 79, 99], code summarization [61, 180,
241], and vulnerability detection [153, 172, 178]. The recent breakthroughs in code
intelligence are primarily propelled by the rapid evolution of Code Language Models
(Code LMs). Through the classical “pre-training and fine-tuning” paradigm, code LMs
demonstrate powerful representation capabilities, effectively capturing the intricate se-
mantic and structural knowledge inherent in programs, thereby establishing superior

performance benchmarks.

Nevertheless, despite these remarkable successes, critical bottlenecks still hinder
code LMs from seamless integration into real-world application environments. This
research gap is primarily underscored by two pivotal hurdles: computational efficiency
and scenario-specific adaptability. Regarding efficiency, since state-of-the-art (SOTA)
code LMs predominantly adhere to the “pre-training and fine-tuning” paradigm, full
parameter fine-tuning demands prohibitive computational overhead and massive mem-
ory footprints. These intensive resource requirements create a daunting barrier to entry
for independent researchers and resource-constrained practitioners. Regarding adapt-

ability, the inherently dynamic, sophisticated, and evolving nature of actual software



scenarios causes static code LMs to frequently struggle with seamlessly adapting to
diverse target domains. Consequently, how to elegantly infuse domain-specific knowl-
edge into code LMs to achieve agile, context-aware adaptation remains a paramount

yet open challenge.

To bridge these gaps, this thesis centers on the twin dimensions of efficiency and
adaptability to pioneer advanced frameworks for code intelligence. Specifically, the
optimization and practical application of code LMs are systematically explored across

four perspectives:

1. High-Efficiency Fine-Tuning Paradigms: Investigating parameter-efficient fine-
tuning approaches to enable superior downstream adaptation.

2. Exploration of Efficient Model Architectures: Going beyond the traditional Trans-

former to comprehensively evaluate the novel Mamba architecture.

3. Dynamic Adaptive Learning Strategies: Evaluating the capabilities of code LMs

in the continual learning scenario to mitigate catastrophic forgetting.

4. Structure-Aware Adaptive Learning Approaches: Leveraging the structural and
semantic information embedded in Abstract Syntax Trees (ASTs) to formulate

fine-grained code representations.

Through deep dissections of these crucial topics, we propose a suite of innovative
methods to render the application of code LMs highly practical and adaptive within the

realm of software engineering.

1.2 Parameter-Efficient Fine-Tuning in Code Change

Learning

Pre-trained Language Models (PLMs), e.g., CodeBERT [55] and CodeT5 [207], have
been extensively utilized in various software engineering tasks, including code gener-
ation [ 142, 222] and code comprehension [76, 110], having achieved notable advance-
ments [219]. These models follow a prevalent paradigm where they are initially pre-
trained on large-scale corpora using Masked Language Modeling (MLM) or Next To-
ken Prediction (NTP) [43], and subsequently fine-tuned for specific downstream tasks.
Nonetheless, Full-Model Fine-Tuning (FMFT) for PLMs or even LLMs prohibitively

relies on enormous computational resources, rendering it unsuitable for most users.
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public void beginTransaction(final DbTransactionMode mode) {
log.debug("Beginning transaction");

I I
I I
assert TxIsClosed(); |
I this.txMode = mode; |
| openTx(); I
| ) Summarization: Starts a transaction. |
I (a) Code Summarization -I
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if (fieldExists == false) {

—  return new MatchNoDocsQuery();

+  Query rewritten = new MatchNoDocsQuery();
+  rewritten.setBoost(getBoost());
+
}

I public boolean isValid (String input) {
I
I
return rewritten; |
I
I
I

— if (input != null)

return true;
if (input != null)

return false;

-+ +

Commit Message: Add missing boost. Commit Message: Modify the return logic.

(b) Commit Message Generation J_ (c) Just-In-Time Defect Prediction

Figure 1.1. Representative code intelligence tasks related to static and dynamic code
snippets.

Therefore, a series of Parameter-Efficient Fine-Tuning (PEFT) methods [94, 95, 120,
122], updating only 0.01%-5% of the whole parameters while keeping the others frozen,
have been proposed in recent years and gained much attention [44, 59, 211].

Previous studies [170, 199] revealed the superiority of PEFT against FMFT in code
search, code clone, and code summarization tasks. Because PEFT greatly alleviates the
catastrophic forgetting problem, it can efficiently harness the pre-trained knowledge for
the downstream tasks [68]. However, it is noted that most of the investigation objects
of the above literature are static code comprehension tasks, where code snippets are
learned in only a single status. For example, code summarization, shown in Figure
1.1(a), is a typical task of this kind, whose input is a code snippet of a single status
while producing a code comment as an output. Apparently, this is consistent with the
paradigm that PLMs learned during their pre-training phase. As such, we conjecture
that adapting PLMs to static code comprehension tasks inherently needs fewer param-
eter tuning. In contrast, dynamic code comprehension tasks (e.g., Figure 1.1(b) and
(¢)), such as Commit Message Generation (CMG) and Just-In-Time Defect Prediction
(JIT-DP), differ significantly from the above static ones. They contain code changes
(i.e., code diff's) within the model inputs, where both old and new versions of code snip-
pets co-occur, inadvertently enlarging the transferring gap between the pre-training and
adaptation phases [127, 197]. The above code change-related tasks are ubiquitous in

developers’ daily work and are important for project maintenance, as developers need



to debug with code changing and review code diff's submitted by other developers for
collaboration. As such, it is necessary to explore the effect of PEFT on code change
learning, thereby seeking the potential for further improvement, and probing its appli-

cation discrepancies against static code learning.

In this work, we choose four mainstream PEFT methods for experiments, namely
Adapter Tuning (AT) [85, 94, 160], Low-Rank Adaptation (LoRA) [95], Prompt Tun-
ing (PT) [120], and Prefix Tuning (PreT) [122]. AT introduces adapter modules, each
of which is a bottleneck structure, and inserts them between layers of PLMs. In the fine-
tuning stage, the parameters of the original PLMs are fixed, and only adapter modules
are adjusted. LoRA injects trainable rank decomposition matrices into PLMs to substi-
tute the original pre-trained weights, which can amplify some hidden features encoded
during pre-training [95]. PT and PreT leverage the power of prompting in eliciting
PLMs’ pre-trained knowledge [22]. The former adds trainable vectors as prompts to
the original input, but the latter introduces extra trainable parameters to the hidden
states. To evaluate their performance on code change learning, we conduct experi-
ments for JIT-DP [239] and CMG [40]. The former is a classification task aiming to
predict whether a code change is defect-prone or not, and the latter is a generation task

targeting to automatically generate a commit message given changed code snippets.

Specifically, (i) we first compare the performance of PEFT methods to FMFT and
State-Of-The-Art (SOTA) approaches with full-data settings, namely the common sce-
nario. Experimental results show that, in the JIT-DP task, all four PEFT methods can
surpass FMFT and even SOTA approaches when incorporating extra expert features,
with AT and LoRA obtaining improvements of 5.08% and 9.75% in F1 over SOTA
baselines. In the CMG task, AT and LoRA achieve comparable performance to FMFT
and SOTA baselines, while PT and PreT perform worse. Given their lower training
time and memory overhead, AT and LoRA remain practical and acceptable. (ii) Be-
sides, to evaluate how well PEFT methods transfer knowledge and generalize across
Programming Languages (PLs), we explore their capabilities in the cross-lingual sce-
nario, where PLMs are fine-tuned in one PL but are tested in another. Evaluation
results show that PEFT methods perform either better or comparable to FMFT. (iii) To
understand how well PEFT performs in low-resource scenarios, we scaled down the
fine-tuning datasets while keeping the testing samples the same for experiments. Eval-
uation results reveal that almost all PEFT methods fall short of FMFT on the CMG task,
whereas they exhibit overall superiority or are on par with FMFT on the JIT-DP task

in the w/ EF setting. (iv) Furthermore, we utilize three probing tasks, namely invalid



TYPe detection (TYP), Code Change Match (CCM), and Line Type Prediction (LTP),
to investigate the layer-wise encoded code semantics, expecting to make an explana-
tion for the performance of PEFT and FMFT. TYP relates to static code semantics,
while CCM and LTP are associated with dynamic code semantics from global and lo-
cal perspectives, respectively. The average probing results are consistent with previous
findings and explain the efficacy of PEFT techniques and FMFT. However, PEFT and
FMFT demonstrate distinctive code-change learning abilities among different layers
of PLMs.

Inspired by the distinctive advantages of PEFT and FMFT in their layer-wise prob-
ing results, we propose Pastag, which stands for self-adaPtive efficient layer-specific
tuning for pre-trained models in code change learning, to combine FMFT and PEFT
during the domain adaptation. Since the combination and assignment of PEFT and
FMFT layers are based on the results of probing tasks, this reflects the self-adaptability
of Pastay to experimental data. Here, K is a hyperparameter representing the number
of FMFT layers, i.e., the resource constraint. In experiments, K is setto 0, 3, 6,9, and
12 for evaluation. According to the layer-wise probing results, Pastay allocates PEFT
and FMFT across different layers of PLMs for tuning, thereby integrating their respec-
tive strengths. We conduct experiments using all four PEFT methods on the CMG
task to verify their effectiveness. Experimental results show that Pastay significantly
outperforms diverse PEFT methods. Even compared with FMFT, Pastay can surpass
it by 1.48%, 3.21%, and 1.87% at most in terms of BLEU, Meteor, and Rouge-L, re-
spectively. Meanwhile, Pastay remains efficient, saving 26.26% of training time and
20.65% of computational memory compared with FMFT, indicating the practical value
of Pastay.

1.3 Mamba in Code Intelligence

In the field of software engineering, the success and prosperity of Pre-trained Lan-
guage Models (PLMs) are deeply rooted in the Transformer architecture and its core
attention mechanism. These models have evolved into indispensable assets for devel-
opers nowadays, significantly boosting efficiency in a variety of code comprehension
and generation tasks [92, 103, 106, 236]. Despite the advancements achieved by code
PLMs, their core attention module encounters an intrinsic drawback: it scales quadrati-
cally with sequence length [111]. Due to the attention mechanism computing attention

weights for every token pair, it requires a two-dimensional matrix for storage. As the



input length increases and the number of tokens grows, the computational complexity
rises quadratically. This is why Transformer-based PLMs usually impose a maximum
input length to ensure computational feasibility and model effectiveness. Numerous
studies have emerged to tackle these issues [186]. Among them, Mamba [72] and
Mamba-2 [41] are the most influential and representative works.

Mamba is a deep sequence model architecture. Similar to the Transformer, it con-
sists of stacked blocks that integrate selective State Space Models (SSMs) and Multi-
Layer Perceptrons (MLPs). The SSMs are regarded as a powerful alternative to the
attention mechanism, transforming inputs to corresponding outputs through an implicit
latent state. SSM is conceptually related to Recurrent Neural Networks (RNNs) and
Convolutional Neural Networks (CNNs), making it well-suited for modeling sequential
data. Based on SSMs, Mamba extends them to selective SSMs, which enable input-
conditioned parameterization and context-aware modeling [72]. To ensure practical
applicability, Mamba also designs a hardware-aware algorithm that facilitates efficient
training on modern parallelized hardware like GPUs. Moreover, building upon the ad-
vantages of both Mamba and the Transformer, Mamba-2 is introduced with several
architectural refinements. These changes involve eliminating redundant sequential
linear projections and incorporating normalization layers [41]. Mamba and Mamba-
2 have achieved state-of-the-art performance in comparison with Transformer-based
models of similar size, spanning diverse domains such as language [13], vision [249],
and graphs [16]. However, in the domain of code intelligence, related studies are re-
stricted to efficiency analysis of Mamba-generated code [101] or limited code tasks
(e.g., test automation) [104], lacking systematic exploration of Mamba-based PLMs

on code comprehension and generation tasks.

To the best of our knowledge, this work is the first systematic empirical study of
Mamba-based PLMs in the code intelligence field. Focusing primarily on Mamba
and Mamba-2 with 130M parameters, we conduct experiments to evaluate their per-
formance on three widely-studied code tasks: (1) code completion, (2) code genera-
tion, and (3) code clone detection. We select CodeGPT and CodeGPT-adapted [142]
as representative Transformer-based code PLMs for comparison, due to their similar
model size and the use of an autoregressive modeling approach that aligns with Mamba.
Considering that Mamba and Mamba-2 are not pre-trained on code corpora, we further
pre-train them on monolingual Java and Python datasets from CodeSearchNet [98], re-
spectively, obtaining Mamba,,;. and Mamba-2,.,,.. We begin by assessing the perfor-
mance of the above PLMs under the Full fine-Tuning (FT) setting. Given the growing



importance of Parameter-Efficient Fine-Tuning (PEFT) as a viable substitute for FT, we
also incorporate two PEFT methods, LoRA [95] and (1 A)3 [132], into our evaluation.
To control for the confounding factor of different pre-training datasets, we pre-train
CodeGPT, Mamba, and Mamba-2 from scratch using the same code corpora, aiming
to investigate whether the performance advantage originates from architectural differ-
ences. We also analyze the training efficiency of these PLMs during the fine-tuning
stage. In addition, we conduct experiments in the low-resource scenario, motivated by
the frequent occurrence of data scarcity in real-world applications. Finally, we also
extend Mamba’s size to 370M and 7B, thereby making comparison with more diverse
PLMs and even LLMs, as well as exploring the scaling law of Mamba-based PLMs.

Our experimental results demonstrate that: (1) In the FT setting, Mamba-based
PLMs outperform CodeGPT while performing neck-to-neck with CodeGPT-adapted.
With further pre-training on code corpora, their performance increases and surpasses
the above CodeGPT variants, indicating their high adaptability to code modeling. (2)
The performance advantage of Mamba-based PLMs becomes more pronounced in the
PEFT setting, highlighting their practical value in limited computational resources. (3)
After uniform pre-training from scratch, Mamba-2 demonstrates superior performance
and memory efficiency in the downstream task against CodeGPT, suggesting that its ar-
chitectural innovations contribute to better capability. (4) In the low-resource scenario,
Mamba-based PLMs demonstrate strong stability overall against CodeGPT variants
across all code tasks. In particular, when the training data is reduced to 0.1%, Mamba-
based PLMs suffer a performance degradation of only 3.69% in the Java code comple-
tion task. (5) Scaling up Mamba-based PLMs’ sizes still obtains performance gains,
but compared with other counterparts, pre-training databases and tasks also heavily
affect the code modeling performance, apart from model architectures.

1.4 Continual Learning in Code Intelligence

Recent years have seen a tendency to leverage Pre-trained Language Models (PLMs),
such as CodeBERT [55] and CodeT5 [207], for various downstream code intelligence
tasks, including code summarization [3, 61], code vulnerability detection [178, 242],
and code clone detection [51, 183]. Typically, these works mostly follow a prevalent
paradigm named pre-training and fine-tuning, which first optimizes language models
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Figure 1.2. An illustration of the continual learning scenario. X marks indicate the
domain ID that test samples derive from is unknown when testing.

on large-scale code corpora to obtain general knowledge, and then adapts models to ac-
quire task-specific knowledge. Benefiting from the powerful representation capability
of PLMs, they can obtain superior performance.

However, previous works primarily focus on an offline setting, tuning a PLM on a
pre-collected dataset. The PLM is an expert in the domain of the pre-collected dataset,
but performs worse if domain shifting. The domain shift [245], also known as the
distributional shift, occurs regularly in the practical application of deep learning models
and describes the variation between different datasets. In the field of code intelligence,
domain shifts are more common as programs evolve constantly. New repositories and
new APIs are created over time [156, 171]. If ignoring the dynamic nature of software
codebases, the practicability of code intelligence models can be affected. Therefore, it
is significant to explore the performance of PLMs in a Continual Learning (CL) setting,
where models are trained on a sequence of datasets one by one and are expected to
perform well on all introduced domains. As shown in Figure 1.2, in the training process,
PLMs are adapted to a new domain once inputting a new dataset. The model finally
tuned will be evaluated with data samples from all previously learned domains, but
which domain a data sample belongs to is not known at test time. This setting is also
called domain-incremental continual learning [193]. As far as we know, only a few

works are dedicated to the CL scenario in the field of code intelligence.

Continual learning was first proposed in the field of machine learning, and some rep-
resentative methods have emerged. They can mainly fall into three categories, namely
regularization-based [116, 138], rehearsal-based [167, 200], and representation-based



methods [208, 209]. The major challenge in the CL scenario is the catastrophic for-
getting problem [147], which indicates models’ performance on previous domains can
be affected when feeding datasets of new domains. To mitigate the problem, in the
code intelligence field, Gao et al. [62] resort to storing and retraining some carefully
selected previous data, as well as adding an adaptive parameter regularization module.
Their method can be seen as a combination of the regularization-based and rehearsal-
based approaches. Similarly, Weyssow et al. [212] evaluate the two approaches on
API-related tasks. Although it is intuitive to retrain models with previous data and
new data to alleviate forgetting, we criticize that previous data samples are not al-
ways available because of storage or privacy constraints [203]. Consider a scenario
in which several research and development teams share one continual-learned PLM to
assist programming, and this PLM needs to evolve based on different teams’ develop-
ment requests. However, in modern software companies, it is prevalent that historical
coding samples from different teams are not allowed to be shared. In this case, the
above rehearsal-based approach is impracticable. Besides, additional computational
and storage resources are needed in the approach. Therefore, to avoid the risk of data

disclosure and pursue practicality, we focus on a rehearsal-free method.

In this work, we resort to the superiority of prompts in eliciting pre-trained knowl-
edge to mitigate the catastrophic forgetting problem. By adding several tunable tokens,
prompt tuning can reduce the disparity in the training form between pre-training and
downstream tasks, thus providing instructions when tuning PLMs [198]. In the CL sce-
nario, Yadav et al. [225] propose prompt pools, containing diverse prompts for learn-
ing domain-specific knowledge. Besides, they also introduce an additional prompt
selection and combination module to construct domain-sharing knowledge. We crit-
icize that prompt pools lack the inheritance of previous knowledge and may lead to
bias in prompt selection given an example of an unknown domain. Therefore, we ex-
pect a method with certain prompts that can instruct both domain-specific and domain-
sharing knowledge. We first conduct an experimental study to explore the performance
of vanilla Prompt Tuning (PT) and Parameter-Efficient Prompt Tuning (PEPT) in the
CL scenario when compared with Fine-Tuning (FT). Experimental results show that
PT can surpass FT while PEPT performs worse, enlightening us that it is necessary to
tune PLMs when applying PT. Besides, although PT outperforms FT, they still can not
balance plasticity and stability during continuous domain adaptation.



Based on the above findings, we propose an effective method called Prompt Tuning
with Domain-wise Distillation (PTDD), which only involves two prompts during train-
ing, one for previous domains and one for the current domain, and only the current
prompt is utilized when evaluating. Specifically, considering there are correlations
between different domains in code intelligence, PTDD first initializes the prompt as
its previous one and adds a Multi-Layer Perceptron (MLP) to improve models’ repre-
sentation ability [122]. To distill prompts and optimize the backbone model, PTDD
introduces an additional stability learning objective to maintain the learned knowledge
in previous domains. PTDD can be tuned with all parameters or just the prompt pa-
rameters. We denote the former as PTDD and the latter as parameter-efficient PTDD
(PE-PTDD). It is worth noting that the prompt distillation here describes a process that
limits the variation of previous prompts in cross-domain adaptations, getting the cur-
rent prompt that can furthest keep the previous instruction ability and adapt it to the
current domain. It is a different term from the knowledge distillation that is often used
in the machine learning field.

We conduct experiments on three widely-used code intelligence tasks where do-
main shifts occur regularly, including code summarization (CS), code vulnerability
detection (CVD), and code clone detection (CCD). We evaluate PTDD in compari-
son with various baselines, and PTDD can obtain consistent improvements among all
rehearsal-free methods. For instance, in the CS task, PTDD averagely outperforms FT
by 2.55% in terms of the BLEU metric on six datasets. In the CVD and CCD tasks,
PTDD outperforms FT by 11.12% and 2.25% in terms of the F1 score. Even when
comparing PE-PTDD with other parameter-efficient baselines, our method still shows
effectiveness. We also conduct an ablation study and parameter analysis to investigate
the performance of PTDD from different perspectives. Furthermore, we visualize the
prompts learned by PTDD and PT to give an explanation and discuss the capability
of PTDD in the low-resource scenario. In the CS task, when decreasing the number
of training samples to 10 in each dataset, the improvement of PTDD can reach up to
69.09% 1in terms of BLEU. The extensive experiments indicate the superiority of our

method in the CL scenario.

1.5 Program Termination Analysis

Termination analysis aims to discover non-terminating programs that are induced by

improper code structures or faulty statements. These programs may execute infinitely
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and incur various bugs, such as denial-of-service vulnerability and memory exhaustion.
Therefore, many researchers have devoted themselves to this field. Effective termina-
tion analysis tools have become a pivotal component in ensuring system availability,
serving as an indispensable role in code auditing and automated formal verification

workflows.

Traditional methods of termination analysis employ formal symbolic reasoning.
For example, some studies developed various methods to prove the existence of rank-
ing functions, thereby identifying terminating programs [17, 18, 20, 69, 162, 192].
However, since these methods cannot discover non-terminating programs, their detec-
tion results always contain lots of false positives. Accordingly, subsequent studies pro-
posed to adopt the recurrence sets to prove the existence of non-terminating programs
[30, 39, 58, 117]. Whereas recurrence sets usually need to be singletons, making it
difficult to find a recurrence set for a program. Moreover, all of them can not conduct
their detection without program execution. Hence, the detection process can be very
time-consuming, and the configuration of the sandbox environments for execution is

also cumbersome.

In recent years, machine learning-based methods gradually emerged [66, 182, 217],
where they adopt support vector machine and neural networks to simulate ranking func-
tions and recurrence sets during the termination detection, thus they still can not exempt
the execution. Different from the above methods, Alon et al. [10] adopted Graph Neu-
ral Network (GNN) to directly analyze program semantics on their Abstract Syntax
Trees (ASTs). Hence, they can detect non-terminating programs effectively without
program execution. Although this approach overcame deficiencies of previous stud-
ies, their methodologies are coarse-grained. On the one hand, their modeling process
is one-sided. Because they only consider intra-class semantics without learning inter-
class semantics when termination detection, the discrepancy between terminating and
non-terminating programs will be ignored. On the other hand, their approach also ne-
glects the class-imbalance problem. As a kind of program defect, programs tend to

have more terminating instances than non-terminating ones [53] in practice.

To address the aforementioned problems, we propose a graph-enhanced contrastive
approach for program termination analysis (TerGEC) in this work. First of all, TerGEC
analyzes program semantics via ASTs, thereby ensuring the comprehension of code
both syntactically and lexically. Besides, both intra-class and inter-class learning are
considered in TerGEC, which is our main innovation and makes the analysis to be more

11



fine-grained. Moreover, we also proposed a series of solutions in TerGEC to overcome
the class-imbalance problem.

In detail, TerGEC first transforms programs into their corresponding ASTs. Sub-
sequently, we propose two graph augmentation methods, namely feature masking and
feature projection, which can increase the diversity of training samples, improve the
robustness of TerGEC, and is the prerequisite for the following inter-class learning. Af-
terward, both the original ASTs and the augmented ASTs are encoded by GNNs, where
three GNN models are experimented in this work, including GCN [115], GAT [196],
and GIN [216]. Towards the intra-class semantics, we follow the processes that Alon
et al. [10] used and introduce focal loss during the training. As for inter-class seman-
tics, TerGEC utilizes contrastive learning to learn the discrepancy between terminating
and non-terminating programs. Finally, we bridge the learning of both intra-class and
inter-class perspectives by a hyperparameter and formulate the final optimization tar-
get. Thereby a more comprehensive analysis can be accomplished. In addition, during
inter-class and intra-class learning, weighted contrastive loss and focal loss are also
equipped in TerGEC to alleviate the classes-imbalance problem.

In experiments, we construct four custom datasets with a total of 20k Python pro-
grams for termination analysis, which contain much more samples than the previous
dataset and reflect the classes-imbalance problem that the previous dataset overlooked.
To assess the generalization ability of TerGEC, we also use an existing dataset TPDB
[67] with 206 C programs for extra experiments. Subsequently, we compare TerGEC
with six state-of-the-art baselines on the aforementioned five datasets. Experimental
results show that TerGEC outperforms baselines by 4.59% - 15.56% in terms of mAP
on dataset 125M_HumanEval. And similarly, the increments of mAp can up to 2.56% -
17.79% on dataset 125M_MBPP, 0.18% - 11.38% on dataset I 3B HumanEval, 1.00%
- 10.60% on dataset 1 3B MBPP, and 3.17% - 15.18% on dataset TPDB. As for the
AUC metric, TerGEC achieves the best on datasets 125M_MBPP, 1 3B MBPP, and
TPDB, where the improvements are 5.10% - 27.55%, 1.25% - 42.38%, and 2.69% -
34.87% respectively, although it underperforms a little on the other two datasets. Be-
sides, we design a series of ablation experiments to analyze the effectiveness of the
graph augmentation module and the balance factors used in the weighted contrastive
loss and the overall loss. Extensive experiments demonstrate that the graph-enhanced
contrastive approach that combines intra-class and inter-class learning, together with
our proposed class-imbalance solutions, can significantly improve the performance of

non-terminating program detection in practice.
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1.6 Contributions of the Thesis

The primary contributions of this thesis are summarized as follows.

Within the landscape of high-efficiency fine-tuning paradigms, we pioneer a sys-
tematic investigation into the efficacy and efficiency of PEFT on code-change-related
tasks. Specifically, we conduct extensive experimental evaluations encompassing four
PEFT methods and seven PLMs across two downstream tasks, while thoroughly explor-
ing their performance in the cross-lingual and low-resource scenarios. Furthermore, we
propose two specialized code-change-related probing tasks along with curated datasets
to dissect the encoded dynamic code semantics. Inspired by our probing insights, we
propose Pastay, a self-adaptive tuning approach that synergistically combines FMFT
and PEFT during domain adaptation, achieving an optimal trade-off between adapta-
tion performance and computational overheads, demonstrating its practical value. Fi-
nally, the complete replication package of this work is publicly available to facilitate

future research’.

Focusing on the exploration of efficient model architectures, we present the first
comprehensive empirical evaluation of Mamba-based PLMs in the context of code in-
telligence. In particular, we conduct an in-depth comparison between Mamba-based
and Transformer-based PLMs across multiple fine-tuning paradigms, including FT,
LoRA, and (I A)3, dissecting both performance advantage and computational efficiency
of the Mamba architecture. Furthermore, we evaluate Mamba-based PLMs under
challenging low-resource scenarios and explore their performance at larger parameter
scales, providing practical suggestions and exposing critical weaknesses of Mamba-
based PLMs for reference of both academia and industry. All source code, specialized
configurations, and pre-trained model weights are made open-source to the commu-
nity?.

When it comes to dynamic adaptive learning strategies, we conduct the first exper-
imental study to explore the performance of PT in the CL scenario. Our preliminary
findings reveal two insights: on one hand, relying solely on frozen PLMs under vanilla
PT is insufficient for sequential tasks; on the other hand, maintaining prompt stability is
a critical requirement for successful adaptation. Consequently, we propose a rehearsal-
free framework named PTDD, which can distill and preserve previous knowledge by

introducing a stability learning objective, thereby mitigating catastrophic forgetting

Thttps://github.com/ishuoliu/PeftCC
Zhttps://github.com/ishuoliu/ASE-CMamba
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across previously learned domains. We conduct extensive evaluations on three widely-
studied code intelligence tasks, where experimental results validate the effectiveness
of PTDD. Furthermore, we provide interpretations of our framework via prompt visual-
ization and discuss its capabilities in low-resource scenarios. To facilitate reproduction

and inspire future research, our source code has been made publicly accessible’.

Regarding structure-aware adaptive learning approaches, we introduce TerGEC, a
graph-enhanced contrastive approach that simultaneously captures the intra-class and
inter-class semantics of programs via ASTs, thereby enabling a more fine-grained ter-
mination analysis. In addition, we propose two graph augmentation strategies to sup-
plement samples and increase their diversity, and incorporate weighted contrastive loss
and focal loss to alleviate the class-imbalance problem. Critically, we construct four
custom termination detection datasets with a total of 20K samples, which constitute
the first large-scale dataset for termination analysis. We also release our replication
package*, containing the custom datasets and the complete implementation of TerGEC.
Extensive evaluations across both Python and C programs demonstrate the superior
predictive efficacy and robust generalizability of the proposed TerGEC framework.

1.7 Organization of the Thesis

The remainder of this thesis is organized as follows.

Chapter 2 presents a comprehensive literature review to synthesize the foundational
works underpinning this thesis. Specifically, it reviews specialized tasks such as code
change learning and termination analysis, discusses diverse model architectures from
Transformer-based to Mamba-based code language models, and details advanced learn-

ing paradigms encompassing continual learning and graph contrastive learning.

Chapter 3 delves into PEFT within the field of code change learning and introduces
Pastay, a self-adaptive layer-specific tuning framework. Inspired by the distinctive
advantages of PEFT and FMFT revealed through layer-wise probing results, Pasta
can dynamically combine both tuning paradigms during domain adaptation.

Chapter 4 investigates the efficacy and efficiency of Mamba in code intelligence
via rigorous empirical assessment. Specifically, from-scratch pre-training experiments

are designed to uncover the intrinsic architectural advantages of Mamba. Extensive

3https://github.com/ishuoliu/IST-25-PTDD
“https://zenodo.org/records/10703451
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evaluations provide critical insights into both the strengths and boundaries of Mamba-
based code intelligence.

Chapter 5 introduces PTDD, a novel framework that can distill prompts and opti-
mize PLMs via a two-sided learning objective within the continual learning scenario.
We conduct comprehensive experiments to thoroughly evaluate its performance, com-
plemented by prompt visualization to elucidate its underlying mechanism.

Chapter 6 presents TerGEC, an execution-free, graph-enhanced contrastive approach
tailored for termination analysis. It captures fine-grained intra-class semantics by an-
alyzing programs from ASTs, and uncovers inter-class semantics through a dedicated
contrastive learning objective. Extensive evaluations across five Python and C datasets

demonstrate that TerGEC achieves the best performance in general.

Finally, Chapter 7 concludes this thesis with a comprehensive synthesis of the core
findings and foundational contributions established herein, while outlining promising

research directions for future endeavors within the realm of code intelligence.
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Chapter 2
Literature Review

This chapter provides a systematic survey of the literature, structured around three pri-
mary dimensions: specialized tasks, model architectures, and learning paradigms. We
begin by reviewing the research on code change learning and termination analysis. Sub-
sequently, the discussion delves into diverse architectures for code language models,
encompassing both the well-established Transformer and the emerging Mamba frame-
work. Finally, we explore continual learning strategies alongside the advancements in

GNN and graph contrastive learning.

2.1 Code Change Learning

Code changes are closely associated with software development and exist extensively.
It appears when adding new features, fixing bugs, or refactoring current code [23, 231].
Along with code changes, developers have to undertake considerable workloads for
tasks like writing high-quality commit messages [107] and identifying whether soft-
ware changes are defect-inducing [108]. Therefore, techniques aiming at automating
such code-change-related tasks are emerging and showing their effectiveness in enhanc-
ing development efficiency. Most of the works follow the representation learning ap-
proach, which converts code changes into feature vectors primarily, and then retrieves

them in the feature space to obtain expected results.

Concentrating on concrete downstream tasks, several studies have proposed task-
specific methods to learn code change representations. For commit message generation,

CoDiSum [218] extracts code structure and code semantics by separating bidirectional
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GRU and aligns the two parts by an attention layer. FIRA [45] describes code change
operations in fine-grained graphs and utilizes a graph-neural-network-based encoder
to learn representations. RACE [174], based on the Transformer architecture, retrieves
instructive code changes firstly by the cosine similarity of representation vectors, using
them to guide the generation of commit messages. For just-in-time defect prediction,
DeeplJIT [88] leverages two discrete CNNs to extract features from code changes and
corresponding commit messages, and employs a fully connected network for feature
fusion. JITLine [163] extracts bag-of-tokens features and conducts five well-known
classification techniques, like Support Vector Machine (SVM), to build commit-level
prediction models. JIT-Fine [154] combines 14 change-level expert features [108] with
extracted semantic features, obtaining integrated representations.

Beyond task-specific optimizations, a vast wealth of research focuses on general-
purpose representations for code changes that can be applied across various down-
stream tasks. CC2Vec [89] inputs the removed code and added code separately to
a hierarchical attention network, extracts their features, and uses multiple comparison
functions to fuse the two parts. CCRep [140] proposes a novel mechanism called query
back, which can emphasize the core status of changed code and adaptively learn rep-
resentations from the context. CodeReviewer [125] leverages a large-scale dataset of
real-world code changes to pre-train PLMs using four specialized objectives, includ-
ing code change quality estimation, review comment generation, and code refinement.
These tasks enhance models’ representative power in code review scenarios. Similarly,
CCTS5 [127] proposes four pre-training tasks to build the semantic connection between
code changes and corresponding commit messages. Furthermore, it incorporates an ad-
ditional pre-training task to make the model aware of the program structure. CCS2VEC
[240] adopts a slice-based approach to code-change representation, extending its scope
to include unchanged code that has control or data dependencies to the changed code.
Specifically, it performs forward and backward slicing on the Program Dependency
Graph (PDGQG) of the code before the change, centered around the removed code.

2.2 Termination Analysis

Termination is associated with the liveness and safety properties of programs, which
means termination is crucial to state the correctness of programs [9]. Proving termina-
tion is vital for specific domains like term rewrite systems [226] and GPU programming

[112], and therefore, research about it has emerged constantly. To prove termination,
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many existing methods intend to search for ranking functions, which map program
states to certain values [66]. In addition, these functions are monotonic decreasing
after each loop iteration, and are lower bounded. Due to the existence of a ranking
function being equivalent to the termination behavior of given programs, various ap-
proaches to synthesize ranking functions are proposed, such as linear [17, 162], lexico-
graphic linear [20, 69], multiphase [18], and piecewise [192]. However, these ranking
function-based methods mostly are incomplete. The denial of proving termination does

not imply non-termination, and the program still may or may not terminate.

Correspondingly, proving non-termination is also a challenging task. The general
approach is based on the recurrence set [80], which is a set of non-terminal program
states in which the program can stay indefinitely [27]. Chen et al. [30] further proposed
a concept, i.e., closed recurrence set, simplified the non-termination proving problem,
and solved it with safety provers. Cook et al. [39] introduced live abstractions to
soundly disprove termination. Frohn et al. [58] designed a loop acceleration technique,
which can generate a non-termination criterion to promote the proving process. Le et

al. [117] utilized dynamic invariant inference to learn recurrent sets.

In recent years, approaches integrating machine learning and deep learning have
gained significant traction. Diverging from previous methods that require predefining
a linear or polynomial ranking function template, Tan et al. [182] proposed a data-
driven strategy to synthesize ranking functions via Deep Neural Networks (DNNs).
The framework begins with the initial construction of a function template, where the
specific coefficients are subsequently optimized using a collected training set. The re-
sulting candidate ranking function is then subjected to a formal verification process to
confirm its validity. A similar thought was implemented by Giacobbe et al. [66]. They
train a neural network using sampled execution traces, and the network is optimized
to ensure its output decreases along the traces. Subsequently, symbolic reasoning is
employed to formally verify that the learned property generalizes to all potential execu-
tions. If the verification is successful, a formal certificate of termination is established
for the program. Xu et al. [217] employ a reinforced black-box learning approach, con-
sisting of a loop bound learner and a validation checker. It integrates a quick bound
checking algorithm and a two-way data sharing mechanism to enhance overall effi-
ciency. Building on the strengths of GNNs in representation learning, Alon et al. [10]
design and implement classifiers for program termination based on graph convolutional
networks and graph attention networks. They also introduce a semantic segmentation

GNN to precisely localize AST nodes that are likely to trigger non-termination.
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2.3 Transformer-based Code Language Models

Recently, by virtue of their effectiveness and versatility, code language models are
widely utilized in code intelligence tasks and substantially improve the performance.
They are overwhelmingly based on the Transformer architecture. CodeBERT [55],
CodeGPT [142], and CodeT5 [207] are three pioneering works, and they just cor-
respond to three different architectures: Encoder-only, Decoder-only, and Encoder-
Decoder [157, 238]. Appeared after them, UniXcoder [75] leverages cross-modal con-
tents like ASTs and code comments to enhance code representation and unifies the
architecture of the encoder and decoder, enabling it to support both understanding and
generation tasks. CodeGen [155] contains a family of conversational code LMs. It
utilizes three-stage training to produce three distinct models, trained sequentially on a
natural language dataset, a multi-lingual dataset, and a Python-only dataset. PolyCoder
[215] is based on the GPT-2 [164] architecture and is pre-trained on 249GB of code
across 12 programming languages, sizing up to 2.7B parameters.

Beyond models explicitly engineered for code intelligence, a prevalent trend in the
open-source community involves adapting general-purpose Large Language Models
(LLMs) for code-related tasks through continual pre-training or fine-tuning. High-
profile examples include Meta Al’ s Code Llama [169], derived from the founda-
tional LLaMA model [191], and DeepSeek-Coder [78], an extension of the baseline
DeepSeek LLM [19]. Similarly, the Qwen team and Google have followed this trajec-
tory, introducing Qwen2.5-Coder [97] and CodeGemma [187] as code-specific vari-
ants of Qwen [14] and Gemma [188], respectively. Collectively, these developments
underscore a growing consensus and concerted effort toward repurposing foundational
LLMs to excel in software engineering tasks.

2.4 Mamba and Mamba-based Models

Although the Transformer [195] has ushered in the era of LLM, its core attention layer
suffers from the drawback of computational inefficiency because it scales quadratically
with sequence length [111]. Recently, Mamba [72] has emerged as a powerful alterna-
tive to the Transformer and thus attracted the attention of researchers. It leverages se-
lective State Space Models (SSMs) to obtain the context-aware ability, dynamically pa-
rameterizes its components based on input, and designs a hardware-aware algorithm to

make the training of selective SSMs efficient on modern hardware (GPUs). Mamba has
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shown impressive performance in a wide range of domains, such as natural language
processing [13], graph learning [16], and visual representation [249]. As a subsequent
advancement, Mamba-2 [41] exploits the theoretical convergence between SSMs and
Transformers. By refining the core architecture of its predecessor, it introduces Struc-
tured State Space Duality (SSD) and enhances hardware efficiency, thereby achieving
substantially faster training speeds.

Within the domain of code LMs, Codestral Mamba [37] stands as the only mamba-
based LLM to date that is specifically optimized for code. Its development benefits
from the guidance of Gu et al., the original authors of Mamba. Built upon the Mamba-
2 architecture with 7 billion parameters, the model supports a native context window
of up to 256k tokens. It is fully open-sourced under the Apache 2.0 license, with all
model weights publicly accessible to facilitate seamless modification and deployment.
A few preliminary studies have explored the capability of Codestral Mamba. Islam et
al. [101] investigate the energy efficiency and environmental impact of the code gener-
ation task, evaluating Codestral Mamba alongside 19 other popular code language mod-
els. Their work effectively bridges the gap left by prior studies, which predominantly
focused on the functional correctness of generated code. Iznaga [104] pioneers the
integration of Codestral Mamba and LoRA for automated software testing, revealing
significant improvements in generating high-quality, context-aware test scripts. Given
that research on the Mamba architecture is still in its embryonic stage, there remains a

noticeable paucity of such Mamba-based studies in the wider code intelligence domain.

2.5 Continual Learning

Continual learning is set to learn a sequence of datasets one by one and behave on them
simultaneously [203]. The major challenge is known as catastrophic forgetting [147],
where models’ performance on previous datasets is prone to decline when adapting
the model to new datasets. Existing CL methods are generally categorized into three
primary strains: regularization-based, rehearsal-based, and representation-based meth-
ods. Regularization-based methods [116, 138] selectively constrain the variation of
models’ parameters, thus alleviating forgetting of learned knowledge. They usually
add penalty terms to the loss function, and through the backpropagation process, those
important parameters will be preserved. Rehearsal-based methods [167, 200] store a
fraction of data samples and retrain them when new datasets come, to ensure models

still have the previous knowledge. Representation-based methods [208, 209] primarily
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utilize prompts to instruct the representation of pre-trained models. By accommodating
prompts in different datasets, they can elicit task-sharing and task-specific knowledge
to relieve forgetting.

Due to the prosperity of prompt-based methods in recent years, representation-
based methods have become popular with simplicity, practicality, and good perfor-
mance. A representative strategy, L2P [209], learns to dynamically prompt a pre-
trained model for sequential task learning. It conceptualizes a shared prompt pool
that archives task-independent prompts, from which the most relevant ones are adap-
tively selected based on different inputs during inference. In this manner, L2P effec-
tively manages knowledge retention and transfer across varying tasks. Building upon
the foundations of L2P, DualPrompt [208] draws inspiration from the human Comple-
mentary Learning Systems (CLS), which facilitate continual learning through the syn-
ergy of two distinct memory mechanisms. Specifically, DualPrompt introduces gen-
eral prompts to capture task-invariant common features, and expert prompts to encode
task-specific unique knowledge. By directly decoupling the higher-level prompt space,
this method proves to be both more effective and memory-efficient. Another typical
method, Progressive Prompts [166], allocates a dedicated prompt for each incoming
task and sequentially concatenates it with previously learned prompts to systematically
guide the representation learning. Additionally, it reparameterizes the prompt embed-
ding matrix utilizing a Multi-Layer Perceptron (MLP) to enhance stability and model

capacity.

Within code intelligence, software repositories and programming paradigms con-
stantly evolve. To seamlessly augment models with fresh knowledge, investigating
their adaptation capabilities within CL scenarios has become both practically impera-
tive and strategically vital. Despite its profound practical significance, scholarly dedi-
cation to this intersection remains conspicuously scarce. Gao et al. [62] pioneer the in-
vestigation into this problem by proposing REPEAT, a novel framework that mitigates
catastrophic forgetting through a synergy of representative exemplar replay and adap-
tive parameter regularization. The former strategically selects both informative and
diverse samples from historical datasets for periodic rehearsal. Concurrently, the latter
identifies critical parameters and adaptively penalizes their updates, thereby insulating
historical knowledge from consolidation overwrites. Weyssow et al. [212] formulate
a dynamic scenario where models are required to sequentially learn from a stream of
software programs characterized by novel, unseen APIs. Under this setup, they sys-

tematically evaluated five regularization-based and rehearsal-based baselines on the
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API call and API usage prediction tasks. Yadav et al. [225] construct CodeTask-CL, a
comprehensive benchmark spanning a diverse spectrum of tasks, including code gener-
ation, translation, summarization, and refinement. They also introduce a methodology
termed Prompt Pooling with Teacher Forcing (PP-TF), which enforces constraints on

prompt selection during the training phase by assigning certain prompts to fixed tasks.

2.6 GNN and Graph Contrastive Learning

Inspired by the remarkable success of Deep Neural Networks (DNNs), Graph Neu-
ral Networks (GNNs) were introduced to effectively operate on graph-structured data,
rapidly evolving into a highly prominent and proliferating research domain [71]. Kipf
et al. [115] propose the Graph Convolutional Network (GCN), which employs an effi-
cient architecture motivated by a localized first-order approximation of spectral graph
convolutions. By scaling linearly with the number of graph edges, GCN seamlessly en-
codes both local graph topologies and node features within its hidden layers. Velickovic
et al. [196] design the Graph Attention Network (GAT), which incorporates masked
self-attentional layers to direct the model towards the most relevant regions. By stack-
ing these attention layers, the model implicitly assigns distinct weights to different
nodes within a specific neighborhood, and operates effectively without requiring prior
knowledge of the global graph topology upfront. Xu et al. [216] emphasize the crit-
ical importance of capturing structural discriminability across graphs, leading to the
development of the Graph Isomorphism Network (GIN). They also empirically prove
that GIN has high representational power, showing a near-perfect fit on training data.
Beyond these, a diverse lineage of specialized variants has emerged to accommodate
heterogeneous graph topologies. Notable exemplars include EdgeConv [206] for point
clouds and GraphSAGE [82] for large-scale graphs. Collectively, these models serve
as robust graph encoders to transform graph-structured data into vector representations.

Based on graph neural networks, researchers proposed graph contrastive learning
to improve the performance of graph tasks. Graph contrastive learning is an approach
that aims to utilize those label-invariant properties to gather samples with the same
label and separate samples with different labels. The properties are usually learned
from the original data and the augmented auxiliary data. You et al. [234] introduce a
taxonomy of four graph augmentation mechanisms: node dropping, edge perturbation,
attribute masking, and subgraph extraction. Subsequently, they conduct comprehen-

sive studies to evaluate how diverse combinations of these augmentations influence
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model performance. Departing from the above topological augmentation, Zhang et al.
[248] propose COSTA, a framework that executes augmentation directly on the hidden
feature vectors. They introduce three distinct feature-level augmentation variants man-
ifested through matrix sketching techniques: singular value decomposition, random
row selection, and random projection. Zhu et al. [252] demonstrate that augmentation
strategies should adaptively calibrate according to the intrinsic characteristics of the
input graphs. Specifically, on the topology level, they design adaptive schemes utiliz-
ing node centrality measures to highlight pivotal connective structures. On the node
attribute level, they corrupt node features by injecting heavier noise into non-essential
features, thereby forcing the model to robustly discern underlying semantic informa-
tion. Distinct from the aforementioned self-supervised paradigms, Khosla et al. [113]
and Zhang et al. [244] extend graph contrastive learning into a supervised setting, pio-

neering its application within image classification.

In the realm of program analysis, various representation methods [6, 204, 243] have
been established to formulate source code as graphs. These graph-structured method-
ologies can be seamlessly adapted to a diverse array of critical downstream software
engineering tasks, such as type inference [5], bug detection [7], and code summariza-
tion [56, 229]. The profound advancements achieved by these GNN-based paradigms
consistently underscore the inherent superiority of graph representations in analyzing
programs.
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Chapter 3

Delving into Parameter-Efficient
Fine-Tuning in Code Change Learning

In comparison with Full-Model Fine-Tuning (FMFT), Parameter-Efficient Fine-Tuning
(PEFT) effectively mitigates catastrophic forgetting in code intelligence by updating
only a fraction of model parameters. While existing works validate the viability of
PEFT in static code comprehension, owing to its alignment with PLM pre-training
paradigms for efficient knowledge transfer, whether PEFT can outperform FMFT in dy-
namic, code-change-related scenarios remains an open question. To bridge this gap, we
conduct a comprehensive evaluation comparing four prominent PEFT methods against
FMFT across seven representative PLMs on two pivotal tasks: Just-In-Time Defect
Prediction (JIT-DP) and Commit Message Generation (CMG). Our benchmarks reveal
that while PEFT systematically excels over FMFT on JIT-DP, it merely achieves com-
parable results on CMG, albeit maintaining a clear advantage in cross-lingual and low-
resource settings. To explain the efficacy of PEFT and FMFT, we perform extensive
layer-wise probing tasks from both static and dynamic perspectives. The diagnostic
insights inspire Pastay, a self-adaptive layer-specific tuning framework that harmo-
niously orchestrates FMFT and PEFT under the guidance of probing results. Empiri-
cal results on CMG demonstrate that Pastay consistently surpasses all PEFT baselines.
Remarkably, it outperforms FMFT by up to 1.48% in BLEU, 3.21% in Meteor, and
1.87% in Rouge-L, while simultaneously reducing training time by 26.26% and mem-
ory consumption by 20.65%.

The rest of this chapter is organized as follows. Section 3.1 presents the prelim-
inary and theoretical foundations of FMFT and diverse PEFT methods. Section 3.2
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establishes the experimental setup, detailing the research questions, core tasks, base-
lines, and implementation specifications. Section 3.3 discusses the experimental results
and proposes the Pastay method. Section 3.4 elaborates on the implications and threats
to the validity of this work. Finally, section 3.5 concludes this chapter by providing a

concise summary.

3.1 Preliminary

3.1.1 Full-Model Fine-Tuning

Pre-training and fine-tuning have become the dominant paradigm for applying PLMs
to specific downstream tasks, and have shown promising results on many code-related
tasks [109, 119, 214, 230]. In the pre-training stage, PLMs are trained from scratch
to learn general-purpose representations, and in the fine-tuning stage, PLMs utilize the
pre-trained parameters as initialization to adapt them to downstream tasks. Formally,
given a downstream task-specific dataset X and corresponding labels Y, FMFT initial-
izes PLMs to pre-trained weights © and updates them to © in a supervised manner,
which can be formulated as:

© =0y + AO = argmax Pr(Y|X;0) (3.1)
o

where Pr represents the likelihood of Y and A© represents the adjustment of pa-
rameters. Considering that PLMs are Transformer-based architecture [195], FMFT is
illustrated in Figure 3.1(a). The parameters of the core block of the Transformer, in-
cluding multi-head attention, feed-forward layer, and layer normalization, as well as
the projection matrices Wy, Wy, and Wy, all are part of © and are trainable in FMFT
for PLMs.

3.1.2 Adapter Tuning (AT)

AT is arepresentative method of PEFT, which adds extra compact modules (adapters) to
every transformer layer [85, 94, 160]. Figure 3.1(b) shows the standard architecture of
AT [94], where adapter modules are added twice after the multi-head attention and the
feed-forward layer. Supposing that adapter modules are fed d-dimensional features,
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they first project features into dimension m, m < d, then apply a nonlinearity, and
finally project back to dimension d. The two projection layers construct a bottleneck
structure. Specifically, adapter modules are initialized randomly, and the target of AT
is to train the added modules and the corresponding following layer normalizations. Its

tuning objective can be defined as:

¢, = argmax Pr(Y|X; 0, ®,) (3.2)
@,

where @, is the adapter parameter, and Pr represents the likelihood. X and Y are
a task-specific dataset and corresponding outputs. PLMs’ pre-trained weights O are
frozen here. During AT, around 3% - 5% of the whole parameters are trainable, which
is considerably fewer than FMFT.

3.1.3 Low-Rank Adaptation (LoRA)

Different from AT, which adds extra trainable parameters, LoRA utilizes the idea of
reparameterization to learn the parameters’ updation by low-rank matrices [126]. As
illustrated in Figure 3.1(c), when applying LoRA to the transformer architecture, it is
limited to only adapting the attention modules, and specifically, adapting weight matri-
ces Wg and Wy, [95]. For a pre-trained weight matrix W € R%*?, LoRA decomposes
its updation into two low-rank matrices that satisfy AW = BA, where B € R%",
A € R™4, r < d. Supposing AO is a task-specific parameter modification, it can be
further encoded by the LoRA parameter ®; as AO(®P;). The tuning objective is then
transferred to optimize ; as:

¢, = argmax Pr(Y|X; 0, + AO(P))) (3.3)

P,
where X and Y are the dataset and corresponding outputs. Pr represents the likeli-
hood of Y. O is also fixed here. Due to LoRA being only inserted into weight matrices

Wq and Wy, as well as the dimension r < d, the trainable parameters of LoRA can
be reduced to 1%.
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3.1.4 Prompt Tuning (PT)

Rather than inserting tiny modules inside PLMs as the above two PEFT methods, PT
prepends a series of prompt tokens P to the input X, formulating a new input [P; X|
for model training [120]. The strength of PT lies in its ability to steer PLMs toward
effectively leveraging the rich knowledge acquired during the pre-training phase simply
by optimizing prompts, while also demonstrating robustness even under data-scarce
scenarios. It has been investigated in lots of static code comprehension tasks [52, 198],
and we extend its exploration to the realm of dynamic code comprehension tasks. As
shown in Figure 3.1(d), prompt tokens are inserted into the first Transformer layer only.
When optimizing prompt tokens P, PLMs’ pre-trained weights O, are fixed, and the
trainable parameters are only about 0.03%. The tuning objective can be formulated to

maximize the likelihood of Y, which represents the expected outputs of X:

P = argmax Pr(Y|[P; X]; ©y) (3.4)
P

Considering that PT is an effective approach to elicit PLMs’ pre-trained knowledge
[22] and has been widely studied in recent literature [74, 197, 198, 211], we include it

for exploration on code change learning.

3.1.5 Prefix Tuning (PreT)

Similar to PT, PreT [122] is also a prevalent prompt-based method that has been widely
studied [44, 133, 197, 211]. Unlike PT, PreT inserts trainable prefix vectors to each
Transformer layer, thereby enhancing the expressiveness of PLMs when activating
their previously acquired knowledge. The trainable vectors are introduced to the origi-
nal key vector and value vector, which are used for the calculation of multi-head atten-
tion. We include PreT in our exploration since it is another comparable counterpart to
AT and LoRA, both of which inject trainable modules into PLMs. Figure 3.1(e) shows
an illustration of PreT. In each transformer layer, there are two sets of prefix vectors
Pk and Py that are concatenated with xWy and Wy, respectively. Here z is the
input vector. Wy and Wy, are the original weight matrices. xW g and xWy are the
original key vector and value vector. Only the prefix vectors are trainable, which are
about 0.5%, and PLMs’ pre-trained weights O are fixed. The tuning objective can be
defined to maximize the likelihood of the input X’s corresponding output Y':
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[Pyc; Py = argmax Pr(Y|X; 0y, Py, Py) G-
Pr,Py

3.1.6 Training-free Methods

The above-introduced methods require parameter updates to PLMs for domain adap-
tation. Here, we present two training-free methods that PLMs also use for baseline
comparison. The first one is Zero-shot Learning (ZL). It bypasses the fine-tuning pro-
cess and directly guides PLMs/Large Language Models (LLMs) to perform prediction
or generation on downstream tasks without learning from any training samples. ZL is
more pervasive for LLMs owing to their powerful emerging ability [54, 232]. The sec-
ond one is In-Context Learning (ICL), which also does not require fine-tuning; instead,
it guides PLMs/LLMs to perform specific downstream tasks by providing examples
within the input. Recently, more and more studies have proved its effectiveness, espe-

cially when the given examples resemble the target problem [50, 109].

3.2 Experimental Setup

3.2.1 Research Questions

This chapter investigates the following research questions about four widely used PEFT
methods, exploring their efficacy and efficiency.

RQ1: How do the four PEFT methods perform compared with FMFT and
SOTA approaches? In this RQ, we compare the performance of FMFT, AT, LoRA,
PT, and PreT on two widely studied code-change-related tasks, namely Just-In-Time
Defect Prediction (JIT-DP) and Commit Message Generation (CMG). The former is a
classification task, and the latter is a generation task. For JIT-DP, we apply the FMFT
and four PEFT methods to six popular PLMs, namely CodeBERT [55], GraphCode-
BERT [76], PLBART [4], UniXcoder [75], CodeT5 [207], and CodeT5+ [205], to
conduct comprehensive comparisons and explore the generalization abilities of PEFT
on diverse PLMs. As a common workaround, classification tasks normally rely on
encoders appended with a linear layer for category prediction [33, 125, 127]. Thus,
we select only encoder-only and encoder-decoder PLMs for experiments, where the

latter’s encoder parts are decomposed for usage. Besides, various task-specific SOTA
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approaches are also involved for comparison [89, 127, 154, 163]. For CMG, we ap-
ply FMFT and PEFT methods on CodeT5, CodeT5+, and Qwen2.5-Coder [97] for
their strong capabilities in generation tasks. Here, we only select encoder-decoder and
decoder-only PLMs for experiments, because encoder-only PLMs do not have gener-
ation ability due to their pre-training paradigm. Additionally, we incorporate ZL and
ICL as baseline methods in the two tasks to facilitate a more comprehensive analysis.

RQ2: How capable are the four PEFT methods in the cross-lingual scenario
compared with FMFT? In the cross-lingual scenario, practitioners normally fine-tune
PLMs in one PL of rich samples and apply them in another scarce one for inference.
This is a common but resultful approach to relieve the problem of data scarcity [250].
Regardless of static or dynamic code comprehension tasks, cross-lingual scenarios are
pervasive with widespread studies [34, 159, 197, 198]. Because there are massive
domain-specific PLs that contain very few available training samples in practice. At
the time the studies [161, 230] were released, 8,945 PLs have been invented, while
Meyerovich et al. [148] found that the top 20 PLs account for 95% of the project
repositories, showing that most of the PLs are niche. Therefore, exploring the perfor-
mance of PEFT methods in the cross-lingual scenario is valuable for practical guidance.
To do this, we carry out experiments with FMFT, AT, LoRA, PT, and PreT on CodeT5
and select the CMG task for evaluation, as it involves code change samples from five
PLs.

RQ3: How capable are the four PEFT methods in the low-resource scenario
compared with FMFT? The performance of FMFT prohibitively relies on the scale
of downstream data [74, 120, 246]. However, large-scale datasets are usually rare.
In addition, fine-tuning in the low-resource scenario means that PLMs can learn task-
specific knowledge quickly, which meets practitioners’ usual expectations. Consider-
ing the difference in dataset sizes between the two tasks, we randomly sample 100,
500, 1,000, 2,500, and 5,000 training data for JIT-DP, and 1,000, 5,000, and 10,000 per
programming language for CMG. To mitigate the impact of data sampling variability,
we conduct three independent experiments using different random seeds and report the
average results of the three runs. We still evaluate the models on the original validation

sets and testing sets.

RQ4: What kind of knowledge is encoded by the four PEFT methods? To
explore what benefits PEFT methods can bring about, we utilize probing tasks, which
have been extensively used in the NLP field [189, 190], to understand the encoded
semantic information. We employ three probing tasks, invalid TYPe detection (TYP)
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for static semantic-level information [110], as well as Code Change Match (CCM) and
Line Type Prediction (LTP), which are proposed by us to probe the dynamic semantic-
level information from the global and local perspectives, respectively. The three prob-
ing tasks are introduced in detail in section 3.2.2. We mainly investigate what kind of
knowledge is encoded by the four PEFT methods, as well as making comparisons with
FMFT and ZL, thereby providing explanations for their performance.

RQS5: How to combine the superiority of PEFT and FMFT for better domain
adaptation? Based on the experimental results of the aforementioned research ques-
tions, we investigate more effective alternatives to the PEFT methods. With much
fewer trainable parameters, it is difficult for PEFT to surpass FMFT too much, even
worse in some complicated tasks, such as the CMG task. It is observed by no matter
previous studies [95, 133] or our experimental evaluation in Section 3.3.1. Therefore,
inspired by our layer-wise probing results, we explore whether there is a brand-new do-
main adaptation method that can integrate the advantages of PEFT and FMFT together,
improving the performance while keeping efficiency.

3.2.2 Tasks and Datasets

Table 3.1. Dataset Statistics.

Tasks Datasets Training Validation  Test
JIT-DP JIT-Defects4] 16,374 5,465 5,480
Java 160,018 19,825 20,159
C# 149,907 18,688 18,702
CMG C++ 160,948 20,000 20,141

Python 206,777 25,912 25,837
JavaScript 197,529 24,899 24,773

TYP 600 200 200
Probing Tasks CCM 600 200 200
LTP 600 200 200

3.2.2.1 Code-Change-Related Tasks

To evaluate the performance of PEFT methods in code change learning, we consider
two emerging code-change-related tasks, just-in-time defect prediction and commit
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message generation, which have been popularly researched in recent years [40, 50,
223, 239].

Just-In-Time Defect Prediction: The change of code may damage software qual-
ity, so it is crucial to discover defects as early as possible [239]. JIT-DP aims to identify
defective code changes when they are just committed, and return judgments. It can be
seen as a binary classification task since the outputs are two classes, namely defective

or not.

The experimental dataset we used in JIT-DP is JIT-Defects4J [154], which is ex-
tended from LLTC4J [87] with extra buggy commits. In addition, for each code change,
JIT-Defects4] extracts the 14 change-level Expert Features (EF) proposed by Kamei et
al. [108], which can measure the code change from five dimensions, i.e., diffusion,
size, purpose, history, and experience. It is widely adopted in previous studies [1, 33,
127, 154]. Following their setup, we evaluate different methods in two settings, one
for directly using the learned code change representations to predict, and another for
incorporating the expert features.

Commit Message Generation: Commit message summarizes the intent and con-
tent of a code change, which is helpful for developers to understand programs quickly
in software maintenance [40, 223]. However, writing high-quality commit messages is
time-consuming, and thus many are left empty [48]. Therefore, taking changed codes
as inputs, the CMG task aims to generate commit messages automatically and has be-

come a hot topic in the software engineering domain.

In the CMG task, we choose the Multi-language Commit Message Dataset (MCMD)
for experiments [184]. MCMD contains five PLs, including Java, C#, C++, Python,
and JavaScript. For each PL, it collects the top 100 starred projects from GitHub and
randomly retains 450,000 commits. It has been a widely used large-scale dataset for the
CMG task and has been adopted by numerous prior studies [127, 174, 185, 223]. Fol-
lowing the common operation, noisy data containing multiple files or files that cannot
be parsed are filtered out. The statistics of MCMD are shown in Table 3.1.

3.2.2.2 Probing Tasks

Probing tasks are auxiliary diagnostic tasks that are used to understand what specific
property is encoded in the language model weights. It has been widely utilized in NLP
research [105]. In this chapter, we employ three probing tasks that are related to code
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Figure 3.2. Illustrations of probing tasks.

properties from different aspects. For their datasets, we split them into the training set,
validation set, and testing set by the ratio of 6/2/2 uniformly.

Invalid TYPe detection (TYP), proposed by Karmakar et al. [110], aims to mea-
sure the static code semantics understood by PLMs. As Figure 3.2(a) shows, it falsifies
the data types of some code snippets deliberately, and expects PLMs to distinguish
the invalid samples from the others. We introduce the probing task here to explore
whether PLMs still encode static code semantics when they are fine-tuned in code-
change-related tasks. We also adopt the dataset containing 1,000 samples from Kar-
makar et al. [110]. It is gathered from 50K-C [146], a dataset of compilable Java
projects, and balances the valid and invalid classes.

Code Change Match (CCM), probing the dynamic semantic-level information, is
proposed by us. Different from TYP, designed for code semantics in one code snippet,
CCM takes a pair of changed codes and a commit message as inputs, inferring whether
the commit message corresponds to the given code change. It is shown in Figure 3.2(b).
If the judgment is correct, it means PLMs can identify the code change semantics from
a global perspective. We construct a dataset for CCM from FIRA [45], which collects
commits from the top 1,000 popular Java projects in GitHub. Similar to the dataset of
TYP, we keep 500 correct matches and randomly produce 500 false matches.

Line Type Prediction (LTP), proposed by us as well, is also to determine whether
PLMs can encode dynamic semantic-level information. As code changes are composed
of added, kept, and deleted lines, LTP aims to predict the line type when given the
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surrounding context, as illustrated in Figure 3.2(c). Considering LTP is designed for
predicting specific line types, it measures PLMs’ ability to comprehend the semantics
of code changes from a local perspective. We also build the dataset for LTP from FIRA
[45]. For each commit, to measure the perception of code changes, we only retain the
added and deleted lines, then randomly mask a line type for prediction. The dataset
also incorporates 1,000 samples, and Table 3.1 demonstrates its statistics.

Although probing tasks could be designed with finer granularity, for example, by
evaluating whether PLMs can distinguish between adding a variable declaration, mod-
ifying a return value, or deleting an unnecessary function call, however, such com-
plicated classification tasks might intensify interpretability problems [38], deviating
from the original intent of probing tasks, i.e., focusing on simple PL properties of code
snippets [110]. An alternative solution is to deconstruct the above multi-category clas-
sification into several different probing tasks for more fine-grained exploration. As
such, we leave them for future work and begin with the simple probing tasks proposed
in this section for analysis.

3.2.3 Pre-trained Language Models and Baselines

There are a total of seven PLMs that we use to evaluate the performance of FMFT and
the four PEFT methods. In the JIT-DP task, we conduct experiments on six PLMs,
where only encoders are used for the purpose of code change representation. The se-
lected PLMs have all been widely used and extensively studied in code-related tasks
[133, 199], which facilitates the generalization and comparability of our experimen-
tal findings. We include CodeT5+ here because it is a more recent model whose en-
coder can be used independently, enabling fair and consistent experimentation with
other PLMs in the JIT-DP task. For the CMG task, we choose CodeT5, CodeT5+,
and Qwen2.5-Coder as the backbone model. The selection of CodeT5 and CodeT5+ is
motivated by the need to align with the existing SOTA approach [127], while Qwen2.5-
Coder is included due to its more recent release, strong performance in generation tasks,
and a parameter scale comparable to that of the other PLMs in our study. The specific
introduction for each model is listed below.

* CodeBERT [55]: Itis an encoder-only PLM with 125M parameters, pre-trained
on CodeSearchNet [98] which contains 2M bimodal data.
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GraphCodeBERT [76]: It has the same architecture and parameter size as Code-
BERT, while pre-trained with edge prediction and node alignment to learn from
data flow.

PLBART [4]: It is pre-trained on Java and Python datasets, as well as natural
language descriptions. It is an encoder-decoder architecture that has 140M pa-

rameters.

UniXcoder [75]: It is a unified encoder-decoder PLM with 125M parameters,
and can be flexibly modified to an encoder-only or decoder-only architecture.

CodeT5 [207]: It contains 220M parameters, and is a representative PLM of the

encoder-decoder architecture for its good performance in generation tasks.

CodeT5+ [205]: It is based on CodeT5 and enhanced with a mixture of pre-
training objectives to flexibly adapt to various downstream tasks. We use the
220M-sized variant to maintain consistency with CodeT5.

Qwen2.5-Coder [97]: Itis anew series of decoder-only language models demon-
strating top-tier performance in coding tasks. We employ the 5S00M-parameter
model in this chapter.

We also compare the performance of FMFT and PEFT methods with the following

baselines.

JITLine [163]: It is a baseline of JIT-DP, which represents code changes by
bag-of-tokens features and constructs classifiers like SVM to predict defective
commits.

JITFine [154]: It uses CodeBERT as an encoder, and incorporates the encoded
code change representations with extra expert features, achieving a substantial
improvement in the JIT-DP task.

CC2Vec [89]: It is a baseline of JIT-DP, which utilizes a hierarchical attention

network and emphasizes modeling the correlation between removed codes and
added codes.

CodeReviewer [125]: It is proposed for code review activities, but can be ex-
tended to the CMG task. It proposes four pre-training tasks to improve CodeT5’s
[207] capacity for understanding code changes.

CCTS5 [127]: It is the state-of-the-art baseline for both JIT-DP and CMG. It also
pre-trains CodeT5 [207] with code-change-related corpus and objectives.
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3.2.4 Evaluation Metrics
3.2.4.1 Just-In-Time Defect Prediction

Owing to the imbalance learning nature of the JIT-DP task, prior works [127, 154]
normally use the Fl-score and the Area Under the receiver operating characteristic
Curve (AUC) as the evaluation metrics. Hence, we follow their settings for evaluation.
F1-score combines the precision and recall scores of a model, and AUC reflects the
distinguishing ability of models between positive and negative classes. In the JIT-DP
task, we treat defect-prone code changes as positive samples.

3.2.4.2 Commit Message Generation

For the CMG task, we evaluate the generated commit messages using three metrics:
BLEU [158], Meteor [15], and Rouge-L [128]. BLEU calculates the n-gram precision
between the generated text and ground truth text. Meteor takes into account the preci-
sion, recall, and fluency of the generated text. Rouge-L focuses on the longest common
subsequence so that it evaluates more about the word order. Specifically, for the BLEU

metric, we choose a smoothed BLEU-4 score for evaluations in this chapter.

3.2.4.3 Probing Tasks

Due to probing tasks being classification tasks and their class distributions being bal-
anced, we use accuracy as the evaluation metric, which measures the correctness of
predictions.

3.2.5 Implementation Details

The experiments were conducted on an Ubuntu GPU server with four RTX 3090 24GB
GPUs. Our code is implemented by the deep learning framework PyTorch'. The PLMs
we used are from Huggingface?, and we keep their default hyperparameter settings.
For the AT, we implement it with the OpenDelta Library®, and we set the intermediate

dimension m to 128 because it strikes an effective balance between performance and

"https://pytorch.org/
Zhttps://huggingface.co/models
3https://opendelta.readthedocs.io/en/latest/
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parameter efficiency. LoRA, PT, and PreT are implemented by the PEFT Library”.
Based on prior findings on optimal LoRA rank [95], we set the LORA rank r = 8. After
sweeping over prompt lengths 10, 20, 30, 40, 50, we find the optimal prompt length for
the latter two methods to be 50. An elaborate analysis of these PEFT-related parameters
will be discussed in section 3.3.1.4. In the JIT-DP task, we adjust the learning rate from
5e-5 to Se-2 for all PLMs. In the CMG task, we set the learning rate from 5e-5 to le-2
for different methods after a grid search. Besides, we set the maximum training epoch
to 10, and adopt early stopping with a patience of 5.

3.3 Experimental Results

3.3.1 RQ1: Quantitative Evaluation
3.3.1.1 Just-In-Time Defect Prediction

We first evaluate the performance of the four PEFT methods in the JIT-DP task. We
employ six prevalent PLMs to exhibit comprehensive comparisons. Following previ-
ous studies [127, 154], we also conduct experiments on two settings. In the first setting
(w/o EF), encoded code change representations are extracted and then fed into a linear
classifier, predicting defectiveness or not. The second setting (w/ EF) combines the
encoded representations with extra expert features [108], and the concatenated feature
vectors are used to predict. Table 3.2 shows the detailed evaluation results. Digits in
bold denote the best value among all results. Table cells in a light grey background
denote the best result among different backbone models under the same approach. Be-
cause JITLine and CC2Vec do not utilize expert features in their original papers, their
performances in the second setting are omitted.

When comparing the performance of FMFT with AT and LoRA, it can be noticed
that no matter in which setting, their average performances are always better than
FMFT. To be specific, in the first setting (w/o EF), AT obtains an improvement of
3.17% and 1.53% in terms of F1 and AUC, while LoRA increases by 3.17% and 1.29%.
When incorporating extra expert features, the improvements become significant. AT
surpasses fine-tuning by 16.43% and 2.06% for F1 and AUC, respectively. LoRA
increases 21.60% and 2.75% accordingly. The larger performance gains reflect a com-

plementary synergy between expert features and code-change representation learning.

“https://huggingface.co/docs/peft/index
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Specifically, expert features act as explicit anchors that guide the lightweight PEFT
parameters, enabling PLMs to focus more effectively on aligning high-level software
patterns with fine-grained semantic modifications within code diffs. However, as for
the PT and PreT, they underperform FMFT in the first setting. As Table 3.2 indicates,
when excluding expert features, PT decreases 11.11% and 7.63% in terms of F1 and
AUC, while PreT declines 6.88% and 5.99% accordingly compared with FMFT. In the
second setting, which incorporates extra expert features, it can be observed that Code-
BERT, GraphCodeBERT, and UniXcoder perform better than FMFT when using PT
and PreT, while the other three encoder-decoder models perform worse. Since only
the encoder is utilized in these encoder-decoder models, they have fewer trainable pa-
rameters and limited representational capacity, which results in inferior performance
when applying PT and PreT. Meanwhile, this highlights that the parameter scale of PT
and PreT is insufficient to fully handle the complexities of dynamic code comprehen-
sion tasks. However, their performance can improve when augmented with additional
expert features to aid PLMs’ understanding of the tasks.

The above results indicate that AT and LoRA show their effectiveness in the JIT-
DP task, but PT and PreT may underperform FMFT as their representation abilities
degrade when only updating quite a few parameters. Besides, when introducing extra
expert features, the results also show that the straightforward features are prone to
being utilized by PEFT methods, leading to noteworthy improvements. A potential
explanation is that PEFT methods with very few parameter tuning are more capable
of learning straightforward features like expert features, thereby obtaining substantial
improvement. In addition, it can be observed that AT and LoRA consistently show

their improvements in diverse PLMs, which manifests their generalization abilities.

When compared with other baselines, AT and LoRA achieve state-of-the-art results
that reach 0.496 and 0.518 in terms of F1 in the setting with extra expert features. They
surpass CCT5 [127], the current SOTA method, by 5.08% and 9.75%, respectively.
Although the average performances of PT and PreT are lower than CCTS5, they still
can achieve surprising results when employing UniXcoder, reaching 0.517 and 0.566
for the F1 metric, and also performing better than CCT5. Considering that CCT5 has
been pre-trained on code-change-related corpus with various objectives, it indicates
the prominent advantage of the four PEFT methods because they only need to fine-
tune a very small portion of the parameters. For ZL and ICL, they show substantially
worse performance compared to PEFT methods and FMFT, indicating that fine-tuning

remains essential for the effective application of PLMs.
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Table 3.2. Evaluation results of JIT-DP on the JIT-Defects4J dataset.

w/o EF w/ EF
Models
F1 AUC F1 AUC
JITLine 0.261 0.802 - -
End-to-end JITFine 0.375 0.856 0.431 0.881
CC2Vec 0.248 0.791 - -
Pre-trained CCT5 0.451 0.871 0.472 0.882

CodeBERT 0.382 0.849 0.419 0.867
GraphCodeBERT 0.390 0.869 0.361 0.861
PLBART 0.329 0.834 0.412 0.869

FMFT UniXcoder 0.401 0.847 0.480 0.889
CodeT5 0.398 0.859 0.433 0.878

CodeT5+ 0.366 0.851 0.452 0.878

Avg. 0.378 0.852 0.426 0.874

CodeBERT 0.380 0.860 0.512 0.899
GraphCodeBERT 0.379 0.869 0.523 0.898
PLBART 0.393 0.862 0.512 0.890

LoRA UniXcoder 0.388 0.852 0.527 0.907
CodeT5 0.376 0.867 0.519 0.895

CodeT5+ 0.425 0.867 0.515 0.898

Avg. 0.390 0.863 0.518 0.898

CodeBERT 0.408 0.864 0.502 0.894
GraphCodeBERT 0.377 0.866 0.525 0.897
PLBART 0.377 0.858 0.494 0.890

AT UniXcoder 0.402 0.871 0.515 0.901
CodeT5 0.404 0.866 0.522 0.892

CodeT5+ 0.371 0.862 0.418 0.875

Avg. 0.390 0.865 0.496 0.892

Continued on next page...
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w/o EF w/ EF
Models

F1 AUC F1 AUC

CodeBERT 0.370 0.829 0.493 0.880
GraphCodeBERT 0.333 0.815 0.483 0.886
PLBART 0.332 0.773 0.403 0.812

PT UniXcoder 0.371 0.852 0.517 0.898
CodeT5 0.310 0.717 0.382 0.768

CodeT5+ 0.297 0.737 0.346 0.779

Avg. 0.336 0.787 0.437 0.837

CodeBERT 0.370 0.846 0.510 0.890
GraphCodeBERT 0.398 0.866 0.526 0.900
PLBART 0.348 0.791 0.410 0.798

PreT UniXcoder 0.422 0.858 0.566 0.904
CodeT5 0.299 0.726 0.336 0.778

CodeT5+ 0.277 0.721 0.360 0.782

Avg. 0.352 0.801 0.451 0.842

CodeBERT 0.000 0.443 0.148 0.453
GraphCodeBERT 0.090 0.485 0.141 0.486
PLBART 0.053 0.476 0.143 0.461

ZL UniXcoder 0.134 0.498 0.148 0.520
CodeT5 0.131 0.525 0.134 0.500

CodeT5+ 0.159 0.510 0.156 0.528

Avg. 0.095 0.489 0.145 0.491

CodeBERT 0.026 0.514 0.152 0.486
GraphCodeBERT 0.038 0.483 0.170 0.540
PLBART 0.064 0.435 0.140 0.480

ICL UniXcoder 0.125 0.480 0.160 0.561
CodeT5 0.128 0.501 0.136 0.526

CodeT5+ 0.159 0.493 0.158 0.512

Avg. 0.090 0.484 0.153 0.517
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Finding 1: In the JIT-DP task, all four PEFT methods can surpass FMFT
when incorporating extra expert features. Notably, AT and LoRA even obtain
improvements of 5.08% and 9.75% in terms of F1 when compared with SOTA

baselines.

3.3.1.2 Commit Message Generation

For the commit message generation task, we employ CodeT5, CodeT5+, and Qwen2.5-
Coder as the backbone PLMs to explore the performance of PEFT methods. Consider-
ing there are five sub-datasets containing diverse PLs, namely Java, C#, C++, Python,
and JavaScript, we fine-tune PLMs for each PL separately and calculate the average
performance among the five PLs. The evaluation results are shown in Table 3.3. For
CodeReviewer and CCTS3, since their performance on Meteor and Rouge-L is not re-
ported in the original papers, we retrained them using their source code and report the

full evaluation results.

From Table 3.3, when using CodeT5 and CodeT5+ as backbones, we could observe
mild degradation with AT and LoRA compared to FMFT. The degradation is consis-
tent across the five PLs. For example, when applied to CodeT5, AT and LoRA achieve
average BLEU scores of 21.60 and 19.85, respectively, both of which are slightly be-
low the FMFT’s result of 22.16. However, PT and PreT significantly underperform
FMFT in the CMG task, which is in agreement with the findings in previous studies
[95, 133]. For the decrements of PEFT methods, we conjecture the reasons mainly
contain: (i) In the architecture of CodeT5 and CodeT5+, AT, LoRA, PT, and PreT
only modify 4.10%, 0.40%, 0.03%, and 0.41% of the full parameters, which are quite
a small portion of parameters. (ii) Compared with classification tasks, e.g., the JIT-DP
task, generation tasks, such as the CMG task, carry a high complexity and difficulty.
As such, the CMQG task needs more parameter tuning for knowledge adaptation. (iii)
As for the significant underperformances of PT and PreT, because the two methods
only optimize the representation of prompt tokens but ignore other input tokens, and
PT only involves parameters in the first layer, we argue that it is not enough to transfer
pre-trained knowledge to the CMG task, and thus leads to the degradation. Their un-
derperformance has also been observed in prior studies [133, 135], underscoring both
the inherent complexity of dynamic code comprehension tasks and the inadequacy of
these methods’ limited parameter budgets in capturing the sophisticated knowledge
adaptation required by such tasks.
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When applying FMFT, AT, and LoRA to Qwen2.5-Coder, their performance is
observed to be lower than that achieved with CodeT5 and CodeT5+. Since Qwen2.5-
Coder was pre-trained with next token prediction and fill-in-the-middle without any
code diff semantic learning, making them less capable of modeling the transformation
from code changes to commit messages. In contrast, CodeT5 and CodeT5+ were pre-
trained with identifier-aware denoising, simulating code snippet modifications, thereby
making them learn to restore masked identifiers or code blocks, which is directly associ-
ated with code change scenarios. Nevertheless, we can still observe similar conclusions
to those of CodeT5 and CodeT5+, namely, AT and LoRA achieve performance on par
with FMFT. For PT and PreT, they perform poorly and fail to generate high-quality
commit messages, further revealing their limitations when applied to PLMs.

When compared with CodeReviewer and CCT5, AT and LoRA perform neck-to-
neck when using CodeT5 and CodeT5+ as backbones, especially dominating on sub-
datasets of Java, C++, and JavaScript. By contrast, PT and PreT perform weakly. It
is well known that pre-training on large-scale datasets is not practical for everyone,
but AT and LoRA can obtain similar results by modifying only a small portion of the
parameters, indicating their practical value. Additionally, in line with the findings from
the JIT-DP task, ZL and ICL continue to perform significantly worse in the CMG task,
highlighting their limitations without fine-tuning.

Finding 2: In the CMG task, PEFT methods perform lower than or on par (at
best) with FMFT. Except for FMFT, AT and LoRA still perform the best among
other domain adaptation approaches. Besides, using CodeT5 and CodeT5+ as
backbones, AT and LoRA perform neck-to-neck with SOTA baselines.

3.3.1.3 Efficiency

In addition to evaluating the performance, we also evaluate the efficiency of PEFT
methods. Taking CodeT5 in the CMG task as a case study, we analyze the training
time and memory consumption of FMFT and the four PEFT methods. The results are
illustrated in Figure 3.3. We report the average training time of each epoch and the
occupied memory size in total. The devices we use are elaborated in Section 3.2.5. It
can be observed that AT, LoRA, and PT can save approximately 15-30 minutes each
epoch, and decrease memory consumption of about 4,000-5,000 MB. PreT can save
more training time and computational resources, which are about 1 hour and 16,000

MB of memory size.
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Figure 3.3. Comparison of training time and memory size in the CMG task, using
CodeTS5 as the backbone.

Finding 3: When compared with FMFT, PEFT methods consume less training
time and memory size, which can save up to 1 hour and 16,000 MB at most in
code-change-related tasks.

3.3.1.4 Hyperparameter Analysis

To conduct a thorough analysis of the impact of PEFT-related hyperparameters, specifi-
cally, the LoRA rank, intermediate dimension of AT, and prompt length for PT and
PreT, we adjust these critical hyperparameters within appropriate ranges and observe
the resulting performance variations. For the JIT-DP task, we employ CodeBERT as
the backbone model under the w/ EF setting, while for the CMG task, we use CodeT5
on the Java dataset. As shown in Figure 3.4, the trends in performance with respect to
the LoRA rank and the intermediate dimension of AT vary across tasks. In the JIT-DP
task, the best performance for LoRA is achieved at a rank of 8. As the rank increases
from 8 to 128, performance first declines and then improves. Similarly, AT exhibits

fluctuating performance as the dimension changes, achieving its peak at a dimension
of 128, consistent with our chosen hyperparameter configuration. In the CMG task, the

performance of respective PEFT methods consistently improves as the LORA rank and
the intermediate dimension of AT increase. But it is worth noting that while larger val-
ues yield better performance, they also lead to a higher number of trainable parameters.
Regarding the prompt length for PT and PreT, within our explored range, performance

consistently shows an upward trend as the prompt length increases across both tasks,
achieving the best results at a length of 50. The above analysis demonstrates that the

hyperparameter settings of diverse PEFT methods are well optimized overall, thereby
ensuring the reliability of this work.
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Figure 3.4. Hyperparameter analysis of the LoRA rank, the intermediate dimension
for AT, and the prompt length for PT and PreT.

Finding 4: The impact of the LoRA rank and the intermediate dimension of
AT varies across tasks, while within our explored range, the performance of PT
and PreT consistently exhibits an upward trend as the prompt length increases.

3.3.2 RQ2: Performance in the Cross-lingual Scenario

In this section, we investigate the performance of PEFT methods in the cross-lingual
scenario, comparing them with FMFT as well. Using CodeT5 as the backbone, we
apply these methods to the CMG task as its dataset contains five PLs. In the cross-
lingual scenario, PLMs are expected to generate commit messages about the target PL
but are fine-tuned in a different source PL. It can be seen as a combination task of
monolingual CMG and program translation [201], and is useful when the training data
is limited or developers are only familiar with specific PLs. Table 3.4 illustrates the
evaluation results, where rows represent the source PLs while columns represent the
target PLs. We only report the BLEU metric due to the page limitation.

From Table 3.4, eliminating the diagonal values, i.e., the source PL and target PL

are the same, we could observe consistent improvements over FMFT brought by AT
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Table 3.4. Evaluation results of CMG in the cross-lingual scenario. CodeTS5 is used as
the backbone model for FMFT, LoRA, AT, PT, and PreT.

Models Java C#  C++ Python JavaScript Avg.
FMFT - 994 10.06 10.95 12.10 10.76

LoRA - 10.52 11.00 11.70 13.30 11.63
Java AT - 10.47 10.69 11.31 12.90 11.34
PT - 8.41 8.61 9.84 10.49 9.34

PreT - 872 9.16  9.97 10.57 9.61
FMFT 10.23 - 9.97 10.68 13.18 11.02

LoRA 11.01 - 11.04 11.57 13.21 11.71

C# AT  10.65 - 10.89 11.44 13.34 11.58
PT 9.39 - 9.77 10.54 11.40 10.28
PreT  9.16 - 9.60 10.65 10.76 10.04

FMFT 10.64 10.42 - 12.08 13.44 11.65
LoRA 11.26 10.93 - 12.64 14.20 12.26

C++ AT  11.00 10.31 - 12.34 13.52 11.79
PT 8.08 8.87 - 10.02 10.56 9.38

PreT 810 791 - 10.20 9.87 9.02

FMFT 9.78 10.14 10.47 - 13.24 10.91

LoRA 10.20 10.54 10.99 - 13.79 11.38

Python AT  10.00 10.55 11.03 - 13.69 11.32
PT 824 842 9.60 - 10.19 9.11
PreT 9.17 9.30 10.20 - 11.49 10.04

FMFT 9.62 990 9.75 1093 - 10.05

LoRA 11.37 10.73 11.20 12.30 - 11.40
JavaScript AT  10.65 996 10.63 11.88 - 10.78
PT 895 856 881 9.88 - 9.05

PreT 948 893 951 10.73 - 9.66

and LoRA in the cross-lingual scenario. Specifically, the average promotion of AT and
LoRA can be up to 4.62% and 7.56%, respectively. A potential explanation is that
FMFT, after updating all parameters, overfits to the training samples (i.e., the source
PL). In contrast, LORA and AT, which adjust only a small portion of parameters, pre-
serve the multilingual general knowledge acquired during PLMs’ pre-training and fur-
ther learn new PL-invariant knowledge from the training samples, enabling them to
apply the above general knowledge to the testing set (i.e., the target PL) and outper-

form FMFT in cross-lingual scenarios. As for PT and PreT, their average performance
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is still weaker than FMFT, but the declines are slight compared with the results in
RQ1. Because, although they also maintain the previous PL-invariant knowledge from
their backbone PLMs, their trainable parameters are extremely limited, making it in-
sufficient to learn PL-invariant features from the training samples (i.e., the source PL).
Therefore, PreT and PT do not reach LoRA and AT’s performance in the cross-lingual
scenario, but still manifest a comparable performance to FMFT. Given the much lower
computational resources required and the comparable or even better performance of
PEFT methods, we strongly recommend using PEFT techniques for cross-lingual code
change learning. The above findings bring unique insights. PEFT is particularly suit-
able for cross-lingual scenarios because it updates only a small portion of parameters,
thereby substantially mitigating catastrophic forgetting of previously acquired general
knowledge in backbone PLMs. Besides, partially trainable parameters also leave PEFT
methods room to further acquire PL-invariant knowledge for follow-up transfer to un-

seen PLs, while this process remains effective for code change learning.

Finding 5: PEFT techniques perform either better or comparable to FMFT in

cross-lingual scenarios. Considering their much lower computational resource

consumption, PEFT is highly recommended.

3.3.3 RQ3: Performance in the Low-resource Scenario

In this section, we investigate how well the PEFT methods perform in the low-resource
scenario. Considering the disparity in dataset sizes between the two tasks, we randomly
sample 1,000, 5,000, and 10,000 training instances for each PL in the CMG task, and
100, 500, and 1,000, 2500, and 5000 samples for JIT-DP. We repeat experiments three
times with different random seeds to mitigate the bias in data sampling on the results. In
addition, we employ the Wilcoxon Signed-Rank Test (WSRT) [213] with a confidence
level of 95% to conduct pairwise comparisons between FMFT and PEFT methods. The
evaluation results are presented in Table 3.5 and Table 3.6, respectively. Owing to the
page limit, we only report standard deviations under the Avg. column of Table 3.5.
In contrast, in Table 3.6, standard deviations are listed across all columns. For PEFT
methods that outperform FMFT with a statistically significant difference on certain
metrics, we highlight them in red under those metrics. In contrast, if FMFT statistically
significantly outperforms PEFT methods, we highlight them in green accordingly. For
the remaining ones without statistically significant differences, we leave them intact
(i.e., white background).
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As shown in Table 3.5, it can be observed that when reducing the training samples
to 1,000, 5,000, and 10,000 for each PL (<1/100, <1/20, and <1/10 of the full-data
setting), AT and LoRA still slightly lag behind FMFT on the CMG task. Moreover,
the WSRT shows that the advantage of FMFT is statistically significant across almost
all metrics. However, compared with the full-data setting, where FMFT always outper-
forms AT and LoRA (see RQ1), they exhibit relative superiority in the low-resource set-
ting, with distinct strengths across different PLs. In particular, in the 5,000-sample set-
ting, AT, on average, outperforms FMFT on the Meteor and Rouge-L metrics, although
the WSRT does not demonstrate a statistically significant difference. As such, we con-
clude that AT and LoRA can achieve comparable or slightly inferior performance in
low-resource settings. We speculate that CMG is a challenging code-change task that
requires more parameter tuning for adaptation. Even though AT and LoRA inherently
exhibit superiority in low-resource settings [133, 199], they still cannot achieve a better
understanding of code changes with very limited training samples in such generative
tasks. As for PT and PreT, they still show poor performance compared with FMFT, and
the gaps narrow as the number of training samples decreases. Given their efficiency
during tuning, they can be viable alternatives when training samples are very limited.
We also compare the above methods with CodeT5 without a fine-tuned version, i.e., in
ZL and ICL settings. Since the testing sets are fixed to the same as those in RQ1, and
we only change the random seeds to sample from the training set, the results for the ZL
and ICL settings can be found in Table 3.3. We find that both settings perform worse
than PEFT/FMFT methods and lag behind them significantly, as the parameter size of
CodeTS5 is limited and lacks emerging abilities [210].

For the JIT-DP task, we define five settings with varying training samples, the
largest of which (5,000 samples) is still less than one-third of the full-data setting. To
reduce the influence of data sampling variability, we perform three independent exper-
iments with distinct random seeds and report the average results. From Table 3.6, we
can observe that most PEFT methods achieve comparable performance against FMFT
under the w/o EF setting. PT performs the worst in most low-resource settings. When
incorporating expert features (i.e., the w/ EF setting), both FMFT and PEFT show im-
provements, with PEFT’s gain being more substantial, and many PEFT methods start
to surpass FMFT with a statistically significant margin (highlighted in red). This phe-
nomenon is the same as that in RQ1, shown in Table 3.2. In addition, we find that
these methods perform inconsistently when the training sample size is small. For ex-
ample, LoRA, AT, PreT, and FMFT all have a chance to achieve the best performance
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Table 3.6. Evaluation results of JIT-DP in the low-resource scenario. CodeBERT is

used as the backbone model.

w/o EF w/ EF

Samples Models ] AUC ] AUC
FMFT 0.12340118 0.69149073 0.11740131 0.68149.077
LoRA  0.01510014 0.671i9.010 0.079+0.076 0.667+0.080
100 AT 0.138:0124 0.708.10053 0.19540152 0.708.0.049
PT 0.02210015 0.67240.002 0.20310110 0.664+0.073
PreT 0.13040.115 0.6484:0047 0.20910078 0.668.0 067
FMFT  0.26940108 0.79540.014 0.29640073 0.79510.023
LoRA 027141907 0.79710016 0.313410104 0.818.10 021
500 AT 03010047 0.801. 0015 0.30840073 0.807+0021
PT 0.11710.000 0.791+0.018 0.30710058 0.779+0.030
PreT 0.25440.002 0.77740.033 0.32640.033 0.79640.035
FMFT 02841005 081810010 034520002 0.81310.011
LoRA  0.28110062 0.81040010 0.35810.049 0.83710.000
1,000 AT 0.30540.069 0.80940032 0.259400s80 0.82810.011
PT 0.11040.065 0.76410.021 0.29240.077  0.80410.028
PreT 0.32640046 0.814109018 0.35640086 0.83140.029
FMFT  0.27940038 0.82040010 0.30740055 0.83140.021
LoRA  0.290.0035 0.826.0005 0.384.0.012 0.85710.015
2,500 AT 0.28110.056 0.81740010 0.26610028 0.827+0.004
PT 0.09410012 0.76540022 0.28910022 0.801+0.002
PreT 0.26840039 0.80040006 0.25540023 0.81240026
FMFT 0.31140010 0.84340.003 0.349:0046 0.85040.010
LoRA 0323.0004 0.847.0004 0.463. 0020 0.873.0009
5,000 AT 0.297 40029 0.8284:0006 0.29140010 0.84140012
PT 0.10510.026 0.81410.007 0.39610030 0.864+0.003
PreT 0.323:|:0‘037 0.833:|:04002 0.390:|:0.029 0-853:t0.008

* A light green background indicates that FMFT outperforms the corresponding PEFT
method with statistical significance, while a light red background indicates the reverse, i.e.,
the PEFT method significantly outperforms FMFT. The remaining ones indicate no statisti-
cally significant differences.

on certain metrics when the training sample size is limited to 100, 500, or 1,000. Be-
sides, their standard deviations are relatively larger than those in 2,500 or 5,000 training
samples, suggesting that the training is possibly insufficient and their performance is
highly affected by data sampling. When it comes to 2,500 and 5,000 training samples,
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we find that LoORA consistently maintains its advantage over diverse counterparts, in-
cluding FMFT. To be specific, LoRA surpasses them on average by 55.06%—-55.97%
in F1 and 2.13%-3.26% in AUC with the w/o EF setting. As for the w/ EF setting,
LoRA still maintains its superiority by 31.85%-38.23% in F1 and 2.47%—4.82% in
AUC on average. This indicates that LoRA indeed outperforms other PEFT methods
and FMFT on the JIT-DP task, provided it is sufficiently trained. Similarly, the ZL and
ICL settings still perform the worst and lag behind the above methods a lot, as shown
in Table 3.2.

Finding 6: In the CMG task, almost all PEFT methods fall short of FMFT
in the low-resource scenario. In contrast, for the JIT-DP task in the w/ EF
setting, PEFT methods can overall achieve superior or at least comparable

performance to FMFT when training data is limited.

3.3.4 RQ4: Probing Tasks

In this section, we utilize three probing tasks, namely TYP, CCM, and LTP tasks, to
explore what code properties are encoded in PLMs, thereby making an explanation for
the above experimental results. TYP task relates to static semantic information, while
CCM and LTP tasks are associated with dynamic semantic information from global and
local perspectives. We reused CodeBERT and CodeT5 trained with FMFT, four PEFT
methods, and ZL settings for JIT-DP and CMG tasks in RQ1 for layer-wise probing
experiments. Considering the PLM’s parameters in ZL and ICL are the same, as they
are all fixed without training, we only consider the former setting for probing experi-
ments. For each probing task, after tuning on their respective training set, we extract
the encoded features from each transformer layer and then feed them into a simple lin-
ear classifier to predict their categories [110] on their testing sets. The classifier has
no hidden units, so the performance of probing tasks prohibitively depends on the fea-
ture vectors. The probing results are illustrated in Figure 3.5, where the dashed lines
indicate the average performance of all layers.

From the first row of Figure 3.5, we could derive several insightful findings for the
JIT-DP task: (i) The average performances of PEFT methods can always outperform
FMFT in all three probing tasks, except for AT and PT that slightly underperform in the
LTP task. (ii) Comparing with the advantages obtained by the four PEFT methods in the
TYP task, the promotions on CCM and LTP are not dramatic. (iii) The ZL approach
achieves the best performance in TYP, but it performs worse than FMFT and PEFT
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methods on CCM and LTP in most cases. The first finding is expected and explains
that the four PEFT methods learn more about code-change-related semantics from both
global and local perspectives while keeping the original understanding ability of static
code semantics. The second finding indicates that learning dynamic code semantics
is more difficult than static semantics. Considering that code-change-related tasks are
more complex, the result is reasonable. The third finding is also expected. Since TYP
is a probing task related to static code semantics, fine-tuning on code-change-related
downstream tasks tends to reduce the model’ s capacity for understanding static code
properties. In contrast, CCM and LTP probe dynamic code semantics, which are less
directly captured by pre-training. As a result, the ZL approach performs poorly in
these aspects, while FMFT and PEFT methods demonstrate superior adaptability in
most cases. It can be concluded that the probing results are overall consistent with
previous findings and explain the efficacy of PEFT methods.

For the CMG task, as shown in the second row of Figure 3.5, we found that no one
approach can dominate all three probing tasks. The ZL setting still performs best in the
TYP task, as PLMs’ parameters were not adapted to either JIT-DP or CMG task under
this approach, thereby keeping its original performance on static code understanding.
As for probing tasks of dynamic perspective, AT dominates on the CCM task, while
FMFT excels on the LTP task. Hence, it is hard to say which method leads PLMs to
learn more about dynamic code semantics during adaptation. These probing results
also reflect the experimental evidence in RQ1 that, although AT and LoRA underper-
form FMFT slightly, their performance gaps are not significant. However, as for PreT
and PT, they always perform the worst in both RQ1 and probing experiments on av-
erage. Although the average performances of FMFT and PEFT methods are similar,
their layer-wise probing results show distinctive advantages. For example, in the CCM
task, AT and LoRA perform much better than FMFT in the top layers (layers 6-12) but
significantly decrease in the bottom layers (layers 1-5). This finding enlightens us to
combine the layer-wise advantages of different tuning methods to further boost domain
adaptation performance from a fine-grained perspective in the following sections.

Finding 7: Probing tasks show that PEFT methods can benefit the understand-
ing of dynamic code semantics in the JIT-DP task. In the CMG task, the dy-
namic understanding gap between AT, LoRA, and FMFT is not evident on av-
erage. Nonetheless, PEFT methods carry distinctive advantages against FMFT

in certain layers, making their combination in domain adaptation a reasonable

attempt.
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3.3.5 RQS: Self-adaptive Efficient Layer-specific Tuning

In RQ1, the evaluation results reveal that although efficient, PEFT methods perform
either comparable or worse than FMFT in the CMG task. Inspired by the layer-wise
probing results in RQ4, we attempt to combine the distinctive advantages of PEFT
and FMFT by extending PLMs’ parameters of certain layers to be trainable in PEFT
methods, consequently achieving both high performance and efficiency. To that end,
we propose Pastag, which stands for self-adaPtive efficient layer-specific tuning for
pre-trained models in code change learning. K is a hyperparameter that represents the
number of FMFT layers. Given a specific PEFT method, Pastay first determines the
location of the PEFT layers and FMFT layers by the layer-wise probing results of ei-
ther CCM or LTP. For example, to combine LoRA and FMFT in the CMG task, we use
CCM (see Figure 3.5(e)) for location determination, as it presents more obvious layer-
wise pros and cons of LoRA and FMFT than LTP (see Figure 3.5(f)), where LoRA
performs better at top layers (layer# > 5), while FMFT excels at the bottom layers
(layer# < 4). Given the pre-defined FMFT layer number (K), Pastay assigns the bot-
tom K layers to be trainable with FMFT, while tuning the remaining layers with LoRA.
As for other PEFT methods, we follow the above principle to implement Pastay. Since
the layer assignments for FMFT and PEFT in Pastay are determined from probing re-
sults, which can be automatically conducted in practice, the system is self-adaptive. In
experiments, since the backbone models we used have 12 layers in total, we uniformly
set K to 0, 3, 6,9, and 12 for evaluation, where 0 and 12 denote Pastay degenerate
to its corresponding PEFT and FMFT, respectively, thereby using K to simulate the
constraint on the number of full-parameter trainable layers, i.e., the resource constraint.
Our experiments in the CMG task are conducted on the Java dataset. The experimental

results are shown in Table 3.7.

For PT, as its poor performance in LTP (see Figure 3.5(f)), we can only summarize
its layer-wise advantages from CCM (see Figure 3.5(e)). As can be seen, PT generally
performs neck-to-neck with FMFT at the top layers (layer#>4), while underperform-
ing FMFT at the bottom layers (layer#<4). Thus, Pastaj extends the bottom K layers
to be trainable with FMFT to improve the ability of domain adaptation. Results are
shown in Table 3.7. Pastay significantly improves the performance of PT, achieving a
maximum enhancement of 108.47%, 99.37%, and 100.31% in terms of BLEU, Meteor,
and Rouge-L, respectively, and also surpassing FMFT, when K is set to 6. By integrat-
ing FMFT-learned code change knowledge with PEFT, Pastay prevents catastrophic
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Table 3.7. Evaluation results of Pastay in the CMG task. We use the Java dataset
for evaluation. The improving ratios of Pastay on performance are compared with
corresponding PEFT methods, while on consumption are compared with FMFT.

Models Performance ansumption
BLEU M R Tra}nlng Merpory
Time Size

FMFT 24.34 15.28 32.15 1h39m  22,005M
PEFT 21.65 14.14 29.17 1h20m  17,027M
Pastas 23.11 14.94 30.89 1h25m  17,961M
16.74%  15.66%  1590% | 14.14% | 18.38%
LoRA Pastas 24.09 15.50 32.14 1h31m  19,345M
T11.27%  19.62%  110.18% | 8.08% | 12.09%
Pastas 24.47 15.73 32.57 1h38m  20,741M
1713.03% 111.24% 111.66% | 1.01% | 5.74%
PEFT 23.95 15.25 31.60 1h23m  18,049M
Pastas 23.79 15.46 31.90 1h2é6m  18,771M
10.67%  1138%  10.95% | 13.13% | 14.70%
AT Pastag 24.19 15.54 32.10 Ih31m  19,959M
71.00%  1190%  11.58% |808% | 9.30%
Pastas 24.49 15.69 32.41 1h35m  21,151M
1225%  1289%  1256% |14.04% | 3.88%
PEFT 11.69 7.89 16.22 1h18m  17,221M
Pastas 23.22 15.01 31.02 1h27m  18,765M
198.63% 190.24% 191.25% | 12.12% | 14.72%
PT Pastag 24.37 15.73 32.49 1h31m  20,247M
1108.47% 1 99.37% 1 100.31% | 8.08% | 7.99%
Pastas 23.95 15.44 31.94 lh36m  21,771M
17104.88% 195.69% 196.92% | 3.03% | 1.06%
PEFT 16.10 10.07 21.18 41m 5,867TM
Pastas 23.33 14.81 30.84 57m 10,293M
144.91% 147.07% 145.61% | 42.42% | 53.22%
PreT Pastag 24.42 15.63 32.27 1hO5Sm  13,869M
151.68% 155.21% 152.36% | 34.34% | 36.97%
24.70 15.77 32.75 l1h13m  17,461M

Pastag

153.41% 156.60% 154.63% | 26.26% | 20.65%
® FMFT equals Pastas while PEFT equals Pastag.
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forgetting and preserves foundational code knowledge acquired during pre-training, ul-
timately yielding superior overall performance. However, this design comes with an
implicit trade-off. It inevitably restricts the fine-grained plasticity of PLMs, thereby
undermining their capacity to capture subtle or intricate semantics in code changes.
As for the consumption of computational resources, although there are increases com-
pared with the vanilla PT, the costs of Pastay are significantly lower than FMFT. The
reduction can reach up to 12.12% and 14.72% in terms of the consumption of training

time and memory size, showing the effectiveness and efficiency of Pastay.

For PreT, Figure 3.5(f) demonstrates its pros and cons more apparent, where FMFT
significantly surpasses PreT in the top 9 layers, indicating that Pastay should switch
the top K layers to be trainable while keeping others frozen, showing the opposite
phenomenon of PT. Table 3.7 shows that Pastay can enhance the performance of PreT
by 53.41%, 56.60%, and 54.63% at most in terms of BLEU, Meteor, and Rouge-L,
respectively, even exceeding the performance of FMFT by 1.48%, 3.21%, and 1.87%
in terms of each metric in order, when K is set to 9. With comparable or better results,
the consumption of Pastay in training time and memory size is quite fewer than FMFT.
For example, Pastas can save 42.42% of training time and 53.22% of computational

memory, showing better practical values.

For AT and LoRA, they show a similar trend with PT in Figure 3.5(e), performing
worse in the bottom layers while better in the top layers. It enlightens Pastay to place
FMFT layers at the bottom but PEFT layers on the top. From Table 3.7, we can observe
that the maximum improvement is 2.25% and 13.03% in terms of BLEU for AT and
LoRA, respectively. The best performance of Pastay also surpasses FMFT. Meanwhile,
the consumption of Pastay is still consistently lower than that of FMFT, showing that
Pastay can achieve better performance with higher efficiency.

Apart from the experiments on the CMG task, we also conduct extra experiments on
the JIT-DP task to explore the performance of Pastay, where the evaluation results are
shown in Table 3.8. We still use the setting with expert features and CodeBERT as the
backbone model, following the guidance from probing results. Similar to the strategy
used in the CMG task, Pastay first allocates PEFT and FMFT layers based on layer-
wise probing results. As shown in Figure 3.5(b), AT, LoRA, and PreT perform either
much better or comparable to FMFT, excelling on upper layers (layer#>4). However,
PT performs neck-and-neck with FMFT on the CCM task. As for the LTP task, shown
in Figure 3.5(c), PreT shows advantages against FMFT from layer#2 to #12, while neck-
to-neck for the rest of the layers. LoRA generally outperforms FMFT from layer#4 to
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Table 3.8. Evaluation results of Pastay in the JIT-DP task.

Models Performance . ansum&tlon
F1 AUC ra}n1ng emory

Time Slze
FMFT 0.419 0.867 6m02s 23,921M

PEFT 0.512 0.899 4m46s 19,284M
Pastaz 0.415 0.885 5m05s  20,276M
Pastag 0.448 0.880 5m23s 21,296M
Pastag 0.462 0.882 5m4ls 22,662M

PEFT 0.502 0.894 5m05s 20,064M
Pastas 0.415 0.890 5m23s 21,038M

LoRA

AT Pastag 0.386 0.885 5m35s 22,058M
Pastag 0.398 0.887 6m00s 23,846M

PEFT 0.493 0.880 4m29s 17,902M

PT Pastaz 0.432 0.877 4md7s 18,862M
Pastag 0.421 0.866 5m05s  20,254M

Pastag 0.422 0.874 5m24s 21,646M

PEFT 0.510 0.890 4mO03s 17,054M

Pastaz; 0.429 0.872 4m2ls 17,824M

PreT

Pastag 0.463 0.886 4m38s 18,510M
Pastag 0.414 0.887 4m55s  20,022M

® FMFT equals Pastai» while PEFT equals Pastay.

#12 and ties on the remaining layers. AT performs neck-to-neck against FMFT across
all layers. PT underperforms FMFT in the bottom layers (layer#<7), while showing
a comparable trend in the remaining layers. Consequently, results from both probing
tasks direct us to first extend the bottom layers with FMFT, then gradually unfreeze the
upper layers. Similarly, K is still set to 0, 3, 6, 9, and 12 for evaluation, where 0 and
12 represent Pasta, and Pasta,, respectively.

As shown in Table 3.8, PEFT (i.e., Pastay) always performs the best, even outper-
forming FMFT (i.e., Pasta;5). Our probing results explain this phenomenon: for AT,
LoRA, and PreT, FMFT does not exhibit superior capability for capturing dynamic
code semantics at either the top or bottom layers. Consequently, applying PEFT to
all layers is optimal, leading Pastay to degenerate into pure PEFT, i.e., Pastay. This
does not imply that Pastay has failed. Instead, it means that Pastay is explainable
and strictly follows our proposed layer-wise tuning rules, thus it is still working on the
JIT-DP task. It should be noted that Pastay is not a method that necessarily combines
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FMFT and PEFT layers. Instead, it adaptively selects between them based on their
performance on probing tasks.

An exception is Pastay with PT. Theoretically, Pastay should have surpassed PT
with the bottom K layers becoming FMFT. But the result is not the case. A potential
explanation is that the probing results in CCM are somewhat contradictory to those in
LTP when comparing PT and FMFT. For example, in CCM, FMFT’s main advantage
is in layers#4—#6, while in LTP, its advantage is concentrated below layer#3. Owing

to this reason, Pastay does not achieve the expected performance gain.

Finding 8: By analyzing the layer-wise probing results of CCM and LTP, our
proposed Pastay can significantly improve the performance of PEFT meth-
ods in the CMG task, even surpassing FMFT. Meanwhile, the consumption
of Pastay in training time and memory size is consistently lower than FMFT,
showing the practical values of Pastay . In the JIT-DP task, the performance of
Pastay also aligns well with the outcomes of our probing experiments overall,

underscoring its rationality and interpretability.

3.4 Discussion

3.4.1 Implications

This chapter presents the first empirical study that investigates the performance of
PEFT on code-change-related tasks and proposes a brand-new, effective, and efficient
domain adaptation method, namely Pastay. In this section, we discuss the implications

of this work from the perspectives of developers and researchers.

Implications for developers. This study indicates that PEFT can outperform FMFT
on the JIT-DP task, as well as AT and LoRA can achieve comparable results on the
CMG task with less training time and memory consumption. The results enlighten de-
velopers that can leverage PEFT to replace the original FMFT methods in such code-
change-related classification tasks, and for generation tasks, when the computational
resources are limited, PEFT can be an effective alternative. In addition, the superiority
that PEFT shows in the cross-lingual and low-resource scenarios indicates that PEFT
can be used in practice when meeting the data scarcity problem. Different from previ-
ous studies that show consistent improvements brought by PEFT in code search, code
clone, and code summarization tasks [170, 199], our work guides when and how to

58



apply PEFT to code-change-related tasks. In the end, combining PEFT and FMFT, we
propose Pastay, providing practitioners with a brand-new domain adaptation method
with high efficacy and efficiency simultaneously for code change learning. With lim-
ited training resources, the new proposed method gives developers more flexibility to

strike a balance between efficiency and performance, depending on the actual needs.

Implications for researchers. As the first empirical study to explore the perfor-
mance of PEFT in code change learning, this work demonstrates that although there
is an inconsistency between the pre-training tasks used by PLMs and the code-change-
related tasks, PEFT methods can still perform better or comparably to FMFT in certain
adaptation cases, such as cross-lingual and low-resource scenarios. Moreover, it can
be seen that in the JIT-DP task, the performance of PEFT increases when adding the
expert features, demonstrating that PLMs with PEFT methods are more skilled in learn-
ing straightforward semantics, owing to their limited parameter tuning. This finding
deserves to be investigated in other tasks to pursue high performance. In addition, we
design two code-change-related probing tasks for investigating the encoded dynamic
code semantics from global and local perspectives. However, probing tasks for code-
change learning from other angles are also necessary, such as syntax and lexical. Thus,
we call for more effective probing tasks related to the code change. Furthermore, we
propose a new approach named Pastay to explore domain adaptation techniques in a
fine-grained manner. As the first attempt, this work combines FMFT and PEFT by
their layer-wise probing results and testifies that a balance between efficiency and per-
formance is achievable. Given that probing tasks are lightweight classification prob-
lems, the Pastay method remains highly feasible even as the backbone model scales
up (e.g., to 24 layers or deeper) without introducing prohibitive computational over-
head. To this end, this work can be seen as a footstone, and in the future, whether the

combination can be fully automated or at a neuron level is still worth exploring.

3.4.2 Threats to Validity

In this section, we identify threats to the validity of this work from two aspects.

External validity relates to the generalizability of our findings. In this chapter,
we conduct experiments on two widely studied code-change-related tasks, including
JIT-DP and CMG. Although there are other code-change-related tasks, such as patch
identification [90] and comment updating [231], JIT-DP, a classification task, and CMG,

a generation task, are representative and cover two main categories. In the future, we
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can include more code-change-related tasks for assessment. Moreover, due to computa-
tional resource constraints, although we did not exhaust all PLMs for experiments, we
selected seven representative and widely studied code PLMs with diverse architectures

and families. Thus, we believe the above threat is minimal.

Internal validity relates to the aspects that could impact the experimental results.
A main threat to the internal validity lies in the hyperparameter settings, especially
for those PEFT methods’ hyperparameters. In this study, we implement the standard
architecture of AT and LoRA and follow their default hyperparameter settings. We
conduct specific hyperparameter analysis to explore their impact across both tasks. For
the PT and PreT, we also search for a good prompt length among many alternatives.
As finding optimal hyperparameters is always a difficult task, it needs to be explored
persistently.

3.5 Chapter Summary

Unlike static code comprehension, code-change-related tasks exhibit a pronounced dis-
crepancy between pre-training objectives and fine-tuning requirements, leaving the rel-
ative efficacy of PEFT versus FMFT an open question. In this chapter, we systemat-
ically evaluate four prominent PEFT methods across two pivotal code-change tasks:
JIT-DP and CMG. Our empirical investigation reveals that while PEFT methods con-
sistently outperform FMFT on JIT-DP (with AT and LoRA achieving state-of-the-art
results), they merely exhibit comparable performance on CMG despite lower resource
consumption. Crucially, PEFT demonstrates relative superiority in both cross-lingual
and low-resource scenarios. To make an explanation for the performance of PEFT
and FMFT, we conduct three probing tasks spanning both static and dynamic perspec-
tives. Leveraging the complementary layer-wise insights gleaned from probing results,
we introduce Pasta, a novel framework that adaptively orchestrates FMFT and PEFT
blocks to optimize domain adaptation. Extensive experiments confirm that Pastay sub-
stantially elevates PEFT baseline performance while consuming fewer computational
resources than FMFT, thereby offering practical utility for real-world deployment.
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Chapter 4

Unveiling the Efficacy and Efficiency
of Mamba in Code Intelligence

While Transformer-based code language models have dominated code intelligence,
their inherent quadratic attention complexity poses severe scalability bottlenecks. In
this chapter, we explore Mamba, an emerging sub-quadratic architecture, to determine
whether it can break through the limitations and offer a more scalable alternative. To
bridge this gap, we present a systematic empirical evaluation across three represen-
tative tasks: code completion, code generation, and code clone detection. Specifi-
cally, we first pre-train two Mamba-based PLMs on a large-scale code corpus to es-
tablish rigorous baselines. Comprehensive evaluations under Full fine-Tuning (FT)
and Parameter-Efficient Fine-Tuning (PEFT) configurations demonstrate the system-
atic superiority of Mamba over traditional Transformer baselines. Subsequently, from-
scratch pre-training experiments are designed to decouple the intrinsic architectural ca-
pacities from corpus-specific influences, complemented by low-resource evaluations
that deliberately restrict the available fine-tuning data. Both results firmly validate the
dual advantages of Mamba in both efficacy and efficiency. Finally, scaling experiments
up to 7B parameters reveal that code language models’ performance is subject to the
combined effects of model architecture, pre-training corpora, and specific task charac-
teristics. This chapter provides critical insights into the strengths and boundaries of

Mamba-based code intelligence.

The rest of this chapter is organized as follows. Section 4.1 presents the preliminary
concepts of advanced architectures and tuning paradigms, followed by section 4.2 that
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details our experimental setup and evaluation benchmarks. In section 4.3, we com-
prehensively analyze the experimental results, answering the five proposed research
questions. Section 4.4 provides a deeper discussion through a case study, a human
evaluation, and an analysis of threats to validity. Finally, section 4.5 encapsulates this

chapter with a brief summary.

4.1 Preliminary

4.1.1 Transformer

The Transformer [195] is the cornerstone for current code LMs. By leveraging its
self-attention mechanism, it is capable of capturing long-range dependencies, thereby
supporting rich contextual understanding. Each Transformer block contains two main
sub-layers: Multi-Head Attention (MHA) and fully connected Feed-Forward Network
(FFN). The MHA enables models to selectively focus on important information and
capture complex patterns, thereby significantly enhancing their capacity. The FFN
layer follows the MHA, consisting of two linear transformations with a ReLU activa-

tion in between.

4.1.2 State Space Models, Mamba, and Mamba-2

State Space Models (SSMs) [73] are a recent class of sequence models for deep learn-
ing, inspired by a particular continuous system. Its primary advantages lie in the lin-
ear time and memory complexity with respect to sequence length, as opposed to the
quadratic scaling of attention mechanisms. This property facilitates effective and effi-
cient modeling of long-range sequential dependencies, making it particularly suitable
for tasks involving extended sequences such as natural language and code. SSMs take
an input x;, mapping it to y; through an implicit latent state /;. The transformation can

be expressed in two stages:

h; = Aht + Bl't, Y = Cht (41)

As this model describes the relationship between continuous quantities, it requires
discretization before further processing. Additionally, an important property of SSMs
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Figure 4.1. Illustrations of the State Space Model, Mamba, and Mamba-2.

is Linear Time Invariance (LTI), which means the model’s parameters remain constant
across all time steps, thereby decreasing the performance when representing changing
inputs [221]. To tackle this issue, Mamba [72] introduces the selective SSMs, which
formulate parameters as functions of specific inputs. Given an input sequence of L
tokens I € RE*4m where d,, is the dimension of input tokens, a Mamba block trans-
forms it into the output sequence O € R*9m through the following steps:

X =0 (ConvlD (Linear;, (I))), Y =SSM (X) 4.2)

0= Linea?‘out (0' (Lineargate (I)) © Y) (43)

where Linear;y,, Lineargqe, and Linear,,; are linear projections. o is an activation

function, and © represents the element-wise multiplication. Convld is an abbreviation
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for the one-dimensional convolution operation. Prior to the B and C' matrices, a linear

projection is also applied, which we denote as Linear,.

Inspired by the connection between SSMs and the Transformer, Mamba-2 [41]
refines the Mamba architecture by removing sequential linear projections. Alterna-
tively, the parameters A, B, and C' are produced in parallel with a single projection
at the beginning of the block. Furthermore, an additional normalization layer is intro-
duced to enhance stability.

4.1.3 LoRA and (/A)3

LoRA [95], short for Low-Rank Adaptation, is a parameter-efficient fine-tuning method
based on the hypothesis that updates to weight matrices have a low intrinsic rank. For
a pre-trained weight matrix W, € R%**, instead of directly learning the update AW,
LoRA decomposes it into two low-rank matrices B € R™" and A € R"** where the
rank satisfies r < min(d, k). Therefore, the update of the weight matrix becomes a
low-rank approximation: Wy + AW = W, + BA. To ensure that the initial update is
zero, A uses a random Gaussian initialization while B is initialized with zeros. During
tuning, W is frozen, and only A and B are trainable. In the Transformer architec-
ture, LoRA is usually applied to the query and value matrices. However, as research
on PEFT methods for Mamba remains limited, based on prior work [233], we apply
LoRA to the x, in, and out projection matrices in Mamba, along with the in and out
projection matrices in Mamba-2.

(I A)?[132] stands for "Infused Adapter by Inhibiting and Amplifying Inner Activa-
tions”, proposing an adaptation method of the form [ ©® x, where [ is a learnable vector
and ©® denotes the element-wise multiplication. In comparison to LoRA, it is much
more parameter-efficient, requiring only a small portion of trainable parameters. In
the Transformer architecture, (1 A)? introduces three such learnable vectors, I}, € R,
l, € R%, and l;; € R%s. These vectors respectively rescale the key and value ma-
trices in the attention module and the intermediate activations within the feed-forward
network. Given the similarity in the target module selection between (1 A)? and LoRA,
in the Mamba architecture, we specify to deploy (7 A)? on the same modules as LoRA.
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4.2 Experimental Setup

4.2.1 Research Questions

This chapter investigates the following Research Questions (RQs), intending to ex-
plore the performance of Mamba in code intelligence and make comparisons with the
Transformer counterparts. Figure 4.2 shows the overall workflow. Below experiments
concerning PLMs tuning are repeated 5 times with different initialization seeds, while
LLMs are also required to repeat 5 times of inference for each experiment.

RQ1: What is the effectiveness of Mamba in the Full fine-Tuning setting?
Full fine-Tuning (FT) is the most straightforward approach to adapting PLMs to down-
stream tasks. In this RQ, we chose the 130M parameter-sized models of Mamba and
Mamba-2 to conduct experiments. Accordingly, we use CodeGPT [142] as the repre-
sentative of the Transformer counterpart, given its similar model size. Considering that
Mamba and Mamba-2 are not particularly pre-trained on code corpora, to strengthen
their code capacity, we perform further pre-training on them with autoregressive lan-
guage modeling, using the Java and Python portions of CodeSearchNet [98], respec-
tively. Thus, obtaining Mamba,,4. and Mamba-2.,,.. We conducted a manual inspec-
tion of the used CodeSearchNet dataset and all associated downstream datasets and
found no evidence of data overlap. All the PLMs above are involved in FT experi-

ments on both code comprehension and generation tasks for evaluation.

RQ2: What s the effectiveness of Mamba in the parameter-efficient fine-tuning
setting? Parameter-Efficient Fine-Tuning (PEFT) is increasingly recognized as a cru-
cial approach for adapting PLMSs, particularly because of its computational efficiency
[133, 136]. Hence, it is worthwhile to explore the effectiveness of Mamba-based PLMs
under PEFT settings. For this RQ, we adopt two representative PEFT methods, namely
LoRA and (IA)3. According to prior work [233], we specify target modules in the
Mamba architecture to inject two PEFT methods. All PLMs and code tasks in RQ1 are

experimented with in this RQ for a comprehensive evaluation.

RQ3: What are the advantages of Mamba architecture? Although previous
RQs have made a series of comparisons between Transformer and Mamba-based PLMs,
we still cannot know whether the performance discrepancies are derived from their
architecture, as their pre-training corpora, learning objectives, and hyperparameter
configurations are not identical. Hence, we pre-train CodeGPT, Mamba, and Mamba-2

from scratch with autoregressive language modeling, thereby obtaining CodeGPT ., qch,
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Figure 4.2. The overall workflow. There are a total of five research questions.

Mambayg,,qtchn, and Mamba-2...:c. Subsequently, we analyze their performance across
all code tasks from the aspects of efficacy and efficiency.

RQ4: How capable is Mamba in the low-resource scenario? Since low-resource
scenarios are frequently encountered in real-world software development and mainte-
nance, such as adaptation to new technical stacks or software tasks [136, 197]. There-
fore, it is also essential to explore whether Mamba can perform well in such a situation.
To be specific, we trained PLMs using samples randomly selected from the original
training set, while keeping the validation and test sets unchanged. Seven different sam-
pling ratios are set, ranging from 0.1% to 30%, and experiments are conducted under
both FT and PEFT settings on all code tasks across two CodeGPT variants, Mamba,.,g.
and Mamba-2,4..

RQS: How does the performance of Mamba as its scale increases? The scaling
law is a notable feature of the Transformer architecture [86], describing that the perfor-
mance of PLMs improves with increases in scale. In this RQ, we extend four Mamba-
based PLMs, i.e., Mamba, Mamba-2, and their code versions, at larger scales of 370M.
Besides, we also include Codestral Mamba [37], a Mamba-based Large Language
Model (LLM) with 7B parameters. To make a fair comparison between Transformer-
based counterparts, CodeGen [155], PolyCoder [215], and Qwen2.5-Coder [97] of sim-
ilar sizes to Mamba-based PLMs/LLMs are chosen for evaluation. In this RQ, PLMs

66



are tuned with FT. As for LLMs around 7B, considering their most prevalent usage
convention [121, 223, 232] and limitation of computational resources, we perform
zero-shot learning for experiments. Specifically, for code completion and generation
tasks, we feed LLMs with code prefixes or NL descriptions and ask them to complete
the follow-up code. As for code clone detection, we formulate a basic instruction for
guidance, see [137] for specific examples. All three code tasks are evaluated in this

RQ.

4.2.2 Tasks and Datasets

We evaluate the effectiveness of Mamba on three widely studied typical code tasks
covering both code comprehension and generation categories [55, 75, 157, 207, 238]:
(1) code completion task, (2) code generation task, and (3) code clone detection task,

thereby ensuring a comprehensive assessment.

Table 4.1. Dataset Statistics.

Tasks Datasets #Train #Valid #Test |Code| |NL| Lang.

LCC JavaCorpus 12,934 7,189 3,000 1320.11 - Java
PY150 95,000 5,000 10,000 1344.13 —  Python

CG CONCODE | 100,000 2,000 2,000 3571 163.79 Java

CCD BigCloneBench | 901,028 415,416 415,416 1455.04 - Java

4.2.2.1 Line-level Code Completion (LCC)

Code completion has become an indispensable feature in modern Integrated Develop-
ment Environments (IDEs) [131]. It contributes to higher developer productivity by
providing context-driven code suggestions [77]. As in prior studies [141, 142], the
task can be categorized into two scenarios: token-level code completion and line-level
code completion. While the former aims at predicting the next single token, the latter
evaluates the quality of the entire generated line. Due to its broader scope, line-level
code completion is considered a more challenging task. We conduct experiments on
two high-quality datasets, JavaCorpus [8] and PY 150 [165]. Their statistical informa-
tion is presented in Table 4.1, where |Code| and [NL| denote the average lengths of code
snippets and natural language descriptions after tokenization. Since natural language
is not involved in the code completion task, the corresponding entry is left blank.
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4.2.2.2 Code Generation (CG)

Code generation is a particularly intriguing task, involving producing source code from
natural language descriptions [106]. It holds significant promise for reducing develop-
ment costs and reshaping programming paradigms, thereby attracting substantial atten-
tion from both industry and academia [46]. To carry out this task, we choose a widely
used dataset, CONCODE [102]. It collects about 33,000 Java repositories from GitHub
and splits them into training, validation, and test sets at the repository level, ensuring
that the domains in the test set are distinct from those in the training set. Its input sum-
mary includes the relevant environment variables and methods. Detailed statistics are
also shown in Table 4.1.

4.2.2.3 Code Clone Detection (CCD)

Detecting code clones, i.e., duplicated or highly similar code snippets, is critical in
software engineering. It is helpful for code refactoring and bug detection [220]. It can
be viewed as a binary classification task that takes a pair of code snippets as input and
determines whether a code clone exists between them. We choose one well-known
dataset, BigCloneBench [181], for evaluation. Its detailed statistics are shown in Table
4.1. In this chapter, due to computational resource constraints and to maintain a com-
parable scale with other code tasks, we sample the dataset at a ratio of 15%. During
sampling, we preserved the original positive-to-negative class ratio to ensure distribu-
tional consistency. The final training, validation, and test sets contain 135,154, 62,312,
and 62,312 samples, respectively.

4.2.3 Pre-trained Language Models

Our evaluation is mainly conducted on CodeGPT, Mamba, and Mamba-2. Furthermore,
we incorporate additional large-scale code PLMs that are widely adopted to enable a

more thorough assessment.

e CodeGPT [142] is a code-oriented extension of GPT-2 [164], retaining the same
model architecture and training objectives. It is pre-trained monolingually on Java and

Python corpora, consisting of 1.6 million Java code samples and 1.1 million Python
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code samples. Moreover, it can be grouped into two types: CodeGPT and CodeGPT-
adapted. The former is pre-trained from scratch, while the latter uses the GPT-2 as the
starting point. They both have 125M parameters.

e Mamba [72] and Mamba-2 [41] are designed for autoregressive language mod-
eling, pre-trained on the Pile dataset [60]. Their scales are from 130M to 1.4B, and we
use their 130M-sized and 370M-sized models in this chapter. In addition to their origi-
nal models, our experiments also pre-trained Mamba,,4., Mamba-2.,4., Mambag.,qich,

and Mamba-2..,.;., for evaluation as mentioned in RQ1 and RQ3 of Section 4.2.1.

e CodeGen [155] is a family of code PLMs designed to enhance its capacities
through conversational program synthesis. In this chapter, we use the CodeGen-Multi
model for Java and the CodeGen-Mono model for Python. Both 350M and 6B versions
are included.

e PolyCoder [215] is also built upon the GPT-2 architecture and is pre-trained on
a large-scale corpus of over 24 million code files covering 12 different Programming

Languages (PLs). We use the 400M parameter-sized model in our experiments.

e Qwen2.5-Coder [97] comprises a range of open-source models, having achieved
significant advancements when compared with leading code LMs. In this chapter, we
adopt its 500M-sized and 7B-sized models.

e Codestral Mamba [37] is a large-scale, Mamba-based code LLM released by
Mistral Al [2]. Built upon the Mamba-2 architecture, it contains 7 billion parameters.

4.2.4 Evaluation Metrics

Following previous studies [64, 79, 228, 251], we adopt the Exact Match (EM) and
Edit Similarity (ES) as the evaluation metrics for line-level code completion, while
using EM, BLEU [158], and CodeBLEU [168] for code generation. EM measures
the accuracy of generated outputs by token-by-token comparing them with the ground
truth, thereby serving as a restrictive metric. ES quantifies the resemblance between
the predicted output Y and the ground truth Y by calculating the minimum number
of edit operations. BLEU compares n-grams of the generated output with n-grams of
the ground truth, counting the number of matches and penalizing overly short outputs.
CodeBLEU builds upon BLEU, enhancing it with code-specific insights like code syn-
tax via Abstract Syntax Tree (AST) and code semantics via data-flow. For code clone
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detection, we use the F1 score as the evaluation metric, consistent with previous studies
[47, 220]. It 1s the harmonic mean of precision and recall.

4.2.5 Implementation Details

The code PLMs we used are from Huggingface [150], and we keep their default hy-
perparameter settings. In the line-level code completion task, following the prior work
[142], we set a maximum number of training epochs to 5, along with a maximum input
sequence length of 1024. The learning rate is 8e-5 for all code PLMs in the FT setting,
but is adjusted in the range of {le-2, 5e-3, 2e-3, le-3, 5e-4} in the PEFT setting. In
the code generation task, we fixed the maximum epochs to 5 and the maximum input
length to 512, ensuring consistency across all experiments. For FT, the learning rate
is searched within {2e-4, 1e-4, 8e-5}, while for PEFT, the search range is the same as
that used in the code completion task. In the code clone detection task, we set the max-
imum number of training epochs to 5 for both FT and LoRA, and 10 for (I A)3. We use
a learning rate of 5e-5 and limit the maximum input sequence length to 1024 tokens.
For a fair comparison between Transformer and Mamba architectures, we adopt greedy
search with a beam size equals 1, and we keep the top-1 generated sequence as the final
output. The training paradigm of autoregression modeling is adopted in code comple-
tion and generation tasks. As for code clone detection, following [129, 145], two code
samples are concatenated as model input, and we fetch the last token’s representation
of the last model layer for binary classification. All experiments were conducted on
two GPU servers running Ubuntu: One with eight RTX 4090 24GB GPUs and another
with ten L20 48GB GPUs.

4.3 Experimental Results

4.3.1 RQ1: Performance of Full Fine-Tuning

Since our objective is to explore the effectiveness of Mamba in code intelligence, we
start with an evaluation in the FT setting. The detailed results are presented in Table
4.2. In the comparison among CodeGPT, CodeGPT-adapted, Mamba, and Mamba-2,
we can observe that Mamba-based PLMs outperform CodeGPT overall, while being
on par with CodeGPT-adapted. In particular, on the CONCODE dataset, the perfor-
mance of Mamba surpasses CodeGPT and CodeGPT-adapted by 5.25%—14.77% in
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terms of EM, by 2.13%-5.11% in terms of BLEU, and by 2.56%—4.76% in terms of
CodeBLEU, respectively. To validate the significance of the performance difference,
we perform Wilcoxon Signed-Rank Tests (WSRT) [213] with a confidence level of 95%
between Mamba-based PLMs and two CodeGPT variants, respectively. As can be seen
from Table 4.2, the superiority of Mamba-based PLMs against CodeGPT is consistently
significant across almost all studied code tasks. As for CodeGPT-adapted, the perfor-
mance differences are reduced, where only Mamba-2 surpasses on BigCodeBench, and
Mamba excels on CONCODE. Nonetheless, given that Mamba-based models are not
specifically pre-trained on large-scale code corpora, their exhibited performance still
highlights the potential of the Mamba architecture in both code comprehension and
generation tasks.

To enhance the code modeling capabilities of Mamba and Mamba-2, we further
pre-train them on monolingual corpora of Java and Python, respectively. The pre-
training corpora consist of approximately 500 thousand code programs for each PL.
As shown in Table 4.2, a performance gain can be observed in Mamba-based PLMs
(i.e., Mamba,,4. and Mamba-2,,4.), making their performance superiority more appar-
ent against the two CodeGPT variants. To be specific, except for PY 150 with a neck-
to-neck performance, Mamba,,q. and Mamba-2,.,4. significantly excel CodeGPT on
all other code tasks, where Mamba-2.,4. even manifests significant advantages against
CodeGPT-adapted, according to the WSRT. For instance, on JavaCorpus, Mamba-2..,4.
outperforms two CodeGPT variants by 2.47%—12.1% in terms of EM, and by 1.2%—
4.28% in terms of ES. As for CONCODE, Mamba-2..,4. surpasses them by 4.57%—14%
in terms of EM, by 3.62%—-6.38% in terms of BLEU, and by 2.89%—-5.10% in terms
of CodeBLEU. Moreover, Mamba-2,,4. also keeps its superiority on BigCodeBench,
excelling by 1.94%2.16% in terms of F1 score. Despite little flaws, the evaluation re-
sults suggest that overall Mamba-based PLMs can demonstrate superior performance
when compared with Transformer-based counterparts in both code comprehension and
generation tasks.

Finding 1: When using FT, Mamba and Mamba-2 achieve superior or at least
comparable performance relative to CodeGPT variants across all code tasks.
After further pre-training on codes, their performances are enhanced signifi-

cantly.
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4.3.2 RQ2: Performance of Parameter-Efficient Fine-Tuning

As tuning PLMs with FT usually incurs high computational and memory costs, al-
ternative approaches such as Parameter-Efficient Fine-Tuning (PEFT) have become
increasingly popular in practice. In this section, we employ LoRA and (I A)3 to eval-
uate the effectiveness of Mamba-based PLMs, presenting the results in Table 4.2. As
can be seen, with the application of PEFT methods, the performance of Mamba and
Mamba-2 falls short of that achieved through FT. This trend is similar to that observed
in CodeGPT, indicating that only updating a small portion of parameters normally can-
not realize PLMs’ adequate learning. Focusing on experiments with LoRA, the four
Mamba-based PLMs surpass the two CodeGPT variants a lot compared with the FT set-
ting in RQ1. Statistical tests with WSRT also demonstrate the statistically significant
superiority of Mamba-based PLMs across most code tasks. In particular, for the code
completion task, Mamba-2.,4. surpasses two CodeGPT variants by 4.49%—18.02% in
terms of EM and by 1.2%4.28% in terms of ES, on JavaCorpus. On PY150, it also
outperforms them by 6.98%—12.13% and by 3.05%—4.56% in terms of each metric in
order. As for the code generation task, except for the EM metric, Mamba-2,.,4. obtains
a significant lead by 13.52%—17.3% and by 12.43%—15.81% in terms of BLEU and
CodeBLEU, respectively. We manually examined the code samples and found that
Mamba-based PLMs tend to generate longer outputs, resulting in their relatively high
BLEU and CodeBLEU scores. But very few of them exactly match the ground truths.
Regarding the code clone detection task, Mamba-2,.,4. still showcases its advantage by
3.77% in terms of F1 score.

When using (7 A)3, the performance of all PLMs is inferior to that of LoRA, which
can be attributed to the significantly smaller trainable parameter size. Specifically,
LoRA updates an average of 1.86% of parameters for CodeGPT variants and 7.83% for
Mamba-based counterparts. In contrast, the adaptation of (1A)? is more lightweight,
tuning only approximately 0.05% of parameters for CodeGPT variants and around
0.09% for Mamba-based PLMs. Regarding the performance comparison of PLMs
tuned via (/A)3, Mamba-based PLMs still obtain the lead position overall, where
Mamba-2,,,. retains the best performance across all six PLMs. In the code completion
task, Mamba-2,.,4. outperforms both CodeGPT variants by 7.21%—26.55% in terms of
EM and by 4.19%—11.44% in terms of ES on JavaCorpus, while outperforming them
by 8.78%—22.67% and 3.12%-8.43% in terms of each evaluation metric in order on
PY150. Towards the code generation task, Mamba-2,.,4. surpasses two CodeGPT vari-
ants by 12.59%48.06% in terms of EM, by 5.1%—14.58% in terms of BLEU, and
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by 4.62%—11.35% in terms of CodeBLEU. Regarding the code clone detection task,
Mamba-2.,4. keeps excelling by 9.2%-9.81% in terms of F1 score. Vertically com-
pare the performance gain of Mamba families over CodeGPT variants under FT and
PEFT settings from RQ1-RQ2, we notice that PLMs of Mamba families obtain more
advantages from fine-tuning with PEFT methods. The reason is that Mamba-based
PLMs use a customized CUDA kernel that stores all time-varying SSM parameters,
leading to stronger regularization and generalization ability than Transformer [81].

Finding 2: In the PEFT setting, although Mamba-based PLMs fall short of
that achieved through FT, their performance gain over CodeGPT variants is
more significant, highlighting their practical value in limited computational

resources.

4.3.3 RQ3: Advantages of Mamba Architecture

Although Mamba-based PLMs show superior performance compared to Transformer-
based ones in RQ1 and RQ2, the discrepancy in their pre-training databases makes it
challenging to attribute the gains solely to the Mamba architecture. To overcome this
limitation, we pre-train CodeGPT, Mamba, and Mamba-2 from scratch using the same
pre-training corpora as RQ1, and then evaluate their performance across all code tasks
studied in this work. As shown in Table 4.3, Mamba-2,,,..:.;, consistently achieves the
best performance across diverse tuning methods, with CodeGPT,..s., and Mambag,4tcn
yielding similar results. Specifically, in the code completion task, Mamba-2 ..., out-
performs CodeGPT.,qtcn by 25.06%—-50.29% in terms of EM and by 11.81%—29.09%
in terms of ES on JavaCorpus regardless of FT or PEFT. As for PY150, it achieves
a more substantial advantage by 21.61%—86.46% on the EM metric. Concerning the
code generation task, Mamba-2...;c;, surpasses CodeGPT . qscn by 70.68%—184.12%
in terms of EM, by 11.15%-29.70% in terms of BLEU, and by 10.72%-26.72% in
terms of CodeBLEU. Regarding the code clone detection task, Mamba-2,.,;., main-
tains its superiority by 3.68%—-52.53% in terms of F1 score. By combining the strengths
of selective SSMs and the attention mechanism, along with an additional normalization
layer, the Mamba-2 block offers advantages in modeling long sequences such as code
snippets, allowing it to outperform Transformer-based PLMs with similar parameter
size [96]. It is worth noting that, although Mamba-2 only introduces minor architec-
tural modifications compared to Mamba, there is a significant difference in their per-
formance on code tasks. Across the results of this RQ and the previous two, Mamba-2
consistently demonstrates superior capability over Mamba in code modeling.

74



301 CodeGPTscratch 12,000 CodeGPTscratch
28 1 Mambascrat:h Mambascrarch
. Mamba-2scratch o 11,000 4 . Mamba-2scratch
— 264 E
£ c
€ .2 10,000 4
; 244 a
£ €
= 221 3 9,000
C
= S
£ 20 )
£ > 8,000
= o
= 184 €
2 7,000
16 A
14 1 6,000 -
FT LoRA (1A)3 FT LoRA (1A)3
(a) Comparison of Training Time (b) Comparison of Memory Consumption

Figure 4.3. Utilization of computational resources.

In addition to evaluating their performance, we further evaluate their efficiency. In
the JavaCorpus dataset, we compare the training time and memory consumption of each
PLM, focusing on their computational resource utilization. The results are illustrated
in Figure 4.3. We report the average training time of each epoch and the total occupied
memory size. Since the resource consumption across multiple repeated experiments
was nearly consistent, we do not report the variance here. It can be observed that: (i)
No matter CodeGPT.q1cn, Mambage,qicn, Or Mamba-2..q:ch, their resource consump-
tion under PEFT methods is consistently lower than that under FT. (i1) Mamba-based
models require more training time but consume less memory. The first observation is
expected, as PEFT methods involve only a small portion of trainable parameters, indi-
cating that the efficiency of PEFT methods benefits PLMs of both categories. Regard-
ing the second observation, the increased training time can be attributed to the complex
computation process of selective SSMs, while the reduced memory consumption is due
to their linear scaling with sequence length. Unlike the attention mechanism that re-
quires storing quadratic attention weights, Mamba-based PLMs maintain a compact
state representation that grows linearly. Since memory constraints are typically more
limiting than computational time, the results highlight the potential for Mamba-based

PLMs to be applied more broadly in resource-constrained environments.

Finding 3: After uniform pre-training from scratch, Mamba-2.,..:, achieves
the best performance, demonstrating the advantage of the Mamba-2 block in

code modeling. Moreover, Mamba-based models also show superior memory

efficiency.

75



‘syredIojunoo paseq-1owWIojSuel], [[e J0A0 sjuowoAoldwr JueoyruSis A[[eonsne)s 91eo1pul punoidyoeq ueais JyS1| € Yim S[[oo 9[qeL ,

0000F61Z°0 CEUTCTTI  FO0TEro  %009FQ0°0 | H40F9p 08 T0T99'8T | OFEE 8 UOFIT(T | (8 BQUIB [B1ISOPO))
0000%000°0 CEOTTSEL  T00TGI0  900F000 | OTOTEg'9s L1OTES BT | S OTGETL LCOTRETLE| (8L 10POD-GTUIMO MNMW
ooo.oHOOO.O wm.oﬂvo.cﬁ mo.oﬂmﬁ.O oo.oHOO.O @N.oﬂﬁN.hm wH‘on@.NN @ﬁOHNM.h@ ww‘oﬁﬁo.ﬁm (99) Uandpo)
"0 160 050FQTLE 060F99°9¢ TTOFLL0T | 6T0FQY 1L BTOFCE6€ | ©€0F69°69 OT0Fpepe | (W0 P z-eqUIBIN
Hoo.ouuﬁ._u@.c mo.oﬂwm.._um mo.on_umm.._um mﬁdn_u@m.@ﬁ mﬁoﬂwm.ﬁh @ﬂ.oﬂwm.wm Nﬁdn_u@N.mo \Lodn_uﬁo.._um (NOLE) uﬁco\mﬁ—awz
c00FZH6°0 WOTRp'CE  90F60°GE OTOFLE0T | MTOTROIL EOFRO8E | BE0TR069 SEOTTIpE (N0LE) Z-BqUIBIA
"000FSH6°0 0907¢g9¢  0L0Fop9g B00TGLr0T | OF00 TL FTOTEISE| 0TC6'89 00TEpEE (NoLE) BqUIBIA 14
MOF1Z6°0 0Teg e 90%60°ce CTOTGLO1 | L40TeeeL Y90Fpg T | 260F99°69 IT0F96f¢ | (W00S) 10POD-G TUIMO
T000TE€6 0 680F70°9¢  TEO0FgL g COFGH 0T | TTOTYL L TOTTI00p | TOFSE 0L MOF08SE (moor) 19po)AJ0d
0007/ 7670 L0F6pge Te0Tpege TO0TG 07 | L00FpL gL SO0TEr Ty | *0TTL 0L *¢0T91°9¢ (N0SE) USDIPOD

14 NAT199PoD  NHTH INH Sd INH SH INH SPPOIN SPOYIOIN

youdgauoDsig ddODNOD 0STAd sndio)eAer
‘uoneydepe urmp 1.4 uisn s[opow J[e3s-1331e[ JO SINSAI UOneNn[eA *p'H dqBL
“YPAPARS T 109P0)) IOA0 SIUSWAA0IdWI JuedYIUSIS A[[eonsne)s 91edIpul punoidyoeq usdisd 1ySI| & Yim S[[30 9[qe] .

uoo.oHMNh.c wo.oHN.—u.@ﬁ mo.oﬂ.—uc.wﬂ mﬁoﬂmw..—u NH.OHQN.QW :‘OHMG.Mﬁ mm.oﬂcc.h.—u mﬁoH@b.ﬂﬂ cﬁsgummnwﬁawz
S100F L6170 SUOFC ] OVO0F[gg] S00Fgy T | 8€0Fgg ¢y  900F9('q | 060F, 0z  O0T0Fgg'Q U PAUIBIA mC\NV
moo.oﬂ._uh._u.o w».oﬂ._um.hﬁ mn.onN.Oﬁ om.oHOh.ﬁ mﬁoﬂvo.wm mH.OH_J ¢ L ww.oH:u.@M @o.oHO._u.w :S@xmw%&@@.@oo
9000¥076°0 V0Fgq LT TIOFQE97 TE0FQp e | 0COFIH 9 ETO0FQzsr | L00FgLrs EOFZI9Y | PPsz-equivi
:o.oﬂwmw.o wm.oﬂmw.mN E.OH.VO.NN mm.oHN._n.m mo.ouﬂoﬂ.mm oﬁ.onN.wﬁ w@.oﬂoo.hv mm.ouﬂh@.ﬁﬁ cumsgummﬁ—awz VIO
Y000F 8480 EOFpOTT  TCOTpeoT FOTTES | MOTOTRS  B0T00'6l | TOTCT Ly OT0Feg T | P LADIPOD
woo.oﬂ@ﬂ@.@ %.oﬂmm.mN E.oHNc.wN mm.onﬂmw.a ﬁm.oﬂm.—v..—uw mm.onﬂﬂN.ﬁN om.o“ﬂwh..—um Nm.onﬂcN.Wﬁ @owssowNnmh—Emz
woo.oﬂhﬁm.o Hw.onW.BN ow.oﬂ._u._u.mN @M.OHNW.O S.o“ﬂmw.@m ﬂm.onﬂmh.NN mo.oﬂmw.w._u j.oﬂ@@.mﬁ tuﬁcsummn—eﬂmz 1A
0T00F /6870 W0FCTpr  WOF9I'TT BEOTRYC | 60Fpees  990FTOHT | TF60 9y AOOTIICI | P LdDIPOD

14 NI Td™POD N9149 INH Sd WA Sd A SPPOIN POYIdIN

youdgauoDsig ddOONOD 0STAd sndiojeaer

"PIZIS-INOE | 918 219U Pasn Z-BqUIBJA] PUB BqUIBA Y[, "YoIeIds wolj pouren-oid udym souewrtojrdd [9poJA *€°f d[qeL

76



4.3.4 RQ4: Evaluation in the Low-Resource Scenario

This section evaluates two Mamba PLMs (i.e., Mamba,,4. and Mamba-2..,4.) and two
CodeGPT variants (i.e., CodeGPT and CodeGPT-adapted) under both FT and PEFT
methods across all studied code tasks in low-resource scenarios. As illustrated in Fig-
ure 4.4, overall Mamba-based PLMs consistently keep the best performance across all
data sampling rates, code tasks, and tuning methods. In particular, they preserve their
relatively high performance on JavaCorpus in the code completion task. When the train-
ing data is reduced to 30%, Mamba,,;. and Mamba-2,,,. exhibit slight performance
degradation with an average drop of 0.51% and 0.64% in terms of ES across diverse
tuning methods. Even with as little as 0.1% of the full training data, their performance
declines by only 5.09% and 3.96% on ES, respectively. We attribute this advantage to
its selective SSMs mechanisms, which dynamically choose how to propagate or forget
information based on the current input token, thereby learning more efficiently even
when the training data is limited.

As for comparison between CodeGPT variants and Mamba-based PLMs, we find
that the significance of the discrepancies is heterogeneous across diverse code tasks.
For example, in the code completion task, the performance advantage of Mamba-based
PLMs becomes more pronounced as the training data reduces. This phenomenon oc-
curs on both JavaCorpus and PY 150, regardless of the tuning method of FT or PEFT.
As for the code generation task, the performance advantage of Mamba-based PLMs is
almost consistent regardless of the changes of the training volume and tuning methods.
Nonetheless, for the code clone detection task, the situation is completely different.
Firstly, Mamba-based PLMs widened their lead over CodeGPT variants as the amount
of training data increased when tuning with (1 A)3. In contrast, when it comes to LoRA,
Mamba-based PLMs manifest a relatively prominent superiority when the training data
is reduced to a medium position (around 5%-10%). In addition, once PLMs are tuned
with FT, their performance discrepancies return to a stable situation. But all in all, al-
though the performance of both Mamba and CodeGPT PLMs declines, the decrease of
Mamba-based PLMs is relatively mild, showing a greater robustness when only limited

training data is available.
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Finding 4: Compared to Transformer-based PLMs, Mamba-based ones
demonstrate superiority in the low-resource scenario, owing to the efficient
learning ability derived from Mamba’s selective SSM mechanism. Moreover,

the performance advantages are heterogeneous across code tasks and tuning

methods.

4.3.5 RQS: Evaluation with Larger Scale

The experiments in the preceding RQs were conducted on the CodeGPT with 125M pa-
rameters, as well as Mamba and Mamba-2 with 130M parameters. In this section, we
evaluate the performance of Mamba-based PLMs when their parameter sizes are scaled
up to 370M or even 7B, and make comparisons with similarly sized Transformer-based
models across all code tasks, where FT is adopted for PLMs while zero-shot learning
is used for LLMs. Experimental results are shown in Table 4.4. As can be seen, scal-
ing Mamba-based PLMs from 130M to 370M leads to a significant performance lift
across almost all code tasks. However, compared with recent PLMs, such as CodeGen,
PolyCoder, and Qwen2.5-Coder, our pre-trained Mamba-based PLMs perform slightly
lackluster in the code completion task. Specifically, the best-performing model, i.e.,
CodeGen, outperforms Mamba-based models by 3.49%—8.17% in terms of EM and by
1.48%—2.57% in terms of ES on JavaCorpus. As for PY150, CodeGen still keeps its
advantages by 7.06%—10.49% and 2.87%—3.86% in terms of each metric in order. A
potential explanation is that recent PLMs were pre-trained with relatively larger train-
ing bases on code, making them more powerful on coding tasks. For example, Code-
Gen was pre-trained with 150.8B code tokens covering six PLs, which significantly
surpasses Mamba-based PLMs pre-training on either the Java or Python portion of
CodeSearchNet with at most 0.08B tokens. Surprisingly, in the code generation and
code clone detection tasks, they instead manifest superiority against other Transformer-
based models overall. Specifically, the best-performing Mamba-based model (Mamba-
2 0de) performs better than Transformer-based counterparts by 1.56%—5.16% in terms
of EM, by 2.6%—10.79% in terms of BLEU, and 3%—10.45% in terms of CodeBLEU on
CONCODE. Regarding the BigCloneBench, the best-performing Mamba-based PLM
(Mamba) excels them by 1.27%—-2.68% in terms of F1 score. For Mamba-based mod-
els that outperform all three Transformer-based models, we conduct WSRT to examine
the statistical significance. According to the WSRT shown in Table ??, most outper-
forming Mamba-based models also demonstrate statistical significance in performance
differences. A potential explanation is that recent Transformer-based models have been
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pre-trained on massive code samples with completion-analogous tasks, such as autore-
gression modeling, making their fine-tuning more conflicted with new task paradigms
such as NL-guided code generation and binary-predictive code clone detection.

Furthermore, we also extend parameter sizes to 7B on the Large Language Model
(LLM) level to evaluate the code generation and comprehension abilities of Transformer-
and Mamba-based models. As can be seen from Table 4.4, Codestral Mamba lags
behind Transformer-based models a lot, by 36.06%—45.93% in terms of EM and by
13.03%—-19.12% in terms of ES on JavaCorpus. This lagging performance trend con-
tinues extending to PY 150, by 18.69%—34.6% and 11.21%—11.8% in terms of each met-
ric in order. Similar results are also shown in the code generation task, although Code-
stral Mamba outperforms CodeGen, it still lags behind Qwen2.5-Coder by 31.58% and
9.39% in terms of BLEU and CodeBLEU. As Mistral Al [2] has not disclosed any tech-
nical report for Codestral Mamba, it is hard to infer the reason for their performance
discrepancies. But as for the code clone detection task, Codestral Mamba demonstrates
much better performance against Transformer-based counterparts, where none of the
latter’s generated contents are useful for detecting cloned code. The reason is that both
CodeGen and Qwen2.5-Coder are completion LLMs without instruction tuning that
Codestral Mamba has equipped [37], leading to their inability to understand new task
paradigms other than generating code. The above experimental results demonstrate the
importance of pre-training tasks and databases on the model performance, apart from
the model architectures mentioned in RQ3.

Finding 5: Scaling up Mamba-based PLMs’ sizes indeed obtains performance
gains, but compared with other counterparts, pre-training databases and tasks
also heavily affect the code modeling performance, apart from model architec-

tures. This is the same case in the Mamba-based LLM and its counterparts.

4.4 Discussion

4.4.1 Case Study

To thoroughly evaluate the performance of Mamba-based models, we conduct a case
study in the CONCODE dataset of the code generation task. As shown in Figure 4.5,
we present two illustrative instances, one correctly addressed by Mamba-based models
and the other by Transformer-based models. In each instance, the input is formulated as
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a natural language description that specifies the objective of the desired code program,
with additional variables separated by pre-defined special tokens. The ground truth is
also provided.

The first illustrative case reveals that Mamba-based models are able to generate
outputs fully aligned with the ground truth, while CodeGPT and CodeGPT-adapted
produce some unrelated tokens. The code generated by CodeGPT exhibits lower qual-
ity, with excessive formal parameters and redundant logic. Despite the presence of an
existing ClassdiagramNode instance “arg”, the model still creates a new instance via
“new ClassdiagramNode”. The output generated by CodeGPT-adapted contains two
notable errors: an incorrect type assignment for “arg0”, and the inclusion of an extra-
neous “if” condition. It can be observed that the extra tokens they generate come from
the variables in the input, such as “isStandalone”, suggesting a limited ability to fully
comprehend the input during the decoding stage. In the second instance, where Mamba-
based models show inferior performance, although their outputs are not identical to the
ground truth, the deviation is not substantial. Mambea fails to accurately output the com-
plete parameter type for “arg0”, while Mamba-2 erroneously adds an extra assignment
statement for “mParentld”. The main logic of the objective, adding a parent node, has
been successfully implemented. In contrast to the poor-quality output from CodeGPT
in the first instance, this demonstrates the effectiveness of Mamba-based models in
code modeling.

In addition, we conduct an analysis of statistical characteristics of the inputs and
outputs. Among the instances correctly answered by different code LMs, we observe
that Mamba-2,.,4. 1s capable of handling longer input sequences. The longest input
sequence accurately handled by Mamba-2 contains 333 tokens, while the other three
models could only handle up to 249 tokens. This finding highlights the effectiveness
of the Mamba architecture in processing long sequences. Unlike the attention module,
which has quadratic complexity, Mamba employs a linear SSM that scales linearly
with sequence length, thereby facilitating more efficient and scalable long-sequence
modeling. We also compute the average output length of different code LMs. Simi-
larly, Mamba-2..,4. exhibits performance that is closer to the ground truth. The ground
truth has an average token number of 38.70, while for CodeGPT, CodeGPT-adapted,
Mamba,.,4., and Mamba-2,.,4., they are 33.02, 28.22, 33.39, and 35.04, respectively.
The results indicate that CodeGPT-adapted tends to generate shorter outputs, whereas
Mamba-2.,4. produces outputs that are more closely aligned with the ground truth.
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The NL input: The Ground Truth:

add an uplink to this node. void function(ClassdiagramNode arg0) {
concode_field sep int edgeOffset uplinks.add(arg0);
concode_elem_sep float UPLINK_FACTOR ¥

concode_elem_sep List<ClassdiagramNode> uplinks
concode_elem_sep boolean isStandalone

The output of CodeGPT:
void function(ClassdiagramNode arg0, ClassdiagramNode argl, int arg2, float arg3) {
uplinks.add(new ClassdiagramNode(arg0, argl, arg2, arg3)); }

The output of CodeGPT-adapted: The output of Mambayg,: The output of Mamba-2 ., q,:

void function(float arg0) { void function(ClassdiagramNode arg0) { void function(ClassdiagramNode arg0) {
(! isStandalone( )) { uplinks.add(arg0); } } uplinks.add(arg0); } uplinks.add(arg0); }

The NL input: The Ground Truth:

adds a parent node to the node. void function(DirectedAcyclicGraphNode <T> arg0) {

concode field sep List<DirectedAcyclicGraphNode<T>> mParents mParents.add(arg0);

concode_elem_sep T mPayload }

The output of CodeGPT: The output of CodeGPT-adapted:

void function(DirectedAcyclicGraphNode <T> arg0) { void function(DirectedAcyclicGraphNode <T> arg0) {
mParents.add(arg0); } mParents.add(arg0); }

The output of Mamba,,ge: The output of Mamba-2.,q,:

void function(T arg0) { void function(DirectedAcyclicGraphNode <T> arg0) {
mParents.add(arg0); } mParents.add(arg0);

arg0.mParentld = mPayload; }

Figure 4.5. Case study in the CONCODE dataset of the code generation task.

4.4.2 Human Evaluation

To investigate whether the statistically significant outperforming also implies an ob-
vious usage difference for practitioners, we conduct a human evaluation to measure
programs generated by 130M-sized Mamba-2,.,4. and its Transformer-based counter-
parts based on experimental results of RQ1-2. Programs are manually evaluated along
two dimensions: Correctness (whether the code fulfills the specified requirement) and
Maintainability (whether the implementation adheres to coding standards and exhibits
good readability). Each dimension is scored on an integer scale from 0 to 2, with 0
indicating poor quality and 2 indicating high quality. We evaluate across four distinct
groups, formed by combining two datasets, JavaCorpus and CONCODE, with two fine-
tuning strategies, FT and LoRA. For each group, we randomly select 10 samples per
model, resulting in 30 samples per group. In total, we obtain 120 samples for evalua-

tion.

We recruit 8 evaluators with 3-5 years of development experience, assigning two
people to each group. The final score is the average of the two evaluators’ ratings.
As shown in Table 4.5, Mamba-2.,4. consistently achieves the highest scores across
all groups. Furthermore, we compute the Cohen’ s Kappa coefficient for all evaluated
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items and find that it consistently exceeds 0.6, indicating substantial agreement between
evaluators and demonstrating the practical value of Mamba-based PLMs.

Table 4.5. Model performance in human evaluation.

Dataset Method Metric| CodeGPT CodeGPT-A Mamba-2. | Kappa Score

BT Corr. 0.55 0.75 1.70 0.682

JavaCorpus Maint. 1.05 1.35 1.90 0.884

LoRA Corr. 0.50 0.50 1.60 0.750

Maint. 0.45 0.60 1.65 0.686

FT Corr. 0.30 1.00 1.80 0‘6.?1

Maint. 0.90 1.00 1.80 0.718

CONCODE Corr. 0.40 0.50 1.65 0.749
LoRA )

Maint. 0.60 0.70 1.55 0.714

*“Corr.” and “Maint.” are abbreviations for “Correctness” and “Maintainability”. “CodeGPT-A”
stands for “CodeGPT-adapted”. “Mamba-2.” denotes “Mamba-2.,4.”.

4.4.3 Threats to validity

External Validity One threat to the external validity stems from the scale of the Mamba-
based models. Given that our experiments span three different model sizes, i.e., 130M,
370M, and 7B parameters, covering both PLMs and LLMSs, the results exhibit gener-
alizability, rendering this limitation only a minor threat to validity. Another potential
threat arises from the limited selection of code tasks and associated datasets. To address
this concern, we selected three representative code tasks, covering both generation and
comprehension categories, along with their widely adopted datasets. However, beyond
the tasks considered in this work, numerous additional tasks, such as code translation
and program repair, are also applicable to Mamba-based models. We could add more
tasks in future work. As for PLMs under comparison with Mamba, only Transformer-
based ones are selected because they are the most prevalent and mainstream LMs to
date [55, 75, 97, 207]. Although we also noticed other kinds of neural networks, such
as Spiking Neural Network [65] and Generative Adversarial Networks [70], they have
not reached even a neck-to-neck performance with Transformer-based models in any
mainstream research area. Therefore, selecting Transformer Code LMs for comparison
can make our study more meaningful, representative, and practical. Thus, for models

of other structures, we leave them for future work.
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Internal Validity One potential threat lies in the hyperparameter settings, encom-
passing both those employed in PLMs and those applied in the adaptation process to
downstream tasks. To mitigate this issue, all PLMs used in this work are obtained
from Huggingface with their default configurations. We further tuned the learning rate
of each model within a reasonable range to obtain the best results. Despite these efforts,
it is still uncertain whether the optimal hyperparameter settings have been identified,
and further assessment is still needed. In addition, internal validity is also influenced by
the choice of target modules for PEFT methods within the Mamba architecture. Due to
the absence of a widely accepted consensus on which components are most suitable for
PEFT, we apply them specifically to the linear projection matrices, inspired by the prior
work [233]. Whether targeting alternative modules could yield better performance re-
mains an open question. Nonetheless, our results can still suggest the effectiveness of
Mamba-based models in the PEFT setting.

4.5 Chapter Summary

This chapter presents a systematic empirical study of Mamba-based models across
three representative code intelligence tasks, covering both code comprehension and
generation. Our experimental results demonstrate that Mamba-based PLMs perform
better than or comparably to similarly sized Transformer-based alternatives under full
fine-tuning. Notably, in the PEFT setting, Mamba-based models exhibit even more
substantial advantages. We further provide empirical evidence of the Mamba archi-
tecture’s inherent suitability for source code and its superior learning ability in low-
resource scenarios. Additionally, we scale our investigation to 370M and 7B param-
eter ranges for both Mamba and Transformer-based models. Finally, we supplement
our quantitative analysis with a qualitative case study, a human evaluation, and a dis-
cussion of broader implications, shedding light on the strengths, limitations, and future
prospects of Mamba in the software engineering domain.
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Chapter 5

Exploring Continual Learning in Code
Intelligence with Domain-wise
Distilled Prompts

In practical software engineering, continuous program evolution inevitably triggers se-
vere domain shifts that challenge traditional offline training paradigms. In the context
of the evolving environment, this chapter systematically investigates Continual Learn-
ing (CL) strategies tailored for code intelligence to enhance adaptability. While pre-
vailing approaches attempt to mitigate domain shifts through historical data rehearsal,
they inherently introduce prohibitive training overheads and severe risks of data pri-
vacy leakage. To circumvent these limitations, we leverage the superiority of prompts
in eliciting pre-trained knowledge to realize a rehearsal-free method. Through a pre-
liminary investigation into vanilla prompt tuning, we establish a crucial foundation that
inheriting PLM weights underpins sequential adaptation, and maintaining prompt sta-
bility should be emphasized. Driven by these insights, we introduce Prompt Tuning
with Domain-wise Distillation (PTDD), a framework that can distill prompts and opti-
mize PLMs with a two-sided learning objective. Extensive experiments spanning three
pivotal code intelligence tasks demonstrate that PTDD consistently eclipses competi-
tive baselines, outperforming fine-tuning by 2.55%, 11.12%, and 2.25%, respectively.
Moreover, we interpret PTDD’s effectiveness via prompt visualization and analyze its
robustness in the low-resource scenario, where the improvement of PTDD becomes
stark with fewer training samples, reaching up to 69.09%. Overall, this chapter vali-
dates the efficacy of PTDD and furnishes deeper insights into the capability of prompts.
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The subsequent sections of this chapter proceed as follows. Section 5.1 presents
the preliminary concepts, including continual learning protocols and their combination
with fine-tuning and prompt tuning. Section 5.2 introduces the detailed methodology
of our proposed PTDD framework. Section 5.3 establishes the experimental setup, and
in section 5.4, we comprehensively analyze the experimental results to address the five
proposed research questions. Section 5.5 provides a deeper discussion, incorporating
a visualization analysis for PTDD, a qualitative case study, training cost analysis, im-
plications, and threats to validity. Finally, section 5.6 encapsulates this chapter with a

brief summary.

S.1 Preliminary

5.1.1 Continual Learning Protocols

Generally, in the CL scenario, the language model is presented with a sequence of non-
overlapping datasets corresponding to various distinctive domain knowledge, and the
goal is to incrementally learn new domain knowledge while not severely forgetting pre-
viously learned ones [177, 237]. Considering in the code intelligence field, we denote
the sequence of datasets as D = {D;, Dy, - -+, D,,}, where m is the total number of
datasets. For the ¢-th dataset D, it contains data samples (!, y!)~ |, where ! is an
input code snippet or natural language description, and y! is a corresponding label in
classification tasks or an output text in generation tasks. /V; represents the dataset size
of D;. We assume that data samples in the same dataset are independent and identi-
cally distributed, but they have varied distributions in different datasets. The learning
objective is to learn a probabilistic model p (D|©) = [[*, p (D;|©) and maximize
its performance on D. © is the model’s parameters. Across all datasets, the learning
objective can be defined as:

O = argénaxz Z log pe (y|z) (5.1)

t=1 z,yeD:

In this chapter, we deal with the domain-incremental continual learning setting,
which learns to solve the same task in different datasets but does not know which dataset
a data sample belongs to at test time [25, 193]. Specifically, D; can be divided into a
training set, a validation set, and a test set, denoted as D, = {7}, V;, S;}. When it is the
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turn of D,, the model will be trained and validated on 7; and V;. Consequently, model
©, is obtained. It is worth noting that some existing works [62, 83, 237] allow the
model to access training samples from previous datasets, but in this chapter, in order
not to violate data privacy, only 7; is accessible. At test time, ©; will be evaluated on

all learned datasets, namely {5y, S, -+, S;}.

5.1.2 Continual Learning with Fine-Tuning and Prompt Tuning

Fine-tuning has become the predominant technique for adapting PLMs to specific down-
stream tasks [43, 247]. It initializes models with the parameters from PLMs, and all
parameters O are updated to learn task-specific knowledge. In many code intelligence
tasks, it has shown promising results [133, 136, 175]. Formally, given a downstream
dataset D’ with input text x; and corresponding output y;, FT updates all parameters ©

in a supervised manner as:

© =argmax Y logpe (yilx:) (5.2)

x4,y €D’

Prompt tuning [120] is an emerging technique and can be regarded as an alternative
to fine-tuning. In contrast to FT, it introduces a series of virtual tokens, or soft prompts,
to modify the input text. This makes PLMs obtain additional task-specific instructions,
so that more pre-trained knowledge can be elicited [134]. In addition, PT can miti-
gate the gap in learning objectives between the pre-training and the fine-tuning process
[198]. It achieves a similar form of Masked Language Modeling, which is a common
pre-training objective. The above-mentioned advantages make PT popular in both NLP
[143,202] and code intelligence [123, 197]. Consider a dataset D’ = {(z;, y;) }lN:ll, and
denote the soft prompt as P. In prompt tuning, its parameters not only include the PLM
parameters O, but also contain the extra prompt parameters © p. The learning objective
is to maximize the log-likelihood of y; given the input x; concatenated with the soft

prompt P, which can be formulated as:

[©, Op| = arg max Z logpe o, (vi|[P; x:i]) (5.3)

©.0p x4,y €D’

Moreover, to pursue low computational overhead and high efficiency, there is also

an approach called parameter-efficient prompt tuning (PEPT) [29, 122]. It tunes only
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the extra prompt parameters O p on downstream tasks, but keeps the PLM parameters ©
frozen to reduce the computational cost and memory requirements. Although the final
performance may be impacted due to the small number of tuned parameters, PEPT is

practical in real-world scenarios, especially when training data is scarce [198].

5.2 Methodology
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Figure 5.1. Overview of the proposed Prompt Tuning with Domain-wise Distillation
(PTDD).

Figure 5.1 shows the overview of the proposed PTDD, which is well-designed to
balance the plasticity and the stability learning objective. Receiving a sequence of
datasets one by one, PTDD constantly updates the model and the prompt to distill
previous knowledge, which can perform well on the current dataset while not forgetting
much previously learned knowledge. As there is no overlap between datasets, here one
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dataset represents one domain. For each dataset, PTDD first initializes the prompt and
embeds it into the prompt space. Then, PTDD optimizes the model and the prompt to
distill learned knowledge and integrate new knowledge.

5.2.1 Prompt Embedding

In the training process, consider that PTDD is dealing with the ¢-th dataset D;, whose
prompt is denoted as P,. Different from previous works [209, 225] that randomly
initialize a prompt pool and calculate the relationship between prompts and datasets,
PTDD adopts a straightforward strategy that assigns one prompt for the current dataset
and another prompt for all previous datasets. The two prompts alternate when fitting
on new domains. Considering that the development experience gained previously sig-
nificantly contributes to future development in practice, knowledge sharing across do-
mains is vitally important [11]. To accomplish this, the prompt F; is initialized as
its previous prompt P,_; to explicitly inherit previously learned knowledge, but F is
randomly initialized from the vocabulary. Formally, P, € RL*P where Lp is the
prompt’s token length and D is the embedding dimension.

In addition, as some existing works [139, 166] find that directly passing the prompt
embedding to language models may cause training instability and hinder model per-
formance, PTDD inputs the embedding F; into a Multi-Layer Perceptron (MLP) and
utilizes a residual connection combining F; and the MLP’s output. The residual connec-
tion improves language models’ representation ability and is beneficial to optimization.
As aresult, a new prompt embedding P} is obtained, which has the same size as P, and
can be formulated as:

F/ = MLP(P,) + P, (5.4)

5.2.2 Distilled Prompt Learning

To distill prompts containing previous knowledge, it is important to balance plastic-
ity and stability. Plasticity refers to the adaptability to new domains, while stability
prevents knowledge of past domains from forgetting. When training on dataset Dy,
plasticity can be simply accommodated by optimizing the model and prompt on the
current dataset. Specifically, denote the input code snippet as z;, its target output as y;,
and X = [P,; z,] is the language model’s input embedding. As shown in Figure 5.1(c),
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input embedding X is first transformed to ), K, V' by multiplying learnable projection
matrices Wy, Wi, Wy, and then calculated in different parts, including multi-head at-
tention, feed-forward layer, and layer normalization. The encoder output is further sent
to a decoder or a classifier according to the task category to generate the final output.

The optimizing objective can be defined to minimize the following loss function:

Li=L (fPLM ([Pt/; lUt]) ayt> (5.5)

Where L is a loss function, which is the language modeling loss for generation tasks
and the cross-entropy loss for classification tasks. Besides, fpry : & — Y mainly
represents the transformation caused by the PLM.

Algorithm 1 Prompt Tuning with Domain-wise Distillation

Require: Dataset D;.,,, pre-trained language model O, prompt length L p, factor \.
Ensure: Generated text or predicted label.
1: Initialize © + O.
Randomly select Lp tokens from the vocabulary to initialize P;.
P/ < MLP (P)+ Py.
Minimize (5) to update P, and O.
fort=2,---,mdo
Embed P, < P,_,.
P/« MLP (F,) + P,.
Calculate cosine similarity between P, and P/_;.
Minimize (7) to update P/ and ©.
end for
: Concatenate P, with test data to calculate outputs.
: return Generated text or predicted label.

R e A A

—_ = =
N = O

As the findings in Section 5.4.1, besides plasticity, PTDD also introduces stability
into the learning objective. It employs cosine similarity to measure the proximity be-
tween the currently updated prompt P, and the last prompt P;_;, and expects these two
to be similar. In this way, P, can retain alike semantics to previous knowledge, thus
stabilizing the prompt’s representation. To achieve the learning objective, an additional
loss function is defined as:

Pl Py

Lo(P Ppy)=1— —t timt
2 (P Pio) = 1= e

(5.6)

Finally, to combine the two objectives together, PTDD uses a factor \ as the regu-
larization coefficient to balance their relationship. Thus, the overall loss function is:
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£:£1+>\£2 (P;,Rgfl) (57)

Through backpropagation, PTDD updates the model and the prompt while preserv-
ing previous knowledge. Without accessing any past data, PTDD is fully rehearsal-free.
It is worth noting that we realize stability from the perspective of prompt, but not like
some previous works from the perspective of PLM [116]. As the two perspectives
are orthogonal, they can be integrated to further investigate, but beyond the scope of
this chapter. During training, if freezing the PLM parameters © and keeping only the
prompt parameters O p trainable, the training stage becomes efficient, and we name
it as parameter-efficient PTDD (PE-PTDD). Moreover, in the inference stage, as the
dataset from which test data comes is unknowable, we directly concatenate the finally
learned prompt with input code snippets, and discard the MLP module so as not to
interfere with the prompt representation. The overall approach of PTDD is manifested
in the Algorithm 1.

5.3 Experimental Setup

5.3.1 Tasks and Datasets

To evaluate the effectiveness of our proposed PTDD, we adopt three downstream code
intelligence tasks, namely code summarization, code vulnerability detection, and code
clone detection. We utilize the project-level continual learning datasets open-sourced
by Gao et al. [62]. In this section, we will describe the three downstream tasks and
their continual learning datasets in detail.

5.3.1.1 Code Summarization (CS)

A high-quality summarization is essential to program comprehension and maintenance
[173]. When given a code snippet, code summarization aims to automatically generate
a natural language description containing the code’s functionality and purpose. Recent
state-of-the-art approaches commonly resort to sequence-to-sequence deep learning
models to achieve promising performance [3, 61]. CodeSearchNet [98] is a widely-

used dataset for code summarization, which includes open-source code spanning six
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programming languages. To simulate the continual learning scenario, on each program-
ming language, Gao et al. randomly split the original dataset into five parts according
to the project name that code snippets derive from. Their division makes code snip-
pets in different parts belonging to different projects, ensuring project-level continual
learning. Datasets for each part are divided into training set, validation set, and test set
by the ratio of 8:1:1.

5.3.1.2 Code Vulnerability Detection (CVD)

Vulnerability detection aims to identify defective code in a timely manner and is cru-
cial to software security [26]. Recent deep learning-based methods mostly represent
it as a binary classification task, to predict whether the input code snippet contains
vulnerabilities [242]. Fan et al. [49] curate a large C/C++ code vulnerability dataset,
namely Big-Vul. In the same procedure as aforementioned, Gao et al. divide it into five
parts and split the training set, validation set, and test set, constructing its project-level

continual learning version, called Big-Vul-PC.

5.3.1.3 Code Clone Detection (CCD)

Code clone indicates two code snippets have the same functional semantics but with
syntactic variations. It makes code error-prone and introduces risks on software main-
tenance and evolution [118]. Code clone detection aims to determine the functional
equivalence of code snippet pairs through a classification paradigm. POJ [151] is a
large-scale dataset for code clone detection containing 104 different algorithms, and
for each algorithm, there are 500 programs written in the C language. Due to the enor-
mous amount of data when pairing code snippets, following the previously used strat-
egy [235], after dividing the 104 algorithms into five parts, Gao et al. randomly sample
40,000/5,000/5,000 pairs in each part to construct the training set, validation set, and
test set. The continual learning dataset is represented as POJ-PC.

5.3.2 Baselines

To show the effectiveness of our proposed PTDD, we compare our methods with the fol-
lowing representative baselines. Their detailed information is described below. Specifi-

cally, in the comparison, we choose CodeT5 [207] as the backbone model for code
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summarization and CodeBERT [55] for code vulnerability detection and code clone
detection. The reason for choosing the two models is based on their popularity and rep-
resentativeness in the three tasks. As pre-trained on large-scale code corpora, CodeT5
and CodeBERT learn universal representations for programs and have achieved out-
standing results. They are widely used baselines in the research on the three tasks, and
become fundamental models to achieve SOTA results [179, 183, 242]. In the mean-
time, CodeBERT is an encoder-only model and is good at classification tasks like code
vulnerability detection and code clone detection, and CodeT5 builds on an encoder-

decoder framework so that it excels at generation tasks like code summarization.

* Fine-Tuning [43]: FT directly updates all parameters of language models to
downstream tasks. In the continual learning scenario, the tuned model in the

previous dataset is used as the model’s initialization in the next dataset.

* Prompt Tuning [120]: For continual learning, PT and PEPT both add extra
prompts, but the former tunes all parameters and the latter only updates prompts.
Following previous works [209, 225], the initialization of prompts is randomly
generated.

« EWC [116]: As the abbreviation of elastic weight consolidation, EWC slows
down learning on certain weights to mitigate catastrophic forgetting. The se-
lected parameters are important for previous tasks and are constrained to stay

close to their old values.

« EMR [200]: EMR is short for episodic memory replay, a representative rehearsal-
based method. It randomly retrains data samples from the previous datasets to

ensure the learned knowledge will not be forgotten.

* PP-TF [225]: PP-TF, namely prompt pooling with teacher forcing, is a parameter-
efficient continual learning approach for generation tasks. It enforces constraints

on the prompt selection to make training stable.

It is worth noting that we choose EMR as the representative of rehearsal-based
methods, but not REPEAT [62]. This is because, considering the advantages that
rehearsal-based methods have, namely reutilizing previous data samples, there is no
need to compare PTDD with the SOTA rehearsal-based method, i.e., REPEAT. As
REPEAT is based on EMR and adds two extra components, including representative
exemplars replay and adaptive parameter regularization, we choose the more funda-
mental baseline EMR in this chapter to demonstrate the effect of the rehearsal-based
methods.

93



5.3.3 Evaluation Metrics

For code summarization, we use three metrics for evaluation, i.e., BLEU [158], Meteor
[15], and Rouge-L [128]. BLEU compares n-grams of the generated text with n-grams
of the ground truth text, counting the number of matches. We set n as 4 in this chapter
(i.e., BLEU-4). Meteor focuses on the unigrams and takes into account the precision,
recall, and fluency of the generated text. Rouge-L calculates the F-score based on the
Longest Common Subsequence (LCS) of the generated text and the ground truth text.
For code vulnerability detection and code clone detection, we adopt F1, Precision (P),
and Recall (R), which are widely used in previous works [133, 175].

Specifically, in the CL scenario, a sequence of models needs to be evaluated on all
previously learned datasets. To better assess the method’s performance, we calculate

the average performance following the same strategy that former works used [62, 149]:

1 1 o
Q=— d o, 9= - ;Qj (5.8)

where (2, ; represents the performance on the j-th test set after learning the i-th
dataset. (2; is the average performance of (2; ; on all test set from j = 1to j = 4, and
(2 is the overall performance on all m datasets. Here, ) can be any metric introduced
above.

5.3.4 Implementation Details

The experiments are conducted on an Ubuntu GPU server with four RTX 3090 24GB
GPUs. Our code is implemented by the deep learning framework PyTorch'. The PLMs
we used, namely CodeBERT and CodeT5, are from Huggingface?, and we keep their
default hyperparameter settings. We reproduce the performance of EWC, EMR, and
PP-TF, referring to previous works [62, 225]. For all three tasks, we set the training
epoch to 10 and the batch size to 16. But considering the different complexity of the
three tasks and their used PLMs, we set the learning rate to 5e-5 for CS but 2e-5 for
CVD and CCD. For the parameter-efficient methods in the CS task, we set the learning
rate to le-3 as the parameters that can be tuned decrease dramatically. The prompt
length is adjusted in the range of {10, 20, 30, 40, 50}, and the factor X is adjusted in

Thttps://pytorch.org/
Zhttps://huggingface.co/models
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{0.1, 0.5, 1, 5, 10, 50}. An elaborate analysis of the two parameters will be discussed

in section 5.4.4.

5.4 Experimental Results

In this section, we conduct extensive experiments to answer the following research

questions:

RQ1: How is the performance of vanilla prompt tuning in the continual learning

scenario?
RQ2: How effective is PTDD when compared to baselines?
RQ3: What are the contributions of different components in PTDD?
RQ4: How do varied parameter settings influence the performance of PTDD?

RQS5: How does PTDD perform in the low-resource scenario?

5.4.1 RQ1: Vanilla Prompt Tuning Performance

Prompt tuning has become a popular approach in applying PLMs to specific down-
stream tasks, and researches on it emerge constantly in the field of software engineering
[197, 198]. In the CL scenario, prompt-based methods also show advantages [225].
However, we criticize that the existing method lacks inheritance of previous knowl-
edge, and the additional prompt selection module may lead to bias and error. We prefer
to explore the effectiveness of using limited prompts. In this section, we first conduct an
experimental study to investigate the performance of PT and PEPT, and expect some
inspiring findings. We evaluate PT on all three code intelligence tasks, but evaluate
PEFT only on the CS task, as they cannot converge on other tasks with tuning a tiny
fraction of parameters based on our experiments. Table 5.1 and Table 5.2 illustrate

their performance.

From the tables, we can observe that PT obtains consistent improvement when
compared with the predominant tuning paradigm, i.e., fine-tuning. This finding is in
accordance with previous works [197, 198]. For the CS task, Table 5.1 shows that PT’s
average performance increases by 1.91%, 3.82%, and 1.83% in terms of BLEU, Meteor,
and Rouge-L. The highest improvement is in the Go dataset, where the BLEU metric
raises 4.99%. Besides, although the BLEU metric slightly declines in the Javascript
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dataset, the other two metrics here are obviously improved. Thus, we argue that PT is
still beneficial for those codes in Javascript. For the CVD and the CCD task, as shown
in Table 5.3, the enhancement brought by PT can reach 3.33% and 2.18% in terms of
the F1 score. The experimental results indicate that PT can achieve better performance
in the CL scenario.

Due to the possible capability degradation issue, there are few works exploring the
effectiveness of PEPT with PLMs in code intelligence tasks. In the experiment, we
evaluate PEPT on the CS task. From Table 5.1, we can observe that the performance
of PEPT is weaker than fine-tuning. The average decline is 1.66, 0.61, and 1.27 in
terms of BLEU, Meteor, and Rouge-L, respectively. The observation shows that only
depending on adjusting prompt parameters are difficult to adapt across domains, and
it is necessary to tune PLMs when applying PT. Besides, although PT outperforms
FT, they still lack a learning objective for stability. As shown in Figure 5.2, which
illustrates the performance variation, their performance decreases when feeding new

datasets. It inspires us to balance the plasticity and the stability objective when tuning.

Answer to RQ1: In the CL scenario, PT can consistently outperform FT on
the studied three code intelligence tasks. However, the performance of PEPT is
slightly weaker. The study inspires us that it is necessary to tune PLMs when
applying PT, and we should balance the plasticity and the stability learning ob-

jective.

5.4.2 RQ2: Comparison with Baselines

In this section, we conduct comprehensive experiments to evaluate PTDD by compar-
ing it with a series of baselines. We keep the backbone model used in all baselines the
same as our method, namely CodeTS5 for CS and CodeBERT for CVD and CCD. Table
5.1 and Table 5.2 show the detailed evaluation results, and we highlight the highest
values among all rehearsal-free methods in bold. The values presented are the average
performance calculated by Equation 5.8.

For the CS task, it can be observed from Table 5.1 that the average performance
of PTDD on all six datasets can surpass FT by 2.55%, 4.37%, and 2.10% in terms of
BLEU, Meteor, and Rouge-L. PTDD also obtains consistent improvements on all three
metrics when compared with PT. For the regularization-based baseline EWC, PTDD
outperforms it by 0.77% on average regarding the BLEU metric. Considering the addi-
tional computation required by EWC to select important parameters, PTDD omits this
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Table 5.2. Evaluation results of code vulnerability detection and code clone detection.

CvD CCD

F1 P R F1 P R
EMR | 3255 4290 27.50 | 85.01 &9.11 8145
FT 27.62 45.67 21.79 | 83.07 84.50 82.33
PT 28.54 43.64 2344 | 84.88 84.92 85.45
EWC | 28.61 46.71 24.07 | 83.34 83.97 83.43
PTDD | 30.69 44.89 25.11 | 84.94 84.65 85.94
Ablation | 29.20 4294 24.08 | 84.76 83.82 86.28
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Figure 5.2. Performance recorded by the dataset order.

process, updates models and prompts in a backpropagation step, and can obtain a better

performance, indicating its advantage in alleviating the catastrophic forgetting problem.
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Even in comparison with the rehearsal-based baseline EMR, PTDD can achieve com-
parable performance. It surpasses EMR in the Ruby and Python datasets regarding the
BLEU metric. Due to the need to store previous data, EMR becomes not applicable to
data privacy sensitive scenarios. Our proposed PTDD gets rid of the shortcomings and

realizes a rehearsal-free approach.

For the CVD task, as shown in Table 5.2, PTDD dramatically outperforms FT by
11.12% and 15.24% in terms of F1 and Recall, but mildly decreases in terms of Pre-
cision. When compared with PT, PTDD can obtain consistent superiority of 7.53%,
2.86%, and 7.13% regarding the F1 score, Precision, and Recall, respectively. Besides,
PTDD performs better than EWC but weaker than EMR. This result shows that replay-
ing a fraction of data samples is still effective in such a classification task. Whereas
when considering the constraint of data privacy, PTDD performs best among all base-
lines. For the CCD task, PTDD can surpass FT by 2.25%, 0.18%, and 4.39% in terms
of F1, Precision, and Recall. A similar advantage of PTDD can be observed in com-
parison with PT and EWC. Although it is slightly inferior to EMR, PTDD avoids the
risk of data breaches and is practical in real-world scenarios.

Furthermore, we illustrate the performance variation when inputting a sequence of
datasets in Figure 5.2. We select the Ruby dataset of the CS task and datasets used in
the other two tasks as representatives. The performance trend of the first dataset and
the average performance trend on previously learned datasets are presented separately.
The horizontal axis is the input order of datasets, and the vertical axis is the value of
the BLEU or F1 metric. From Figure 5.2, it can be observed that the catastrophic for-
getting problem widely exists in the continual learning scenario. Our proposed PTDD
can generally improve performance and slow decline trends, indicating it can alleviate

forgetting of learned knowledge.

Answer to RQ2: The performance of PTDD can surpass FT, PT, and EWC
generally in all three code intelligence tasks, indicating its superiority in the con-
tinual learning scenario. However, it is slightly inferior to the rehearsal-based
baseline EMR as EMR stores and retrains a fraction of data samples, avoiding

our rehearsal-free setting.

5.4.3 RQ3: Ablation Study

In this section, we conduct an ablation study from two aspects. The first is to inves-
tigate the contribution of the distilled prompt learning module to the performance of
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PTDD. In addition, considering the prosperity of exploring parameter-efficient fine-
tuning methods in code intelligence, we also detect how effective the PE-PTDD is,
expecting advantages of our method in the parameter-efficient scenario. The ablation
results are presented at the bottom of Table 5.1 and Table 5.2.

To validate the contribution of the distilled prompt learning module, we remove the
stability learning objective and train models with the loss function in Equation 5.5. In
the experiment, following the same experimental setting of RQ2, we use all datasets of
the three tasks. For the CS task, as shown in Table 5.1, there is a consistent decline if
discarding the module in terms of BLEU. Except for Javascript and PHP datasets, the
same downward tendency occurs in terms of Meteor and Rouge-L. Although the drop
is not dramatic, considering the reported values are the average on all five datasets and
our prompt embedding strategy is still used, the consistent decline demonstrates the
contribution of the module in improving the performance. For the CVD task, from Ta-
ble 5.2, there is an obvious degradation of 1.49, 1.95, and 1.03 in terms of F1, Precision,
and Recall. For the CCD task, performance drops in terms of F1 and Precision, but an
inverse variation takes place in terms of Recall. As Precision and Recall sometimes
conflict, the consistent drop in the F1 score also shows that the module can improve
our method.

For the effectiveness of PE-PTDD, we experiment by freezing the backbone PLM
and keeping the prompt parameters trainable. Therefore, we only update prompts
through input datasets. We evaluate all six datasets of the code summarization task fol-
lowing the same setting of RQ1. As shown in Table 5.1, when compared with PTDD,
PE-PTDD’s average performance decreases by 1.64, 1.13, and 1.43 in terms of BLEU,
Meteor, and Rouge-L, respectively. Although PE-PTDD leads to degradations, we can
observe that it still surpasses parameter-efficient baselines, namely PEPT and PP-TF.
PE-PTDD outperforms them by 2.81% and 4.98% on average in terms of BLEU among
all datasets (i.e., domains). The results indicate that our method is still effective if only

tuning a fraction of the parameters.

Answer to RQ3: The distilled prompt learning module is essential for PTDD.

In addition, our method still demonstrates robust effectiveness in the parameter-

efficient scenario.
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Figure 5.3. Parameter analysis of the prompt length and A value.

5.4.4 RQ4: Parameter Analysis

In this section, we investigate the impact of the prompt length L p and the factor A on the
performance of PTDD. Intuitively, a longer prompt means more trainable parameters
and more powerful representation capability. However, excessively lengthy prompts
may also tend to overfit the training data and be detrimental to models. Therefore,
it is crucial to set an appropriate prompt length to uncover the attainable performance.
Besides, the factor A is used to balance the learning objectives of plasticity and stability.
Exploring a proper value is beneficial when applying PTDD in practice. To do so,
we consider the Ruby dataset of code summarization and datasets from the other two
tasks for investigation, where we only vary the analyzed parameter and keep the others
unchanged. The prompt length is set to 10, 20, 30, 40, and 50, and the factor )\ is varied
in the range of {0.1, 0.5, 1, 5, 10, 50}. Figure 5.3 illustrates the experimental results.

As shown in the figure, we can observe that the optimal prompt length for different
datasets is distinguishing. For the Ruby dataset of CS, the best performance is achieved
when Lp is set to 20. Larger or lower values do not give better results. For the CVD
task, PTDD performs well when Lp equals 20 or 50, but the performance is slightly
higher at 50. For the CCD task, setting Lp to 10 can obtain the best result. A perfor-
mance drop occurs if the prompt length is continuously increased. We suspect that this
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phenomenon may be related to the complexity of the tasks and the PLMs used, and we
recommend adjusting an appropriate prompt length first if generalizing PTDD to other
code intelligence tasks. As for the value of the factor A\, we can observe that there is
a tendency that larger A can obtain better results, and PTDD always achieves the best
performance on the three datasets when A is set to 5 or 10. Due to the more complex
calculation requirements of the cross-entropy loss, A needs to increase to emphasize
the significance of keeping stability. The two losses become similar when A is 5 or 10,
thus improving PTDD’s performance. Through the parameter analysis, we reveal the

influence of Lp and A, as well as select an appropriate setting for our method.

Answer to RQ4: The prompt length L p relates to the added trainable parameters
and the factor A concerns the significance of keeping stability. Based on the
experimental results, we suggest adjusting an appropriate L p first on new tasks,

and adapting A around 5 and 10.

5.4.5 RQS5: Performance in the Low-resource Scenario

Low resource is a common scenario for code intelligence tasks [28]. Especially for the
continual learning scenario, consistently constructing large-scale datasets is difficult.
In this section, we investigate the performance of PTDD when given only a small num-
ber of training samples, and we use the code summarization task as an example. For
each dataset, we randomly select 10, 50, and 100 training samples, but keep the vali-
dation set and the test set unchanged. The training set size is about 0.02% - 2.3% for

their original size. Table 5.3 presents the evaluation results.

From Table 5.3, it can be observed that PTDD can generally exceed FT, PT, and
EWC, even surpassing EMR in the low-resource scenario. For instance, when com-
pared with FT and the number of training samples is 10, 50, and 100, the BLEU score
of PTDD can obtain average promotions of 44.76%, 53.10%, and 15.63%, respectively.
Accordingly, the average promotions are 67.88%, 50.13%, and 7.43% when compared
with EWC, and reach 69.09%, 45.70%, and 5.67% when compared with EMR. In com-
parison with PT, the improvements become not drastic and are 11.79%, 8.53%, and
1.43%, respectively. In addition, there is a tendency for the improvement of PTDD
to be stark in fewer training samples. The result is explicable because PTDD adds ex-
tra prompts that are beneficial to elicit pre-trained knowledge. Thus, even with scarce
training data, PTDD can achieve acceptable performance while FT and EWC sufter
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from not having enough samples to learn task-specific knowledge. PT is affected be-
cause it does not mitigate the catastrophic forgetting problem. As for the EMR method,
when reducing the training samples, the size of the stored samples is also reduced, and
consequently, its performance deteriorates. The observations demonstrate that PTDD
is more advantageous in the low-resource scenario and enlighten us on the practical
value of PTDD.

Answer to RQS: In the low-resource scenario, the performance of PTDD can
generally surpass FT, PT, EWC, and even EMR. The average promotion can
reach up to 69.09%. In addition, the improvement of PTDD is more stark when

training samples are fewer.

5.5 Discussion

5.5.1 Visualization for PTDD
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Figure 5.4. Prompt visualization in a representation space. We mark out the order of
each prompt in its upper right corner.

To directly show the influence of PTDD in distilling prompts, we visualize the
learned prompts in a two-dimensional representation space. Focusing on PT and our
proposed PTDD, we carry out experiments on all three code intelligence tasks. In
particular, regarding the CS task, Ruby and Java are selected for experiments. Sub-
sequently, we use t-distributed Stochastic Neighbor Embedding (t-SNE) [194] on the

learned prompts to obtain their two-dimensional representations. The t-SNE algorithm
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is a non-linear dimensionality reduction technique for data exploration, giving an intu-
ition on how data is arranged in higher dimensions. Figure 5.4 shows the visualization
result. As there are five parts in each dataset, we mark out their order in the upper right

Ccorner.

As shown in Figure 5.4, we can observe that the prompt distribution of PTDD is
compact while scattered for PT. The discrete distribution of PT indicates that different
datasets belong to different domains, and there are significant diversities that can lead
to catastrophic forgetting. However, because PTDD calculates the cosine similarity
between current prompts and corresponding previous prompts during training and aims
to minimize their differences, PTDD can restrict newly learned prompts not far from
previous embeddings. Therefore, new prompts contain similar semantics to alleviate
forgetting of learned knowledge. In addition, it can also be observed that the prompt
distribution of PTDD is close to the first prompt embedding of PT. It demonstrates
that when training on the first dataset, PTDD and PT can learn prompts with alike
semantics. But when a sequence of datasets is inputted continually, PTDD can stabilize
prompts’ representations while PT can not. The visualization results directly explain
the superiority of PTDD in the CL scenario.

5.5.2 Case Study

The advantage of PTDD comes from its utilization of prompts to instruct the repre-
sentation of PLMs and thus mitigate the catastrophic forgetting of previously learned
knowledge. In this section, as shown in Figure 5.5, we present two instances to intu-
itively show the strength. Evaluating on the Java dataset of the code summarization
task, we inspect predictions of the first Java dataset. We compare the initial prediction
with the final prediction, which are obtained after training on the first subdataset and
all five subdatasets. For the first instance, it can be observed that the initial summariza-
tions of fine-tuning and PTDD are similar and are aligned with the ground truth. But
after training on the other four subdatasets, the output of PTDD does not change but
fine-tuning varies, outputting “checks” instead of the original “returns true”. For the
second instance, after training on all five subdatasets, PTDD can still accurately output
keywords "TypeConverter”, but fine-tuning outputs some extra unnecessary words like
the list of registered converters”. We find that many cases that do not work well on
fine-tuning but do well on PTDD follow a similar pattern of the second case, i.e., the

final fine-tuning summarization outputs some extra words that do not appear initially.
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These cases indicate that simple fine-tuning tends to forget previously learned knowl-
edge, thus producing low-quality summarization, while PTDD can catch the correct
main idea of the source code because the learned knowledge is kept.

5.5.3 Training Cost Analysis

In this section, we evaluate the training cost of PTDD and compare it with other rep-
resentative continual learning methods. Specifically, using the code summarization
task as an example, we investigate the training time per epoch and the memory con-
sumption of the fifth part of the Java dataset. The evaluation results are illustrated
in Table 5.4. From Table 5.4 and the conclusion about the performance in Section
5.4.2, it can be observed that the training cost of PTDD is comparable to that of FT
and PT, while it performs better. When compared with EWC, PTDD consumes fewer
training resources and obtains better results. Because of the introduction of additional
calculations to select important parameters, EWC needs more training time and mem-
ory consumption. In comparison with EMR, although the performance of PTDD is
slightly inferior, it shows greater efficiency. Without retraining stored data samples,
PTDD utilizes prompts to instruct the presentation of PLMs, which is lightweight and

shows effectiveness and practicality.

Table 5.4. Training cost analysis of PTDD and other representative CL methods.

Methods | Training time Memory Consumption
FT 11min22s 16,994M
PT 11min33s 17,784M
EWC 14min46s 20,392M
EMR 12min03s 18,084M
PTDD 11min35s 17,788M

5.5.4 Implications

This chapter presents the first experimental study to investigate the performance of
prompt tuning set in the CL scenario in the code intelligence field, and proposes a
rehearsal-free CL method named PTDD. In this section, we discuss some implications
of this work from the perspectives of developers and researchers.
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Code:
isToolSelected(int tool) {
selected = ;
(tool) {
IBurpExtenderCallbacks. TOOL_PROXY :
selected = jCheckBoxProxy.isSelected();

IBurpExtenderCallbacks. TOOL_REPEATER :
selected = jCheckBoxRepeater.isSelected();

IBurpExtenderCallbacks. TOOL_SCANNER :
selected = jCheckBoxScanner.isSelected();

IBurpExtenderCallbacks. TOOL_INTRUDER :
selected = jCheckBoxIntruder.isSelected();

IBurpExtenderCallbacks. TOOL_SEQUENCER:
selected = jCheckBoxSequencer.isSelected();

IBL;rpExtenderCaIIbacks.TOOL_TARGET :

)
)

selected;
}
Initial Fine-Tuning Summarization: Returns true if the specified tool is currently selected.
Final Fine-Tuning Summarization: Checks if the specified tool is selected.
Initial PTDD Summarization: Returns true if the specified tool is selected.
Final PTDD Summarization: Returns true if the specified tool is selected.
Ground Truth: Returns true if the requested tool is selected in the GUIL

Code:
removeConverter( TypeConverter tc) {
(tc.getSupportedTypes() == ) {
untypedTypeEncoders.remove(tc);
registeredConverterClasses.remove(tc.getClass());

}
{
( Entry<Class, List<TypeConverter>> entry : tcMap.entrySet()) {
List<TypeConverter> list = entry.getValue();
(list.contains(tc)) {
list.remove(tc);
}
(list.isEmpty()) {
tcMap.remove(entry.getKey());
}
}
registeredConverterClasses.remove(tc.getClass());
}

}

Initial Fine-Tuning Summarization: Remove a type converter.

Final Fine-Tuning Summarization: Remove a converter from the list of registered converters.
Initial PTDD Summarization: Remove a type converter.

Final PTDD Summarization: Remove a TypeConverter.

Ground Truth: Removes the type converter.

Figure 5.5. Examples of summarizations outputted by PTDD and Fine-Tuning.
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Implications for developers. This work focuses on the continual learning sce-
nario, where datasets are input sequentially to update PLMs so that they can be applied
to wider domains. Considering the dynamic nature of software codebases, it is practi-
cal for developers in real-world scenarios. In addition, due to the potential restriction
of data privacy in practice, this work discards the data selection and data storage mod-
ule that previous works contain, and leverages the capability of prompt in eliciting
pre-trained knowledge to realize a rehearsal-free approach, enlightening developers
about how to apply prompt tuning in the CL scenario. Experimental results in the

low-resource scenario show the superiority of PTDD with scarce data.

Implications for researchers. This work also obtains several interesting findings
that might be instructive for researchers. In the experimental study of prompt tuning
set in the CL scenario, we find that freezing the PLM parameters prominently damages
models’ performance, especially for classification tasks such as code vulnerability de-
tection and code clone detection. The results differ from findings in the NLP field [120],
but are in accordance with previous studies in code intelligence [198]. We argue that
this phenomenon is related to the size and quality of PLMs, as well as the complexity
of downstream tasks. It deserves to be investigated in future works to better utilize
prompt tuning. Besides, although PTDD is tailored for domain-incremental continual
learning, its utility is not confined to domain-specific tasks. The core paradigm of lever-
aging prompts to preserve previously learned knowledge can readily extend to cross-
domain continual learning. Nevertheless, given the pronounced distribution shifts in
cross-domain scenarios, incorporating supplementary strategies, such as prompt pool,

is beneficial for achieving superior performance and deserves deeper exploration.

5.5.5 Threats to Validity

External Validity mainly concerns the generalizability of our findings to other settings
and datasets. One threat to the external validity comes from the limited used PLMs.
Considering the computational resource constraints, our experiments are conducted
on two widely used PLMs, namely CodeBERT and CodeT5. However, more PLMs
should be considered due to their promising performance, such as DeepSeek-Coder
[78] and CodeLlama [169]. Asillustrated in the previous work [ 120], PT becomes more
competitive with larger PLMs’ scale. It is deserved to explore our proposed PTDD on
other PLMs in the future work. Besides, the limited choice of evaluation datasets is
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another threat. In this work, we adopt the project-level continual learning datasets open-
sourced by Gao et al. [62], which are large-scale and their original datasets are well-
known. However, as the research about continual learning in code intelligence is just
beginning, there is a lack of alternative datasets to enrich our experiments. For example,
we follow the same setting to input five datasets sequentially, but it also deserves to
be investigated if the total number of datasets becomes more. In the future, we will
construct a more comprehensive dataset to expand the experiments.

Internal Validity mainly concerns the aspects that could impact the experimen-
tal results. The first threat to the internal validity lies in the hyperparameter settings.
Finding the optimal hyperparameters is always a difficult task. In this work, besides
some conventional hyperparameters like batch size and learning rate that follow the
usual, we conduct specific parameter analysis to adjust the prompt length and the fac-
tor \. Although our analysis does not include all possible parameter values, this aspect
is not crucial to the study as we have already shown the performance of PTDD with
reasonable hyperparameter values. In addition, the internal validity is also related to
the replication of baseline models and evaluation metrics. To mitigate these threats, we
strictly follow their designs to reproduce or directly utilize their source code for model

construction. Therefore, we conclude that it is a lightweight threat to validity.

5.6 Chapter Summary

Concentrating on the CL scenario, this chapter thoroughly investigates the performance
of vanilla prompt tuning and introduces PTDD, a novel rehearsal-free CL methodology.
PTDD sequentially distills prompt representations and optimizes backbone models by
incorporating a stability learning objective. From our first experimental study, we find
that inheriting previous PLM parameters is beneficial in the CL scenario. For the ef-
fectiveness of our proposed method, extensive benchmarks across three representative
code intelligence tasks demonstrate that PTDD can surpass a series of rehearsal-free
baselines, even in the parameter-efficient setting. Furthermore, we unveil the underly-
ing mechanism of PTDD via prompt visualization and evaluate its performance under
data-sparse conditions. Finally, we summarize our findings and provide implications

to inspire and scaffold subsequent endeavors in this domain.
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Chapter 6

TerGEC: A Graph Enhanced
Contrastive Approach for Program
Termination Analysis

Programs exhibiting non-termination behavior can introduce severe vulnerabilities, such
as denial-of-service and memory exhaustion, making early detection before deploy-
ment highly crucial. While existing execution-based and deep learning-based meth-
ods have made notable strides, they remain bottlenecked by complex sandbox envi-
ronment dependencies and a pervasive deficit in fine-grained analysis. To overcome
these limitations, this chapter introduces TerGEC, an execution-free, graph-enhanced
contrastive approach. In detail, TerGEC analyzes behaviors of programs from Abstract
Syntax Trees (ASTs), thereby capturing intra-class semantics both syntactically and lex-
ically. Besides, it incorporates contrastive learning to learn the discrepancy between
program behaviors of termination and non-termination, thereby acquiring inter-class
semantics. Furthermore, we integrate graph augmentation to bolster robustness and
employ a joint objective of weighted contrastive loss and focal loss to alleviate the in-
herent class-imbalance issue. Extensive evaluations across five Python and C datasets
demonstrate that TerGEC achieves the best performance in general. Among all exper-
imented datasets, TerGEC outperforms state-of-the-art baselines by 8.20% in terms of
mAP and by 17.07% in terms of AUC on average, thereby validating the complemen-
tary synergy between intra-class and inter-class learning, as well as the effectiveness
of our proposed class-imbalance solution.
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The subsequent sections of this chapter proceed as follows. Section 6.1 presents
the preliminary concepts, establishing essential notations and introducing GNN layers.
Section 6.2 elaborates on the proposed TerGEC framework. Section 6.3 establishes the
data preparation workflow, encompassing preprocessing and data transformation pro-
cedures. In section 6.4, we comprehensively evaluate the experimental results across
four distinct research questions. Section 6.5 provides a deeper discussion, incorporat-
ing a critical analysis of limitations and potential threats to validity. Finally, section

6.6 encapsulates this chapter with a concise summary.

6.1 Preliminary

To formally illustrate our graph-enhanced contrastive approach, we first present some
background knowledge in this section. It contains the notations of graphs and the cal-

culation of some GNN layers that are used in TerGEC.

6.1.1 Notations

In this paper, we denote a graph as G = (V,£,X), where V is the set of vertices and
E CV x Visthesetofedges. N = |V| is the number of vertices. The graph structural

NxN
N and a

and attributive features are represented as an adjacency matrix A € {0,1}
feature matrix X € RV*F where A;; = 1iffe;; € £. F is the dimension of attribute

vector, and x; € RY is the feature of v;.

6.1.2 GNN layers

Graph Convolutional Network (GCN), which is one of the most representative meth-
ods of GNN. Set H' is the feature matrix in the [** layer, that is H° = X for original
graphs and H° = X for augmented graphs, the layer-wise propagation rule is:

HH = o (D*%AD*%HIWZ> 6.1)

Here, A = A+ Iy is the adjacency matrix A with the addition of the identity matrix I .
This is actually adding self-connections on graphs to consider the influence from nodes
themselves. D is the degree matrix of A, which is a diagonal matrix and Dn‘ =5 i fll-j.
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Adding the degree matrix D can normalize A that can avoid neglecting the information
from those nodes with few degrees. W' is a layer-specific trainable weight matrix. o (-)
1s an activation function, such as ELU [36], ReLU [152], PReLU [84].

Graph Attention Network (GAT), which implements the self-attention mecha-
nism in the graph domain, emphasizing concentrating on the most relevant parts. In
calculation, the preference is realized by attention coefficients, which is defined as:

ei; = a ([W'h; W'R.]) (6.2)

Where ¢;; is the attention coefficient between node ¢ and node j, indicating the impor-
tance of node j’s feature to node 7. h! is the input feature vector of node i in the [t
layer, and is also the i"* row of feature matrix H'. h; has a similar meaning. W' is a
trainable weight matrix for /" layer. [; -] denotes the concatenation operator. The func-
tion a(-) maps the concatenation matrix to a real number. In the implementation, a(-) is
a single-layer feedforward neural network, which is parameterized by a weight vector
a, and followed by an activation function LeakyReLLU [144] to provide nonlinearity.
Thus attention coefficients e;; can be represented as:

eij = LeakyReLU (a” ([Wl%; Wlhﬂ)) (6:3)

Following the graph topology, only adjacency nodes are computed in the attention
coefficient. It is necessary to normalize the coefficients so that makes them easily
comparable. After normalization, the coefficients are expressed as:

eXp (Gij)

a;; = softmax (%‘) - D A, €XP (€ir)
keN; !

(6.4)

Where M is the neighborhood of node <.

To calculate the output feature vector of node i in the *" layer, namely A, multi-
head attention is applied that can concatenate attention coefficients from diverse repre-
sentation spaces. Formally, with K independent attention mechanisms, ]Ali is defined
as:

il = Concat_, <a (Zje Ny afjwlkhg.» 6.5)

Here, o () is an activation function. W is the corresponding weight matrix W' in the
k' attention mechanism.
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Graph Isomorphism Network (GIN), which achieves maximum discriminative
power for graph topology. It redesigns the aggregation process and combination pro-
cess, and updates node representations by:

hl = MLP! <(1 +e) hT Y h§_1> (0

Here, h! denotes the feature of node i in the [*" layer. MLP' is one multi-layer per-
ceptron that is used in the [*" layer, to transform features to the output dimension. €
can be a trainable parameter or a fixed scalar, which can introduce a tiny difference in

different GIN layers.

6.2 Research Methods

Figure 6.1 demonstrates the overall framework of TerGEC, which contains four com-
ponents, i.e., graph augmentation, graph encoder, intra-class learning, and inter-class
learning. Programs are first transformed into graphs, and then graphs are fed into the
graph augmentation module. Graph augmentation is used to generate different views
for input graphs, which is the foundation for the following inter-class learning and im-
proves the robustness of the overall framework. Graph Encoder maps input graphs and
augmented graphs to a feature space. Subsequently, a weighted contrastive loss and a
focal loss are introduced in TerGEC to guide intra-class learning and inter-class learn-
ing, respectively. The above pipeline consequently forms our enhanced contrastive
strategy.

6.2.1 Graph Augmentation

As for input programs, we first transform them into graph representations. The con-
version process is a part of data preprocessing and is elaborated in section 6.3. Sub-
sequently, samples are fed into the graph augmentation module. The objective of the
augmentation module is to improve the sufficiency and diversity of samples [227], and
is also the prerequisite for the following inter-class learning. In addition, augmentation
has been shown to be effective in preventing deep networks from over-fitting and im-
proving robustness [63, 224, 252]. To create rational data, graph augmentation usually
follows certain methods to add perturbation on nodes, edges, or attributes.
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In TerGEC, for input AST graphs, the structural information of programs is repre-
sented via the graph topology. To keep the topology and make ASTs meaningful, we
propose two methods operating on attributive features (i.e., node representations) to
augment graphs, i.e., feature masking and feature projection. It is flexible to use either

of them in our framework.

Feature masking, which uses a randomly generated masking template to substitute
a fraction of dimensions with zeros in attributive features. The masking template M &
{0,1}", where 0 € {0}V and 1 € {1}""*". The distribution for each column vector
in M is a Bernoulli distribution, namely the column vector is 0 with probability p,,,

and is 1 with probability 1 — p,,. Thus, the augmented feature matrix X is defined as:
X=MoX eRV*F (6.7)

Where o denotes the Hadamard product.

Feature projection, which aims to project the input attributive features to an ap-
proximate feature matrix. It has been proven that it can facilitate learning mixtures
of Gaussians [42]. Let P € RV*Y be the projection matrix, whose element p;; is
randomly sampled and has a standard normal distribution, namely p;; ~ N(0,1). By
multiplying P and X, the augmentation of feature matrix is computed by:

X = PX e RV*F (6.8)

After graph augmentation, there are batches of augmented graphs that have the
same topology as input graphs, and only attributive features are transformed. They all
are sent to the same graph encoder for the following processes.

6.2.2 Graph Encoder

Graph encoder targets extracting graph-level representations, consisting of an embed-
ding layer and a multi-layer GNN. The embedding layer converts features to an em-
bedding space, where the dimension of features is ., and F, < F'. By embedding,
sparse vectors are converted to dense vectors, which preserve the semantic informa-
tion and reduce the dimensionality. It also decreases the number of parameters that
can accelerate the calculation of TerGEC.
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The multi-layer GNN is the backbone of encoding. Each GNN layer updates nodes’
representations by aggregating the information from the neighbors of nodes. It can be
represented formally as:

af = AGGREGATE* ({n}~"' : j € N}}) (6.9)

hi = COMBINE" (h; ™', af) (6.10)

Here, a¥ denotes the aggregation representation from the neighbors of node i in the k"
layer. h¥ is the updated representation of node 7 in the k" layer.

The number of layers indicates how many hops the aggregation can be executed.
With the hop increasing, the central node can interact information with nodes from a
wider scope. Figure 6.2 shows the interaction scope of the root node with 1 hop and
2 hops, respectively. Referring to the models utilized broadly in the graph classifi-
cation tasks, we propose three models that can be used in the multi-layer GNN, i.e.,
GCN [115], GAT [196], GIN [216]. They use differentiated methods to implement
the AGGREGATE" (-) and COMBINE (-) functions. The details of corresponding
calculations are demonstrated in section 6.1.2.

After multi-layer GNN, nodes’ feature vectors are updated. As for ASTs, it means
the syntactical and lexical information has been captured by the graph encoder. More-
over, to predict whether a program is terminated or not, we adopt a READOUT (-)
function to aggregate nodes’ feature vectors from each graph in the final GNN layer.
It can be denoted as:

he = READOUT ({h{|i € G}) (6.11)

Where h¢ is the aggregated feature vector. Some usual methods for the READOUT (-)
function are sum, mean, and max aggregators. In this paper, we use the mean aggrega-

tors to avoid influences from the number of nodes.

6.2.3 Intra-class Learning

In the intra-class learning module, we concentrate on original graphs GG and their rep-
resentations U that are extracted from the graph encoder. Therefore, we optimize
TerGEC directly based on their respective labels. Similarly, an MLP as the projec-
tion layer 0* (-) is used for U firstly. To deal with the imbalance problem, instead
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of traditional cross-entropy loss, we use focal loss [130] to optimize TerGEC during
intra-class learning. Focal loss can be formally defined below:

Lintra = FL (pt) = —0y (1 - pt)7 log (pt) (612)

Here, p, is the estimated probability of each class. If we use y € {0,1} indicates
labels, p, = pify = 1, and p, = 1 — p otherwise. «; has an analogous definition,
which is a weighting factor. (1 — p;)” is a modulating factor, where ~ is a focusing
parameter. It is observed that focal loss is an extension of cross-entropy loss, which
emphasizes adding weights for samples that are in the minority class and reducing the

loss contribution from easy samples.

6.2.4 Inter-class Learning

Apart from learning from intra-classes, acquiring the discrepancies between programs
of terminating and non-terminating from inter-classes is also crucial and conducive
for termination detection. From the perspective of feature space, samples of different
classes should be separated as much as possible, while samples of the same class should
be as similar as possible, which can be seen as inter-class information. In TerGEC,

following this motivation, we propose the inter-class learning module.

For a batch of graphs G and their augmentations G, their graph representations U €
RS5*P and U € R5*P are obtained after graph encoder, where S is the batch size and D
is the dimension of graph feature vectors. Before calculating the difference, a nonlinear
projection layer 6 (-) is added to transform graph representations to another hidden
space that is used to compute the inter-class loss. It has been proven that a nonlinear
projection can help improve the representation quality [32]. In the implementation, the

projection layer is an MLP with a nonlinear activation function.

After projection, U and U are transformed to U’ and U’. We concatenate the two
graph feature matrices and get U = [U g }, computing inter-class loss based on U.
We set labels of augmented graphs as same as the corresponding original graphs. Thus,
in comparison to U’, U contains more samples, whose quantity is 25, and introduces
augmented positive samples that maintain the graph topology feature. In U, each sam-
ple has its label, namely termination or non-termination, and samples can be separated
according to their labels. What we target is to enforce the classifier to maximize the
difference between samples of different classes. For each pair of samples in U ,1.e., U,
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Algorithm 2 Graph Enhanced Contrastive Approach

Require: Batches of graphs (G, which are transformed from programs, with their cor-
responding labels y that indicate termination or non-termination.
Ensure: Prediction results y/'.
1: forepoch=1,2,... do
2: Generate the augmented graphs G = (V, £,X).
3: Obtain graph representations U and U of input graphs G and augmented graphs
G after the graph encoder.
Project U that is obtained in step 3 by 0* (-).
Calculate the intra-class 1oss L;,trq-
Project U and U by 6 (-) to obtain U’ and U".
U= [U LU } )
Calculate the inter-class 10ss L;,zer-
Combine the two optimization objectives and calculate L.
10: Update parameters by gradient descent.
11: end for
12: Predict labels using the trained model.
13: return ¢/’

N A S

and 7, we utilize a normalized temperature-scaled cross-entropy loss function to cap-

ture their similarity, which is denoted as L”

inter:*

The difference is implicitly expressed
in the other pairs of samples, i.e., u; and g, where 7 # k. Only pairs of samples that
have the same label are accumulated for the inter-class 1oss L;,..r, Which can be seen

as a weighted contrastive loss. It can be formally represented as:

| —log exp (i (U, 1) /7) (6.13)
nter — NN .
Sy Liznexp (¢ (@, i) /7)
N o N -
Linter = Z N _ 1 Z li#jlyij L;iLter (614)
i=1 " Y j=1

Where ¢ (4;, 1) = @;-0;/||0;]]]|4;] is the cosine similarity function. 7 is a temperature
parameter. y; is the label of sample ;, and IV, is the number of samples whose labels
are as same as y; in the batch. 1,,; € {0,1} and 1,,—,, € {0, 1} are two indication
functions. They equal to 1 iff7 # j and y; = y; respectively. « is a weighted coefficient
we set to alleviate the imbalance between termination samples and non-termination
samples. According to their proportion in the batch, a higher « is assigned to samples

that are in the minority class, namely non-termination. With the decreasing of L;,e;,
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samples of the same class are gathered and samples of different classes are separated,
which brings a brand-new optimization objective for high-quality termination analysis.

Finally, to combine the intra-class and inter-class semantic information together,

we use a hyperparameter A to balance their weights. The overall loss is defined as:

L= )\Linter + (1 - >\) Lintv'a (615)

Different from the training stage where the loss is produced by a weighted sum of
intra-class and inter-class modules, during the inference stage, given a piece of code
snippet, the predictive results of termination or not are produced by the intra-class
learning module of TerGEC only.

The overall procedure of the proposed graph-enhanced contrastive approach is sum-

marized in Algorithm 2.

6.3 Data Preparation

Existing termination detection datasets face some common problems. On the one hand,
the number of data samples is relatively limited, usually several hundred or so, and
some labels are missing. On the other hand, the proportion of termination samples and
non-termination samples in these datasets is approximately balanced, which violates
the practical situation that only a minority of programs are non-terminal. To address

these limitations, we construct four custom datasets for termination detection.

6.3.1 Preprocessing

The raw datasets are derived from Large language models (LLMs)-generated programs.
To be specific, it is based on two widely utilized code generation datasets, i.e., Hu-
manEval [31] and MBPP [12]. The two datasets are widely acknowledged in the field
of code generation, and they are equipped with test cases, which can be used to judge
whether each program can terminate. To construct our datasets, we adopt the code
generation results of both GPT-Neo 125M and GPT-Neo 1.3B [100], producing four
distinct raw datasets, namely 125M_ HumanEval, 125M_MBPP, 1 3B HumanEval,
and 1 3B_MBPP, respectively. GPT-Neo is an open-sourced model and is pre-trained
on Pile dataset [60]. It has two versions whose parameters are 125M and 1.3B. We
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chose GPT-Neo because there are existing results on HumanEval and MBPP, which
has been published by [100]. Thus, it is convenient to construct the raw datasets. In
addition, two code-generation models are involved which can guarantee the diversity
of our four constructed datasets.

The raw constructed datasets include plentiful programs. HumanEval is a set of 164
hand-written programming problems, and MBPP contains 500 test problems. For each
problem, there are about 100 generated programs. The raw number of each dataset is
shown in Table 6.1. However, as are automatically generated, many of them may have
grammatical errors. Therefore, we filter them and subsequently label the raw datasets
with termination or not. Specifically, we use the test cases given by HumanEval and
MBPP to evaluate each generated code. Programs without loops are first filtered out
because a loop is a prerequisite for non-termination. When executing a program with
equipped test cases, if it exceeds a predefined time limit, which is set as 10s in this
work, it means the program is a “non-termination”. For the remaining programs, if
they can pass all test cases, they will be annotated as “passed”. Or if they raise some
error, they will be labeled as “failed”. There are many reasons that may cause a pro-
gram failure. If the raised error is a logic error, which means the program can not
pass all the test cases, but the program can still execute and terminate. To supplement
our datasets, among all programs with logic errors, we pick up those containing loop
iterations, and combine them with “passed” programs to constitute “termination”. Sub-
sequently, programs labeled with termination and non-termination will be transformed

into graph representations.

6.3.2 Data Transformation

To represent programs both syntactically and lexically, we transform them into AST
graphs. AST is a homogeneous and undirected graph presenting program syntax via
its hierarchy and non-leaf nodes while conserving the program lexical via leaf nodes,
which is widely applied in compilers for static analysis. In this paper, those programs
that have been preprocessed are converted to corresponding ASTs by an open-sourced
parser generator tool, tree-sitter [24]. Figure 6.2 illustrates an example in 125M_-
HumanEval dataset. The values of leaf nodes in AST are shown in italics, such as
“def” and “generate_integers”. Non-leaf nodes express different types in syntax, such
as “module” and “parameters”, and they are organized hierarchically. Therefore, the
content and structure of the original program can be fully represented in AST.
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As for the initialization of attributive features, we maintain a dictionary for each
dataset. The dictionary contains all types of non-leaf nodes and all values of leaf nodes
that appear in the same dataset, and it maps each node to a one-hot vector. Itis noted that
we do not embed original node features in data preparation, but combine the embedding
process with our methods. Table 6.1 manifests the statistics of our four custom datasets,
including the number of graphs, the dimension of features, the average number of nodes
and edges, as well as the number of different classes. As shown in the table, the positive

samples merely take a small proportion.

6.4 Evaluation

To investigate the performance of TerGEC, we conduct plentiful experiments, includ-
ing comparing with multiple state-of-the-art baselines and analyzing the improvement
contributed by the components of TerGEC. Specifically, our evaluations follow four
research questions below:

RQ1. Quantitative Evaluation. How does TerGec perform compared with the

state-of-the-art baselines?

RQ2. Role of Graph Augmentation. Can our proposed augmentation strategies

improve the performance in termination analysis?

RQ3. Backbone Analysis. Embedded with various backbone models, such as
GCN, GAT, and GIN, how do they influence the performance of TerGEC?

RQ4. Effectiveness of Balance Factors. To what extent that the balance factors

in TerGEC can improve performance in an imbalanced setting?

6.4.1 Experiment Setting

Baseline models. There are a total of eight state-of-the-art baselines that TerGEC com-
pares with. Besides three fundamental methods, namely GCN [115], GAT [196], and
GIN [216], we also compare TerGEC with some recent representative methods, con-
cluding GGNN [124], GNN-FiLM [21], and graph transformer [176]. GGNN [124]
extends the usage of gated recurrent units (GRU) to graph-structured problems so that
it can update node and graph representation vectors. GNN-FiLM [21] introduces the
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graph hypernetworks and a feature-wise linear modulation to modify the message pass-
ing process that numerous GNNs used. Graph transformer [176] is inspired by the
power of transformer in NLP, reforming it into graph learning tasks. In addition, two re-
current networks are also used to compare, namely Long Short-Term Memory (LSTM)
[91] and Gated Recurrent Unit (GRU) [35]. It is noticed that there is also a branch of
methods [66, 217] that require satisfiability modulo theories (SMT) solving to exe-
cute programs and check whether programs can terminate, but they have noteworthy
drawbacks like needing complex configuration for complete sandbox environment and
taking too much time in execution, leading to their unrealistic application in practice.
Therefore, we exclude these methods from baselines and choose methods that do not

need the execution process to compare.

Metrics. To evaluate the performance of TerGEC, we use mean Average Preci-
sion (mAP) and the Area Under the receiver operating characteristic Curve (AUC) as
metrics. Average Precision (AP) summarizes the Precision-Recall curve to one scalar
value, which can be seen as the weighted mean of precisions when setting different
thresholds. Mean average precision is the average of APs for termination and non-
termination instances. Receiver Operating characteristic Curve (ROC) shows the true
positive rate and the false positive rate at each classification threshold, and AUC uses
a value between 0 to 1 to manifest ROC. A higher AUC indicates better performance.

Datasets. We conduct extensive experiments on programs with Python and C lan-
guage, which can evaluate the generalization ability of TerGEC. As for Python pro-
grams, we use four custom datasets, and their construction processes are introduced
in section 6.3. As for C programs, we use an existing dataset, the Termination Prob-
lem DataBase (TPDB), which is from the TermComp termination competition [67].
Although it has been published by [67] as claimed in their paper, we cannot find the
complete version. Therefore, we tried our best to collect a subset, which contains 206
C programs, with 158 termination programs and 48 non-termination programs. Its
detailed statistics are shown in Table 6.1. All datasets are split into the training set,
validation set, and testing set by the ratio of 7/1/2 for experiments.

Setup. The experiments were conducted on an Ubuntu GPU server with four RTX
3090 24GB GPUs. TerGec was implemented by the deep learning framework PyTorch
! and a GNN package PyG [57]. Specifically, we set 4 layers for the GNN encoder and
use Adam optimizer [114] whose learning rate is adjusted in {5e — 4, le — 4,5¢ — 5}

Thttps://pytorch.org/
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according to the datasets. Moreover, batch size is adjusted in {64, 128} and the dimen-
sion of hidden vectors come within {128,256}. A maximum training epoch is set to
200. As for the hyperparameters in the intra-class and inter-class learning module, we
set ay = 0.95 and v = 2 for the focal loss, which is a default setting in many previous
studies [10, 130] and has been proved the effectiveness. We adjust the value of A in
the range of (0, 0.5] and choose the value that performs best, which is A = 0.01. An
elaborated illustration of the role of A has been discussed in section 6.4.5. In addition,
we adjust the specific method used in the graph augmentation and the backbone. We
consistently selected the best combination in each experimental dataset and recorded
their performance. A detailed analysis of the two components is illustrated in section
6.4.3 and 6.4.4.

6.4.2 RQI1: Quantitative Evaluation

Comparing TerGEC with state-of-the-art baselines can directly indicate the superiority
that TerGEC has. To achieve the best performance of TerGEC, we adjust some com-
ponents like the graph augmentation method and the backbone used, reporting the best
results. The effects of choosing different graph augmentation strategies and backbones
will be further discussed in section 6.4.3 and 6.4.4. For the eight baselines, which fol-
low the same setting of TerGEC, we implemented them by PyTorch and PyG as well.
Table 6.2 shows the detailed results for the baselines and TerGEC.

As shown in the table, TerGEC achieves the best performance on almost all datasets
and all evaluation metrics. It can be observed that the performance of TerGEC sur-
passes LSTM and GRU a lot, which indicates that the graph representation of pro-
grams benefits the termination analysis. Specifically, for the mAP metric, TerGEC
outperforms baselines in all five datasets. In terms of 125M_ HumanEval, there is
an increment on mAP about 4.59% - 15.56%. In addition, the increments are 2.56%
- 17.79% in terms of 125M_ MBPP, 0.18% - 11.38% in terms of 1 3B _HumanEval,
1.00% - 10.60% in terms of 1 3B MBPP, and 3.17% - 15.18% in terms of TPDB. The
improvements indicate that TerGEC can accurately predict non-terminating programs
among a mass of termination samples with a lower error rate. As for the AUC metric,
TerGEC achieves the best on datasets 125M MBPP, 1 3B MBPP, and TPDB, where
the improvements are 5.10% - 27.55%, 1.25% - 42.38%, and 2.69% - 34.87%, respec-
tively. Although on the other two datasets, 125M HumanEval and 1 3B _HumanEval,
TerGEC does not perform best. We investigate this because TerGEC is equipped with
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class-imbalance solutions; more non-terminating programs were found, but this also re-
sulted in some misclassified termination samples, which leads to the decline of the AUC
metric in the two datasets. Furthermore, besides Python program datasets, TerGEC out-
performs all baselines in C program dataset TPDB, which manifests TerGEC has the
generalization ability that is regardless of the programming language. It is worth not-
ing that TerGEC and all baselines are evaluated under identical dataset configurations.
Moreover, our evaluation across various dataset scales demonstrates consistent perfor-
mance gains, confirming that the improvement inherently stems from TerGEC rather

than variations in dataset size.

Answer to RQ1: When comparing with the state-of-the-art baselines, our pro-
posed TerGEC can achieve better/comparable performance on both Python

program datasets and C program datasets, which indicates that TerGEC can

improve the prediction performance and has the generalization ability.

6.4.3 RQ2: Role of Graph Augmentation

The graph augmentation module is a key component of TerGEC that can increase the
diversity of samples and improve the robustness of TerGEC. To investigate the im-
pact of graph augmentation, we compare the performance of TerGEC using different
graph augmentation strategies with a special version of TerGEC that removes the graph
augmentation module. The different graph augmentation strategies are feature mask-
ing (FM) and feature projection (FP), as elaborated in section 6.2.1. They can yield a
batch of new graphs to supplement the original graphs. When removing the graph aug-
mentation module, no more new graphs are produced, and only the original graphs are
sent to the following graph encoder to calculate the intra-class and inter-class semantic
information. Table 6.3 illustrates the experimental results of graph augmentation. For
the selection of backbones, to achieve the best results as that in RQ1, we choose GAT
for dataset 125M_HumanEval and TPDB, and GIN for dataset 125M_MBPP, 1 3B -
HumanEval, and 1 3B MBPP.

It can be seen from Table 6.3 that, regardless of FM or FP, using graph augmentation
can bring a better performance on all five datasets. The maximum increment can be
7.25% for mAP and 8.08% for AUC. The good performance not only verifies that graph
augmentation is beneficial to non-termination prediction but also proves that FM and
FP are two effective strategies that have the potential to be used in program analysis
tasks. As for the performance of TerGEC with FM and FP, FP outperforms FM in
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datasets 125M_MBPP and 1 3B MBPP, while FM has a higher score in the other
datasets. We suspect that it is because the programs generated by the MBPP dataset
are relatively short, so simple feature masking may lose more semantic information.
The experimental results show that FM and FP have their own merits and demerits,
and choosing a proper graph augmentation strategy for different datasets is vital. FM
is simple in calculation but has the probability of losing the crucial dimension. FP is
realized by a randomly sampled projection matrix, which has a higher possibility of

introducing noise.

Answer to RQ2: Graph augmentation is conducive to the prediction of non-
termination and can improve the performance in termination analysis tasks.

Feature masking and feature projection are two effective graph augmentation

strategies in practice.

6.4.4 RQ3: Backbone Analysis

Graph encoder in TerGEC aims to capture the semantic information from ASTs. Hence,
choosing an appropriate GNN model as the backbone of the graph encoder module
influences the representation capability of TerGEC. Because of the difference in initial
design purposes, GNN models have their preferences in dealing with different tasks.
Generally speaking, GAT performs well in node feature representation, and GIN does
better in graph-level applications [93]. To choose a proper backbone for termination
analysis, we investigate three popular GNN models, namely GCN [115], GAT [196],
and GIN [216], and evaluate the performance of their corresponding TerGEC. Table
6.4 shows the performance of TerGEC with different backbones.

From the results of Table 6.4, we can conclude that different backbones affect the
performance of TerGEC. GAT achieves the best performance in dataset 125M_ Hu-
manEval and TPDB, and GIN wins in the other three. If we analyze the average node
number of the five datasets, we can discover that dataset 125M_HumanEval and TPDB
are higher than the others. This phenomenon confirms the advantages of GAT in node
representation, which is more suitable for graphs with more nodes. On the contrary,
when the node number descends, the superiority of GIN in graph representation appears.
Meanwhile, we should note that the difference among different backbones might be
minute. Thus, it is necessary to consider carefully when selecting specific backbones.
Moreover, as can be seen from Table 6.2 and Table 6.4, when using the same backbone,
TerGEC always has better performances than the original baselines. But there are also
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some counter-examples. For instance, inthe 1 3B MBPP dataset, when using GCN or
GAT as the backbone, the performance decreases slightly if using TerGEC. Due to the
difference is minute here, we conjecture it can be attributed to the random initialization
of the model. On the whole, our proposed TerGEC performs better in most datasets
and backbones, which proves the effectiveness of TerGEC.

Answer to RQ3: The choice of different backbones can affect the perfor-
mance of TerGEC. Specifically, GAT is suitable for datasets with more nodes,
like 125M HumanEval and TPDB, and GIN does better in graph representa-
tion in the other three datasets.

6.4.5 RQ4: Effectiveness of Balance Factors

To cope with the imbalance classes problem in termination analysis, TerGEC intro-
duces the inter-class learning module and corresponding balance factors. There are two
kinds of balance factors in TerGEC. One of them is the coefficient « in equation 6.14,
which aims to give a higher weight to non-terminating samples that are in the minor-
ity, and another is the hyperparameter A in equation 6.15, which is used to balance the
proportion between inter-class and intra-class semantic information. To evaluate the
effectiveness of the two balance factors, we conduct ablation experiments of TerGEC
by removing « and )\, respectively. That is to set « = 1 in equation 6.14 and A = 0.5
in equation 6.15. In addition, we also set A = 0.1 and A = 0.3 to observe the change
of performance when A is varied. Table 6.5 demonstrates the performances in detail.

The other settings are also the same as those of RQ1.

Table 6.5 distinctly presents a drop in prediction performance if removing either
a or )\, proving that balance factors are indispensable in TerGEC. The decline could
be 3.87% - 11.72% for the mAP metric and 1.21% - 11.78% for the AUC metric in
the five datasets. To be specific, the drop caused by the loss of A is more obvious than
that of .. In fact, due to the more complex calculation requirements of the inter-class
loss, its value is usually higher than the intra-class loss. When increasing the value of A,
the importance of intra-class loss is weakened, and the performance decreases. Balance
factor A plays an important role here in balancing the inter-class loss and the intra-class
loss, bringing TerGEC to the optimum of classification. Similarly, the balance factor
« in equation 6.14 enlarges the effects from the non-terminating samples and conducts
TerGEC to learn more semantic information from non-termination. Therefore, the two

balance factors help TerGEC improve its performance in an imbalanced setting.
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Answer to RQ4: Balance factors are effective when disposing of the class-
imbalance problem in termination analysis. The coefficient o and hyperpa-

rameter A\ boost the performance of TerGEC in the five experimental datasets.

6.5 Discussion

6.5.1 Limitation

Our work shows efficiency and effectiveness and enhances the performance of deep
learning-based methods in termination analysis, but there are still limitations. To pro-
vide an estimation of a program’s termination behavior, our method aims to learn
the discrepancies in characteristics between non-terminating programs and terminat-
ing ones. However, it cannot provide formal proof of termination, which means the
prediction may consist of some false positives, and the explainability is also weak. To
try to alleviate the above limitations inherent in deep learning-based approaches, we
designed inter-class and intra-class joint learning methodologies to improve the predic-
tion performance of neural networks. As for explainability, we will further design a
localizer to specify the defective lines and use visualization methods to provide nec-
essary hints in future work. In addition, with the rapid development and extensive
studies of pre-trained language models [136, 230] and large language models [223,
232], their application and adaptation in termination analysis are also worthy of trying.
In the future, we will incorporate them into our framework for a more comprehensive

investigation.

6.5.2 Threats to Validity

External Validity mainly concerns the generalizability of our findings to other datasets.
TerGEC takes four custom datasets and one existing dataset into account, including
Python and C languages. Itis the first large-scale dataset for termination analysis. How-
ever, as TerGEC learns the semantic information from the training set for termination
analysis, the dataset quality directly influences the performance. As for the four custom
datasets, since we predefined a maximum execution time to identify non-termination
programs, some programs that can terminate but may exceed the predefined execution
time might be mislabeled. But we have set the execution time to be large enough to
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alleviate the threats to validity, which is set to 10s. Thus, we believe this threat is mini-
mal. In addition, following previous studies [10, 66], we only consider programs with
loops and analyze whether they can terminate, but exclude infinite recursion and corre-
sponding non-termination issues. It is worth considering the infinite recursion problem

in future work.

Interval Validity mainly concerns the aspects that may impact the experimental re-
sults. One potential aspect is the hyperparameter setting. Finding the optimal hyperpa-
rameters is always a difficult task. In TerGEC, besides conventional hyperparameters,
such as batch size and embedding dimension, a proper graph augmentation strategy,
a suitable backbone, and an opportune setting of balance factors are also needed to
adjust. Although we have analyzed these in section 6.4.3, 6.4.4, and 6.4.5, there are
still some settings that are not considered, like if the hyperparameter A is set to other
values, and we keep it for future work. In addition, threats are also related to the bias in
the replication of baseline models. To replicate baselines on our datasets, we followed
their designs and implemented them using PyTorch and PyG. We have double-checked
and fully tested our replication code to reduce errors. Therefore, we believe that it is a
little threat to validity.

6.6 Chapter Summary

This chapter introduces TerGEC, a graph-enhanced contrastive approach tailored for
program termination analysis. By simultaneously capturing both intra-class and inter-
class semantics of programs, TerGEC facilitates a more fine-grained representation.
Additionally, graph augmentation is introduced to enhance robustness, while weighted
contrastive loss and focal loss are incorporated to tackle the pervasive class-imbalance
problem. To evaluate our approach, we construct four large-scale datasets that reflect
real-world class-imbalance issues, pioneering the first comprehensive benchmark study
for termination analysis in software engineering. Extensive evaluations demonstrate
that TerGEC generally outperforms state-of-the-art baselines across both Python and
C programs. Ablation studies further confirm that the graph-enhanced contrastive ap-
proach that combines the intra-class and inter-class semantic information, along with
our proposed class-imbalance solutions, effectively improves the prediction perfor-

mance for non-terminating programs.
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Chapter 7
Conclusion and Future Work

This thesis presents a series of novel methodologies and comprehensive experimen-
tal evaluations dedicated to advancing code intelligence across the dual dimensions
of efficiency and adaptability. Our investigation spans four core perspectives: high-
efficiency fine-tuning paradigms, exploration of efficient model architectures, dynamic
adaptive learning strategies, and structure-aware adaptive learning approaches. In this
chapter, we conclude the findings established in these works and outline strategic di-

rections for future research.

7.1 Conclusion

In the area of high-efficiency fine-tuning paradigms, we systematically investigate the
competitive edge of PEFT relative to FMFT within code-change-related tasks. These
tasks are of particular interest due to the inherent objective mismatch between pre-
training and downstream fine-tuning requirements. Specifically, our empirical evalua-
tion encompasses four prevalent PEFT methods (AT, LoRA, PT, and PreT) across two
pivotal downstream tasks: JIT-DP and CMG. Our findings reveal that while PEFT vari-
ants consistently outperform FMFT on JIT-DP, with AT and LoRA achieving SOTA re-
sults, they only exhibit comparable performance on CMQG, albeit with reduced resource
consumption. Crucially, PEFT demonstrates relative superiority under cross-lingual
and low-resource settings. To elucidate the performance variance between PEFT and
FMFT, we conduct three probing tasks that evaluate their code semantic representa-
tions from both static and dynamic perspectives. Based on the probing insights, we
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propose Pastay, a novel approach that harnesses the layer-wise complementary ad-
vantages of FMFT and PEFT to achieve superior domain adaptation. Experimental
results show that Pastay significantly outperforms various PEFT baselines. Remark-
ably, even when compared to FMFT, Pastay achieves maximum performance gains of
1.48%, 3.21%, and 1.87% in terms of BLEU, Meteor, and Rouge-L, respectively. Con-
currently, Pastay maintains exceptional efficiency, reducing training time by 26.26%
and computational memory usage by 20.65% relative to FMFT, thereby underscoring
its substantial practical value.

Focusing on the exploration of efficient model architectures, we evaluate Mamba-
based models, which are sub-quadratic alternatives that bypass the quadratic com-
plexity of the Transformer, across three representative code intelligence tasks. Our
experimental results demonstrate that under standard full fine-tuning, Mamba-based
PLMs exhibit performance parity or clear dominance relative to their similarly sized
Transformer-based counterparts. Crucially, under PEFT settings, the superiority of
Mamba-based PLMs becomes substantially more pronounced. Furthermore, we pro-
vide empirical evidence establishing the architectural advantages of Mamba for code
intelligence, alongside its efficient learning ability in low-resource scenarios. In par-
ticular, when trained in an extremely data-scarce setting (just 0.1% of the dataset),
Mamba-based PLMs exhibit remarkable robustness, with a performance degradation
of only 3.69% in the Java code completion task. Finally, we extend our comparative in-
quiry to larger scales, specifically benchmarking models with 370M and 7B parameters.
We observe that while scaling up parameters consistently yields performance gains for
Mamba-based PLMs, their performance is inherently bounded by pre-training data and
tasks, causing their competitive advantage over Transformer-based counterparts to di-
minish.

When it comes to dynamic adaptive learning strategies, we propose PTDD, a novel
rehearsal-free continual learning framework tailored for code intelligence. Short for
Prompt Tuning with Domain-wise Distillation, PTDD can sequentially distill prompts
and optimize backbone models by introducing an auxiliary stability learning objec-
tive. Our preliminary experiments reveal that leveraging inherited PLM parameters
conduces to preserving learned knowledge, yielding benefits for continual learning.
Subsequently, comprehensive experiments across three code intelligence tasks demon-
strate that PTDD significantly outperforms a series of rehearsal-free baselines. Specifi-
cally, it achieves performance gains of 2.55%, 11.12%, and 2.25% over full fine-tuning
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across these tasks. Furthermore, we provide intuitive insights into PTDD’s effective-
ness through prompt visualization and evaluate its performance in low-resource sce-
narios. Notably, the performance gains become even more pronounced with limited

training data, exhibiting a remarkable improvement of up to 69.09%.

Regarding structure-aware adaptive learning approaches, we introduce TerGEC, a
graph-enhanced contrastive approach for program termination analysis. It simultane-
ously captures the intra-class and inter-class semantics of programs, enabling a more
fine-grained analysis. In addition, a series of graph augmentation mechanisms is de-
signed to enhance robustness. To mitigate the class-imbalance problem, TerGEC in-
corporates both weighted contrastive loss and focal loss. Concurrently, we construct
four large-scale datasets that faithfully reflect real-world class-imbalance issues to eval-
uate our method. Compared with SOTA baselines, TerGEC generally achieves the
best performance across both Python and C programs. On average, it surpasses ex-
isting competitive methods by 8.20% in mAP and 17.07% in AUC across all bench-
mark datasets. Ablation experiments further demonstrate that the graph-enhanced con-
trastive approach that integrates both intra-class and inter-class semantic information,
coupled with our proposed class-imbalance solutions, effectively improves the predic-

tion performance for non-terminating programs.

7.2 Future Work

While our proposed approaches demonstrate substantial efficacy in advancing code
intelligence across the twin dimensions of efficiency and adaptability, there remain
potential directions for further refinement.

In the area of high-efficiency fine-tuning paradigms, we conduct experiments on
two pivotal code-change-related tasks: Just-In-Time Defect Prediction (JIT-DP) and
Commit Message Generation (CMG). While alternative tasks exist within the scope of
code change learning, such as patch identification [90] and comment updating [231],
we strategically prioritize JIT-DP and CMG as they form a representative dual-paradigm
(classification vs. generation) that robustly generalizes to the core challenges of code
intelligence. Moving forward, we plan to expand our evaluation by incorporating more
relevant tasks to rigorously verify the generalizability of our findings and delineate
their operational boundaries. Besides, the probing tasks currently deployed to dissect
the dynamic semantic-level information can be designed with finer granularity. Future
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investigations could incorporate advanced probing tasks for fine-grained exploration,
such as evaluating whether PLMs can precisely detect code changes like the insertion
of a variable declaration. Additionally, our proposed Pastay combines FMFT and
PEFT based on their layer-wise probing results, successfully striking a desirable trade-
off between efficiency and performance. In the future, we could explore automating
this combination for diverse backbone architectures without relying on manual probing
analysis.

Focusing on the exploration of efficient model architectures, we present the first
systematic empirical study of Mamba-based PLMs across three representative code in-
telligence tasks. Atthe 130M parameter scale, we comprehensively evaluate the perfor-
mance of Mamba-based PLMs against Transformer-based baselines across various fine-
tuning paradigms, including FT and PEFT. Furthermore, we dissect their unique archi-
tectural advantages and explore their performance in low-resource scenarios. At larger
scales, however, the prohibitive computational overhead and resource constraints inher-
ent in foundational pre-training preclude us from training large-scale Mamba architec-
tures from scratch. In the future, we plan to conduct a rigorous and unified pre-training
process to establish a fair comparison between Mamba and Transformer architectures at
larger scales. The advantage of Mamba-based PLMs in handling longer code snippets
is also worth exploring. In addition, looking beyond Mamba, other non-Transformer
architectures, including Spiking Neural Network [65] and Generative Adversarial Net-
works [70], are also worthy of investigation in future studies.

When it comes to dynamic adaptive learning strategies, our preliminary experimen-
tal investigation into prompt tuning within the CL paradigm reveals that freezing the
backbone PLM parameters severely compromises model performance, particularly for
classification tasks. While this phenomenon stands in contrast to established findings
in the NLP domain [120], it aligns with recent empirical observations in code intelli-
gence [198]. We attribute it to a combination of factors, including the parameter scale
and pre-training quality of the PLMs, as well as the complexity of downstream tasks.
Consequently, unraveling the underlying mechanisms of this phenomenon remains a
critical future endeavor to unlock the full potential of prompt tuning. Furthermore, de-
spite the surging research interest in continual learning for code intelligence, this field
still suffers from a scarcity of comprehensive evaluation benchmarks. In the future,
it is imperative to construct cross-domain or cross-lingual benchmarks comprising a
broader number of datasets, thereby facilitating a more rigorous evaluation of diverse
CL methods.
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Regarding structure-aware adaptive learning approaches, we introduce an inter-
class and intra-class joint learning framework to enhance the prediction performance
for termination analysis. However, our current analysis focuses exclusively on pro-
gram loops and their termination behaviors, following previous studies [10, 66]. In-
finite recursion and its associated non-termination issues remain outside the scope of
this study. Additionally, because our framework currently lacks the capacity to gen-
erate formal proofs of termination, its underlying decision-making process remains a
black box. In the future, it is highly worthwhile to extend our scope to include the
infinite recursion problem, incorporating a designed fault localization mechanism to
pinpoint faulty program statements and leveraging visualization techniques to deliver
essential explainability hints. It is also worth systematically investigating the optimal
number of GNN layers for AST-based termination analysis. Moreover, beyond ASTs,
other graph-structured code representations, such as Control Flow Graphs (CFGs) and
Data Flow Graphs (DFGs), merit deep investigation to capture multi-faceted depen-
dencies and yield highly interpretable predictions.
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