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Abstract

The integration of deep learning (DL) techniques has catalyzed a paradigm shift
in software development, moving systems from rule-based logic to data-driven
intelligence. This is not merely an incremental improvement but a breakthrough
that enables new classes of applications. For instance, DL-based models achieve
outstanding performance in diverse domains, including computer vision, medical
imaging, and financial fraud predictions. While the DL-based systems have exhibited
remarkable success, they remain susceptible to out-of-distribution (OOD) input data,
including adversarial samples, corrupted samples, and data with natural domain shifts.
Understanding the challenges inherent in the usage of DL is crucial for developing
and commercializing reliable and robust intelligent software systems. Typically,
these challenges are mainly caused by the black-box characteristics of Deep Neural
Networks (DNNs), resulting in difficulties in explaining and localizing the root cause
of misbehaviors, thus making it harder to repair. One mainstream practice to alleviate
these challenges is to generate representative and meanwhile, valid test cases (in the
thesis, we use the terms test inputs and test cases interchangeably) that effectively
reveal diverse faults in DNNs and use them to enhance the DNN under test.

In this thesis, we embark on a comprehensive exploration of four pivotal aspects
in deep learning testing, each tackling crucial challenges in testing intelligent software
systems: (1) Adversarial test input generation for autonomous driving systems (ADSs),
(2) Transferable test input generation for ADSs, (3) Valid test input generation for
image data, and (4) Cross-domain ensemble-based test input selection. We propose
three novel DL-based approaches (UniAda, validity testing, and ensemble-based
testing) and conduct empirical studies to address ongoing research challenges.

Specifically, recent research on testing intelligent systems has predominantly
focused on generating adversarial test cases to trigger system misbehavior. In the realm
of autonomous driving research, the focus of existing adversarial attack methods on
end-to-end (E2E) ADSs has predominantly centered on misbehaviors of steering angle,

which overlooks speed-related controls or imperceptible perturbations. To address
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these challenges, we introduce UniAda, a multi-objective white-box attack technique
with a core function that revolves around crafting an image-agnostic adversarial
perturbation capable of simultaneously influencing both steering and speed controls.
UniAda capitalizes on an intricately designed multiobjective optimization function
with the adaptive weighting scheme (AWS), enabling the concurrent optimization of
diverse objectives. Validated with both simulated and real-world driving data, UniAda
outperforms five benchmarks across two metrics. This systematic approach establishes
UniAda as a proven testing technique to enhance the reliability of DL-based E2E ADSs.

To ensure the generalizability of the generated adversarial test cases for ADSs, it
is important to assess their transferability. A variety of transferability-enhancement
approaches have been proposed, categorized into input transformation enhancements
and attack objective enhancements. However, most of them are validated on image
classification tasks only, there is limited research exploring methods to enhance attack
transferability and assess the effectiveness of transferability-enhancement techniques
on E2E ADSs. This part of the thesis seeks to fill the gap in autonomous driving
research by conducting an empirical study on different transferability-enhancement
techniques for steering models and identifying the most effective ones.

Numerous proposed automated test generation techniques are capable of
automatically generating thousands of test cases. However, many of them lack a
validity checking mechanism and have been shown to generate invalid inputs. Valid
test input generation is pivotal in reliably enhancing the DNN under test, since the
DNN is expected to only generalize within the valid input distribution, and invalid
test inputs should not be predicted and may lead to unreliable testing. To mitigate
this, we propose a novel framework for validity testing, which improves from existing
testing frameworks by incorporating distribution awareness through joint optimization.
By introducing distribution-based objectives, our proposed framework excels in
generating valid test inputs, validated by both automated and human assessors, which
establishes our method as an effective technique for valid test input generation.

Another challenge associated with a large number of unlabeled generated test cases
lies in selecting a representative subset for manual labeling, which can then be used to
enhance the performance of DNNs. Efficient test input selection and prioritization
have emerged as promising approaches to ensure the quality of the selected test suite
in supporting the improvement of intelligent DL systems. Identifying test inputs
that are likely to reveal diverse DNN faults can significantly reduce manual labeling
efforts and expedite the DNN repair process. However, when applying existing test
input selection techniques in practice, we have observed three limitations: 1. Lack
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of consideration for the consensus of results from multiple independent techniques
(i.e., selecting inputs based on a fused score from multiple techniques); 2. Insufficient
effectiveness evaluation of these techniques; 3. Limited scope of tasks and datasets. In
this part of the thesis, we address these three limitations correspondingly by proposing
an ensemble-based testing technique to consider the consensus decision, evaluating
the effectiveness of these techniques with comprehensive criteria, and assessing
the performance on both autonomous driving and malware detection domains. By
implementing our proposed test selection technique, researchers can significantly
improve the DNN repair process.

In summary, this thesis introduces novel approaches and empirical studies geared
toward enhancing automated testing approaches for intelligent software systems.
Through our proposed approaches and empirical insights, we aim to make meaningful
contributions to the continual advancement of robust and effective techniques within
these domains.

Keywords: Deep Learning Testing, Multi-objective Testing, Test Input
Transferability, Test Input Validation, Ensemble-based Testing.
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Chapter 1
Introduction

In the field of intelligent software testing, the generation of effective and generalizable
test cases is pivotal for enhancing the reliability and robustness of intelligent software
systems. Testing such systems mainly focuses on identifying the incorrectly learned
properties and leads to data that can make the System Under Test (SUT) deviate
from its expected behavior. Identifying and repairing misbehaviors are critical in the
development and deployment of intelligent systems, which highlights the importance
and necessity of comprehensive testing.

With the rapid rise of Deep Learning (DL) in safety-critical applications [1-3],
at the early stage of research, several traditional software testing methodologies have
been converted and applied to DL-based systems. Early efforts have introduced the
concept of Neuron Coverage for measuring the parts of a DL system’s logic exercised
by a set of test inputs (we use the terms test inputs and test cases interchangeably
throughout the thesis) based on the number of neurons activated (i.e., the output values
are higher than a threshold by the inputs) [4]. This is improved based on the code
coverage in traditional software testing and is aimed at testing how thoroughly a set
of inputs tests the SUT. Following this line, many techniques (e.g., k-Multisection
NC, Neuron Boundary Coverage, Top-K NC, Strong Neuron Activation Coverage)
have been proposed to test the SUT with the combination of NC [5]. The line of
DL testing research aims at efficiently generating tests and prioritizing tests from
numerous unlabeled ones that can discover diverse faults as early as possible are
also two important research directions. Fig. 1.1 illustrates the overview of DL
testing. For test case generation, the aim is to generate misbehavior-inducing inputs
for the SUT [6-8, 4]. There are various methods that can be leveraged to generate
misbehavior-inducing synthetic test inputs, such as adversarial attacks [9, 10], and
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transformation techniques (e.g., weather transformation, corruption) [11, 4]. Another
way to collect misbehavior-inducing inputs is from natural out-of-distribution (OOD)
data, including data collected from different sources or times [12]. However, most
of the data are usually unlabeled (i.e., no human labels) in either collection method,
and it takes a huge effort to label every collected sample. Facing numerous unlabeled
test cases, it i1s important to effectively prioritize a small set of tests to be labeled and
use them to enhance the SUT, mostly through model retraining. Test prioritization
techniques (we use the terms test prioritization and test selection interchangeably
throughout the thesis) are categorized into white-box and black-box methods, based
on the information they use. For white-box techniques, we have access to full model
information. Test selection techniques include uncertainty-based techniques that utilize
the prediction uncertainty [13, 14] and surprise-based techniques that utilize the model
surprise of the input [15]. For black-box techniques, no model information is available,
so some researchers directly utilize raw data features only to select inputs. For example,
Aghababaeyan ef al. [16] selects the test suite with higher feature diversity, extracted
by the VGG-16 [17]. After the selection and labeling of test inputs, they are used to
enhance the SUT, normally through retraining with the labeled set [4, 18]. This is
expected to enhance the feature that is insufficiently represented during the training
process.

In this thesis, our attention lies on four aspects in DL testing: (1) test case
generation for autonomous driving systems (adversarial white-box testing), (2) test
case transferability analysis (transferable black-box testing), (3) test case validity
analysis (input validity & realism), and (4) ensemble-based test selection for DNNs
(test prioritization & evaluation strategy).

For aspects (1), (3), and (4), we proposed novel approaches to enhance the testing
framework (e.g., test case generation and selection) for different SUTs, including
Autonomous Driving Systems (ADSs), malware detectors, and image classifiers.
For the second task (2), we conduct an empirical study that explores how existing
transferability-enhancement techniques designed for the image classification task can
be applied in the autonomous driving field. These approaches and empirical studies

address the underlying research challenges comprehensively.
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Test Case Generation

« Generate misbehavior-inducing data for DNN repair
« Synthetic data: Adversarial attacks, transformations
« Natural data: OOD data, e.g., collected in different

Test Case Prioritization

« Prioritize a small set of data from unlabeled test cases

« White box: utilize different model information, such as
prediction uncertainty (e.g., softmax value).

« Black-box: utilize raw data feature, etc.

Repair of SUT

« Retraining with the prioritized and labeled test data.

Fig. 1.1 Deep Learning Testing.

1.1 Test Case Generation for ADSs

Autonomous driving has brought about a transformative shift in the driving experience,
showcasing the immense potential to significantly reduce accidents attributed to human
errors and alleviate traffic congestion challenges [19].

There are two main approaches to implementing the ADS: modular [20] and
End-to-End (E2E) [21]. Fig. 1.2 gives a simple architecture overview of these
two systems. The conventional modular approach decomposes the system into
interconnected modules encompassing perception, decision-making, planning, and
control [22,23,20]. Recent advancements in deep learning have spurred interest in E2E
methods, which combine multiple modules into a single deep neural network (usually
CNN-based) model. E2E ADSs predominantly input sensor data (e.g., RGB images)
and directly output numerical control actions such as steering and acceleration. While
E2E ADSs have exhibited remarkable success [1, 24-26], they remain susceptible
to malicious input data, including misleading corner cases or adversarial examples
[27, 11, 28, 4].

Existing studies have delved into different methods to generate

misbehavior-inducing test cases for the SUT (ADSs in our case), such as generating
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Fig. 1.2 Overview of Modular ADS pipeline (top) and E2E Deep Learning-Based ADS
pipeline (bottom)
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transformed or adversarial images as inputs [11, 27, 4, 28]. Usually, transformed
images result from noticeable transformations applied to original inputs. Adversarial
examples [29-33] involve subtle imperceptible perturbations to original data, avoiding
human detection. These studies explore diverse transformations or perturbations to
the input images and analyze their impact on steering actions. These range from
modifying weather conditions [11, 34, 35] to introducing small black occlusions [4].
However, these efforts fall short in comprehensively testing ADSs, marked by three

limitations.

* Limited Vehicle Controls Testing: Existing studies [27, 36, 28, 11] mainly
concentrate on attacking steering control, while neglecting speed-related
controls. This falls short of testing the security of real-world driving. Notably, no
literature exists on targeting image inputs solely to trigger errors in both steering
and acceleration controls for E2E ADSs based on deep learning.

* Constrained Testing Scenarios: Current testing scenarios lack diversity. For
instance, SelfOracle proposed by Stocco et al. [37] exclusively focuses on
highway scenarios, excluding intersections, traffic lights, pedestrians, and other
vehicles. Similarly, attack techniques like DeepBillboard [27] and PhysGAN
[28] concentrate on driving scenarios containing billboards. The state-of-the-art
technique, DeepManeuver [36], exclusively performs attacks within a simulator,

lacking the testing of real-world scenarios.

» Image-specific or Unnatural Perturbations: Many existing techniques
generate perturbations or transformations specific to individual images [11, 4, 35,
34]. Alternatively, they produce perturbations easily detectable by humans, such
as unnatural billboard replacements [27, 28, 36]. These limitations prompted
our exploration of an adversarial perturbation—a subtle, human-imperceptible
modification capable of consistently inducing errors in both speed and steering

controls across a sequence of images (e.g., a driving record).

In addressing these shortcomings, we design UniAda that leverages adaptive
multi-objective learning to generate universal adversarial perturbations for ADSs.
Notably, we term an adversarial perturbation as universal when it consistently triggers
errors larger than a predefined threshold across most images sampled from the data
distribution [38, 39], thereby transcending image-specific constraints. There could
still exist a limited number of images within the distribution where the generated
universal perturbation fails to trigger errors surpassing the predefined threshold. In

5
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this part of the thesis, we focus on the case where the distribution represents the set
of images describing a driving scenario (e.g., car stops for a jaywalking pedestrian).
To demonstrate the universality, we report the percentage of images that our generated
perturbation attacks successfully by the Success Rate metric with four different tested
thresholds for both objectives. The results have shown that UniAda can successfully
attack 96.3% of images with steering error larger than 3.5°, which is a substantial
improvement compared to baselines.

More specifically, UniAda optimizes a multi-objective function during
perturbation generation.  To achieve universality, UniAda establishes a joint
optimization function through the summation of multi-objective functions associated
with each image within the input driving record. Through iterative gradient descent,
the joint function is minimized, facilitating the search for the perturbation. The
resultant perturbation consistently triggers errors across multiple model predictions
for most input images.

Instead of rudimentary uniform weighting or exhaustive grid search for objective
weights, we propose the Adaptive Weighting Scheme (AWS), inspired by Chen
et al. [40]. AWS, a gradient-based weight adjustment method, strives to balance
varying objective weights to ensure all objectives are trained at a similar rate. This
empowers UniAda to iteratively determine the optimal weight combination, enhancing
the acquisition of shared feature representations for diverse objectives. To test the
effectiveness of AWS, we propose a variant of UniAda, dubbed UniEqual, which shares
the identical algorithm concepts but omits the use of AWS. We also conduct statistical
analysis (i.e., t-test) to intuitively show the difference between UniAda and UniEqual,
indicating that AWS brings a statistically significant improvement in most cases.

We evaluate UniAda on 14 urban driving videos selected from four datasets (i.e,
Carlal00 [25], Kitti [41], Udacity [26], Dave [42]) for two objectives (Steering and
Acceleration) with three victim ADSs (i.e, CILRS, CILR, MotionTransformer). Our
results demonstrate UniAda’s superiority over five benchmarks (DeepManeuver [36],
DeepBillboard [27], Perturbation Attack [43], FGSM [30], UniEqual) in terms of
key evaluation metrics—Mean Error and Success Rate. Notably, UniAda achieves
the highest mean error in steering (29.2° for CILRS, 25.6° for CILR, and 3.54° for
MotionTransformer), which is 6.6°, 8.6° and 2.93° higher than the single-objective
state-of-the-art method DeepManeuver. Furthermore, compared to multi-objective
techniques (i.e., Perturbation Attack, FGSM, and UniEqual), UniAda emerges as the
most effective solution for both objectives on average for all three models in almost all

cascs.
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1.2 Test Case Transferability Analysis

Recent research on ADS testing has predominantly focused on generating adversarial
and synthetic examples to trigger system misbehavior [27, 28]. Adversarial attacks
in E2E ADSs can be generally categorized into white-box and black-box attacks
[11, 4, 36]. White-box attacks involve full model access, while black-box attacks
operate with limited query access without knowing the model parameters. Both
types of attacks have been extensively explored for steering models (E2E ADSs
predicting steering control) [4, 27, 11]. Black-box attacks are comparatively more
practical in real-world scenarios due to their minimal information requirement [44],
though generating effective adversarial samples remains challenging in such cases
[45]. To address this issue, a line of research has proposed attacking a surrogate
white-box model in which we know the parameters to generate adversarial samples,
and leveraging cross-model transferability to attack black-box models for the same
task [46—48]. Cross-model transferability (hereafter as transferability) involves using
adversarial perturbations generated with a white-box model to attack black-box models
[49]. Several studies demonstrate poor transferability of the white-box generated
adversarial samples for steering models, but did not explore methods to enhance it
[50, 46].

Many works have proposed transferability-enhancement techniques and validated
their effectiveness on image classification tasks (e.g., ImageNet dataset) [51, 47,
52] and perception tasks (e.g., object detection) [53, 54]. Two commonly used
approaches are input transformation enhancements [47, 51] and attack objective
enhancements [55, 56]. Input transformation enhancements involve using an ensemble
of transformed and original images (e.g., resizing) to generate the adversarial
perturbation, thereby preventing overfitting to the white-box model.  Attack
objective enhancements apply different objectives to generate more transferable
adversarial samples, such as disrupting model-agnostic features. However, there is
limited research exploring methods to enhance attack transferability and assess the
effectiveness of transferability-enhancement techniques on E2E ADSs.

Therefore, there are two main challenges yet to be solved in the current research:
(1) How to improve the transferability of adversarial attacks on the E2E steering
regression task? (2) Can the existing transferability-enhancement techniques designed
for other tasks be implemented for the E2E steering regression task, and how effective
are they? This part of the world seeks to fill the gap in autonomous driving research by
conducting an empirical study on different transferability-enhancement techniques for
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steering models and identifying the most effective ones. We summarize the following
findings:

1) The transformation Resizing+Translation achieves the best black-box
transferability, producing a 0.28° to 9.39° improvement in MAE compared to the basic
framework (baseline).

2) The objective Pred+Attn achieves high effectiveness in both black-box and
white-box attacks, with increases of up to 5.55° (white-box) and 6.21° (black-box) in
MAE compared to the baseline.

3) The objective Feat+Attn is not recommended for either attack type, showing a
decrease of up to 4.51° (black-box) and 66.09° (white-box) in MAE compared to the
baseline.

4) The best transformation Resizing+Translation (0.06s) for transferability
enhancements takes only half the runtime compared to the best objective Pred+Attn
(0.11s) on average.

Furthermore, based on our results, we also provide insights to pave the way for
future advancements in attack transferability within the field.

1.3 Test Case Validity Analysis

With the rapid development of deep learning (DL), many software applications have
integrated deep neural networks (DNNs) to improve their performance. Despite the
notable achievements of DL-based models across various domains [57-59], research
has indicated their vulnerability to malicious attacks, necessitating comprehensive
testing [27, 4, 8, 11].

Thorough testing of a DL system requires diverse and valid test inputs that can
trigger model misbehavior. While plenty of Test Input Generators (T1Gs) [8, 27, 4, 28,
35, 60, 7] have been proposed to efficiently generate error-inducing inputs, most of
them fall short in checking the validity of the generated test inputs.

Input validation is a fundamental concept in software testing. In traditional
software engineering, developers must create valid test cases to effectively evaluate
the functional logic of the software and ensure compliance with specifications. When
an invalid test case is encountered, the software will handle the input with errors and
exhibit unexpected behavior. In such cases, the functional logic cannot be adequately
tested, rendering those test cases ineffective [61-63]. Generally, enforcing input
validation in software systems ensures only valid inputs are accepted for processing
[62].
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For DNNs, trained models are expected to generalize beyond the training data
but within the valid input distribution [6]. However, DNNs often struggle to clearly
distinguish between valid and invalid inputs, and they may still make predictions
(possibly erroneous) for invalid inputs. For example, MNIST classifiers can predict
digit labels for grayscale cat images with the same shape as MNIST samples, but
these images are not meaningful in testing such classifiers. In DL testing, this brings
difficulty in generating test inputs to effectively and correctly test the generalized
behavior of a DNN. Unfortunately, research has demonstrated that existing TIGs may
occasionally produce invalid inputs [11, 64, 65, 6].

To perform input validation for DNNs, expert labeling provides the most
accurate but time-consuming assessment. To alleviate this burden, automated
Input Validators (IVs) have been leveraged to automatically validate the input
sample, sometimes referred to as anomaly detectors or out-of-distribution detectors
[66, 67]. Different IVs identify invalid inputs (i.e., anomalies) through various
methodologies. A straightforward method is to model the in-distribution density and
classify out-of-distribution data as invalid, termed as density-based methods [68—71].
Another category, dubbed reconstruction-based methods, relies on the quality of
the reconstructed image, such that hard-to-reconstruct samples are deemed invalid
[72—76]. Distance-based methods calculate the feature-space distance [77—-79] between
the in-distribution (valid) and out-of-distribution (invalid) data.

A few testing techniques [11, 65] embedded an IV into their testing framework,
aiming to automatically detect invalid inputs. Dola et al. [64] incorporated a variational
auto-encoder (VAE)-based IV into the test generation framework to filter invalid inputs.
Riccio et al. [6] examined the performance of two reconstruction-based IVs. However,
they only studied the performance of a single type of input validator. This limitation
leads to two questions: (1) Does the results generalize to different types of IVs? (2) Do
we select the right combination of TIG and IV for the DNN models under test? (i.e.,
can the selected 1V accurately detect invalid inputs)? Our solution: We include the
assessment of four IVs across three types (i.e., reconstruction-based, density-based,
and distance-based) to evaluate the compatibility across all combinations of TIGs and
IVs, and incorporate the best IV into the testing framework (i.e., highest accuracy with
human assessment).

Similar to traditional software testing, various DL-based test selection metrics have
been proposed to quantitatively measure the novelty and diversity of the existing test
suites [80]. For example, neuron coverage (NC) metrics [4, 5] measure the ratio of
neurons that are activated in the DNN under test by the given test suite. Surprise
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Adequacy (SA) [15] has also been proposed to measure the surprise of test input
against the training set by monitoring the activation traces. Additionally, uncertainty
quantifiers [81, 82, 13] measure the uncertainty of the DNN model when making
decisions. Some works use these metrics as the testing objectives to generate test inputs
[4, 7, 8]. However, to the best of our knowledge, their associations with the validity
of test inputs are not systematically studied, making their uses in test input generation
incur significant threats. For instance, Dola et al. [64] studied NC achieved by the
generated test inputs and its association with validity by using the labels provided by
automated I'Vs. This raises two potential issues: (1) The generalization to other metrics
is underexplored. (2) Validity labels assigned by automated IVs may not be reliable.
Our solution: We evaluate six test selection metrics in three types (i.e., NC, SA, and
uncertainty quantifiers), and use human annotation as validity labels to systematically
study their reliability.

To enhance the degree of validity in test input generation, we improve a typical
testing framework by incorporating the distribution-aware objective of the best IV
identified by our empirical study. The improvement in the number of valid inputs

can reach up to 10% by human assessment.

1.4 Ensemble-based Test Selection

The susceptibility to errors of DL-based systems, particularly under adversarial
inputs or out-of-distribution (OOD) scenarios, poses significant safety and reliability
challenges [10, 4, 46]. The New York Times reported an incident in which a
self-driving Uber vehicle fatally struck a pedestrian in Arizona because of an incorrect
decision made by the autopilot system [83]. This underscores the necessity of
conducting comprehensive testing to identify and mitigate potential faults in DNN
systems.

When testing DL-based systems, test suites can become extremely large,
encompassing potentially infinite and often unlabeled data. A comprehensive approach
to testing a DL-based system would involve inputting all possible test suites to
activate every feasible logic within the system and identifying any misbehavior or
faulty logic [81]. However, manually labeling all data and executing the full test
suite is impractical in terms of both labor and time consumption. To address these
challenges, test selection metrics have been proposed to prioritize test inputs that are
more likely to cause failures (e.g., mispredictions) and are underrepresented during

training. This approach accelerates fault detection and performance improvement of
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DNNs [13, 4, 5, 15, 18, 84]. Existing metrics encompass neuron coverage-based [4],
uncertainty-based [13, 14], surprise adequacy-based [15], etc. Test input selection
and prioritization using test selection metrics can be examined on both in-distribution
(ID) and out-of-distribution (OOD) samples. Many previous works have followed this
protocol and examined the performance of test selection metrics [81, 18]. Samples that
follow the same distribution as the training data are regarded as ID data, in which DNN
usually demonstrates high accuracy on them. OOD data are caused by distribution
shifts, from either synthetic shifts [7, 4] (e.g., maliciously crafted perturbations) or
natural shifts [85] (unseen and unperturbed new data, e.g., data collected in different
periods of time, data collected from different sources). Prioritizing ID data can help to
examine which part of the feature is insufficiently learned during the training process.
Prioritizing OOD data can help to assess the generalizability of the trained model and
discover faults not represented in the original training and test data.

The effectiveness of the proposed metrics is typically evaluated through two
aspects: the capability to detect faults [81, 13] and the capability to guide retraining
[4, 18, 86]. Although these metrics have shown promising results, we observe three
major limitations in the existing literature, which we aim to address in this part of the
thesis:

(1) Lack of consideration of consensus decision: We observe that the existing
metrics select test inputs based on individual decisions (i.e., decisions of a single
metric), and do not consider the consensus decision. Different metrics represent
distinct aspects of a test input (e.g., DNN’s neuron coverage, DNN’s uncertainty to
a test input, and DNN’s surprise to an input). Selecting inputs that consider various
aspects together can be beneficial as it helps mitigate biases or the incompleteness of
individual scores caused by specific cases. For example, an input with low neuron
coverage may result in high prediction uncertainty computed from the softmax layer.
In this case, if the neuron coverage alone is used as the test selection metric, such input
would not be prioritized during DNN repair/enhancement despite its high likelihood
of exposing model misbehavior, which can ultimately lead to inefficient testing.
However, this ensemble-based testing approach that considers the consensus decision
is still underexplored in the current literature on DL testing.

(2) Insufficient effectiveness evaluation: It is important to consider comprehensive
aspects to compare different test selection metrics. The capability to detect diverse
faults in DNNs and the capability to guide retraining are two important aspects to
assess the quality of the selected test suite, which is composed of the prioritized
inputs by the metric [81, 18, 16]. Regarding the former factor, we denote a fault in

11
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DNN s as the root reason that causes DNN mispredictions, e.g., multiple mispredictions
may be attributed to the same fault. In the previous work, Average Percentage of
Fault-Detection (APFD) [87] has been used to assess the fault detection capability
based on the number of mispredicted inputs [13, 81]. This criterion evaluates the
misprediction-detection rate and favors metrics that detect the highest number of
mispredictions as early as possible. However, this approach can be misleading when
multiple mispredictions are attributed to the same underlying cause/fault, as it fails to
assess a metric’s capability to prioritize mispredicted inputs associated with diverse
causes [88]. As for the latter factor, the capability of guiding retraining is typically
evaluated based on the improvement in accuracy after retraining using the selected
test suite. However, the extent of this improvement varies depending on the test set
used for evaluation, potentially overlooking certain faults. For example, a selected test
suite might expose five DNN faults, but the evaluated test set may only reveal three of
them. As a result, the discovery of the remaining two faults would not be captured by
this criterion. Many previous studies have exclusively used retraining and/or APFD
to compare different metrics [18, 86], which consequently leads to an insufficient and
potentially biased evaluation.

(3) Limited task/dataset studied: The effectiveness of test selection metrics should
be examined in a wide range of domains. We observe that most existing work
conducted analysis limited to simple image datasets, such as MNIST [89], SVHN [90],
CIFAR-10 [91]. They are mostly learned by CNN models and consist of similar feature
representations. Although DeepXplore [4] also examined their test selection metric on
driving and Android malware, their experimental settings (e.g., metric comparison,
OOD construction) are relatively narrow. Dat [18] conducts an empirical study on
diverse test selection metrics on both image and text data. However, their comparison
of these metrics focuses solely on retraining performance, which may lead to a limited
evaluation.

To address these shortcomings, we conduct a comprehensive empirical study
on five test selection metrics and propose a novel testing framework for driving
and malware detection datasets. For the empirical study part, we evaluate the
metrics using two criteria: the capability of fault detection and retraining guidance.
Instead of APFD, which measures the misprediction-detection rate, we adopt a more
effective clustering-based approach that measures the rate of detecting distinct causes
of the mispredictions [16]. The clustering-based approach assumes that each cluster
(clustering from the misprediction set) corresponds to a fault, as mispredicted inputs
within the same cluster are assumed to be mispredicted for the same reason. As

12
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for the second criterion, to comprehensively evaluate the retraining performance, we
leverage more than five OOD operators to construct the test set, each with 11 different
distribution shifts, which is expected to simulate a generalized OOD scenario and are
also more likely to trigger diverse DNN misbehaviors. Based on our empirical findings,
we identify multiple best-performing metrics based on two criteria and propose an
ensemble-based testing framework to extract a consensus decision for input selection.
Validated on two Android malware datasets (AndroZoo [92] and Drebin [2]) and two
real-world driving datasets (Dave [42] and Udacity [26]), our observations reveal that
none of the five studied metrics achieve statistically significant top performance across
both evaluation criteria simultaneously. In contrast, our method successfully achieves
this. Compared to the best baseline in retraining guidance, our method achieves at
least the same amount of accuracy improvements while delivering substantial and
statistically significant improvements in fault detection (e.g., detecting 5 extra faults on
average, with statistical significance in 75% of the cases). The same holds true for the
best baseline of fault detection. Additionally, our ablation study statistically validates
the effectiveness of each component of our method, including scale unification and
ensemble-based selection.

1.5 Contributions of Thesis

This thesis makes significant contributions to improving the reliability and safety
of Deep Learning (DL) based systems through a suite of novel, automated testing
methodologies. We propose three core testing approaches: UniAda, validity-aware
testing, and ensemble-based testing, complemented by a comprehensive empirical
study on test case transferability. Collectively, these contributions to test case
generation and selection provide practical tools and insights for uncovering critical
faults in the SUT, ensuring the realism of tests, and enabling more efficient
debugging and improvement of DL models, particularly in safety-critical domains like

autonomous driving.

e In the domain of test case generation for ADSs, we propose UniAda, a novel
attack technique for DL-based E2E ADSs that can generate multi-objective
universal adversarial perturbations for the input driving video. UniAda is
effective in triggering errors on three state-of-the-art DL-based E2E ADSs for

both steering and acceleration controls, tested with both simulated and real-world
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data. UniAda improves reliability by proactively exposing a common feature
pattern of test cases that can induce critical, previously overlooked faults.

e We also propose a new strategy, Adaptive Weighting Scheme (AWS), employed
in UniAda for balancing different objectives in a real-time manner, which
maintains consistent training rates for each objective. The effectiveness of
AWS is validated by comparing UniAda with the equal-weighted counterpart,
UniEqual.

e The experiment results show that UniAda outperforms five benchmarks across
two metrics, inducing steering and speed deviations from 3.54° to 29° and
11 km/h to 22 km/h on average. All the implementations are available at
https://github.com/UniAdaRepo/UniAda/.

e For test case transferability analysis, we systematically assess the effectiveness
of various transferability-enhancement techniques for E2E steering models.
The generated test cases are likely to fail not just one model, but an
entire family of models. This breaks the dependency on white-box access
and allows for more rigorous, independent safety auditing, a cornerstone
of reliable system integration. @ We provide insights into the superior
performance of these techniques and open-source our implementation at

https://github.com/EnhanceRepo/EnhanceTransferability.

e We identify nine enhancements in total-three input transformations and six
attack objectives—applicable to E2E steering models. We evaluate their
effectiveness in both white-box and black-box attacks using two datasets and
four steering models. For black-box and timely attacks, Resizing+Translation
is recommended. For high effectiveness in both attack types, Pred+Attn is

recommended. However, we do not recommend Feat+Attn for either attack

type.

e In test case validity analysis, we analyze the association of six test selection
metrics with the test input validity. Our results indicate that, in comparison
to neuron coverage and surprise adequacy, uncertainty quantifiers offer a more
accurate and positive association with input invalidity. Validity-aware testing
improves reliability through efficient testing and, hence, efficient system fault

correction. Meanwhile, this ensures resources are spent on meaningful test cases.
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1.5 Contributions of Thesis

e Building upon our empirical findings, we enhance the existing testing
framework by incorporating distribution awareness through eight different joint
optimizations. The results have demonstrated a 2% to 10% increase in the
number of valid inputs by human assessment. The implementation and data are

available at https://github.com/InputValidityRepo/InputValidity.

e As for the ensemble-based testing, we propose a novel scale and granularity
unification strategy within our testing framework to unify different test
selection metrics, facilitating ensemble-based testing. = Our method is
statistically effective in both fault detection and performance improvement
of the SUTs across autonomous driving and malware detection domains.
Ensemble-based testing improves the system’s reliability by making the
retraining process of system enhancement more efficient and effective
using critical test inputs. The implementation and data are available at
https://github.com/EnsembleTesting/EnsembleTesting/.

e For evaluation, we utilize two key criteria: the capability of retraining
guidance and the capability of fault detection. Specifically, we adopt a
novel clustering-based approach to more effectively estimate the cause of
DNN misbehaviors, moving beyond the conventional focus on the number of

mispredictions.

To facilitate understanding of the contributions of the thesis, we also provide a
high-level summary table that compares existing work and our studies. As illustrated
in Table 1.1, we have made meaningful contributions on each studied topic in the thesis.

As for the first topic, effective test case generation in autonomous driving, the
existing work mainly generates test cases that only induce misbehavior on the vehicle’s
steering control, neglecting other important maneuvers. Also, their generated test
case (e.g., adversarial perturbation) is mostly effective on single image input, i.e.,
image-specific test cases. Our proposed method addresses these two main limitations.
The proposed UniAda is capable of generating test cases that induce misbehavior on
both steering and speed controls. Moreover, our generated test case is image-agnostic,
such that a single perturbation can be applied to multiple images and render them
effective in inducing model misbehavior on both maneuvers.

As for the second topic, transferable test case generation in ADSs, the existing
work generates a test case that is effective for one targeted model only. It becomes

ineffective when we want to use it on other models. Our empirical study address this
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Chapter 1. Introduction

Table 1.1 Contributions of the thesis

Topic ‘ Existing work ‘ Our method / study
Effective test case Steering misbehavior; Steering & speed misbehavior;
generation in ADSs Image-specific test case Image-agnostic test case
Transferable test case Model-specific test case; Model-agnostic test case;
generation in ADSs (work only on one model) (i.e., transferable)
Valid test case generation Invalid test cases; Valid test case generation;
(multiple domains) (not real and meaningful) (incorporate validity checker)
. Inefficient test cases selection | Ensemble-based test selection
Test case selection . .
(single aspects) (diverse aspects)
(multiple domains) Slow DNN improve Faster DNN improvement

problem by studying transferability-enhancement techniques that help in generating a
transferable test case that works on multiple models. In the real world, the tester rarely
knows the internal details of the targeted Al system. Therefore, transferable test cases
that work across different models are helpful.

As for the third topic, valid test case generation, the existing work often generates
invalid test cases. It is not meaningful to use non-real or invalid test cases to test
a system. Our proposed method leverages a validity checker to realize valid test
case generation. Meanwhile, we also make recommendations on automated validity
checkers for researchers and practitioners in the field of software engineering. For
example, which is more effective on complex image data?

As for the last topic, test case selection, the existing work pick test cases based on a
single aspect (e.g., a single score). This is inefficient to select test cases for fast model
improvement. Our proposed method utilizes ensemble-based test case selection, which
combines multiple methods to pick better test inputs using a consensus approach. This
novel method finds tests that reveal more diverse and important model faults, assisting
in more efficient model performance improvement. This helps testers save time and
cost in DL testing.

1.6 Organization of the Thesis

The remainder of this thesis is structured as follows:
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1.6 Organization of the Thesis

Chapter 2 provides a comprehensive review of related work in the thesis, covering
topics such as adversarial attacks for DL-based ADSs, test case transferability, test
input generation and validation, and ensemble learning for test case selection.

Chapter 3 introduces UniAda, a multi-objective white-box attack technique with a
core function that revolves around crafting an image-agnostic adversarial perturbation
capable of simultaneously influencing both steering and speed controls. UniAda
capitalizes on an intricately designed multi-objective optimization function with AWS,
enabling the concurrent optimization of diverse objectives.

Chapter 4 presents transferable attack analysis for ADSs, a comprehensive
empirical study of nine transferability-enhancement methods on E2E ADSs, covering
two types: three input transformation enhancements and six attack objective
enhancements. We evaluate their effectiveness on two datasets with four steering
models.

Chapter 5 describes test case validity analysis, which empirically studies four
automated Input Validators (IVs) and six test selection metrics. We also enhance
existing testing frameworks by incorporating distribution awareness through joint
optimization based on the empirical findings.

Chapter 6 describes a novel ensemble-based testing framework that integrates scale
and granularity unification to systematically combine multiple test selection metrics.
Extensive experiments demonstrate the superior performance of our framework
compared to baselines.

Finally, Chapter 7 concludes the thesis by summarizing the research findings,
highlighting the main contributions, and suggesting avenues for future work.
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Chapter 2
Literature Review

In this chapter, we delve into a literature review describing different DL testing
tasks studied in this thesis, such as adversarial attacks for DL-based ADSs (test case
generation), transferability of the generated adversarial samples, test case validation,

test case selection, and ensemble learning.

2.1 Adversarial Attacks in DL-based ADSs

2.1.1 DL in Autonomous Driving

The integration of DL into E2E ADSs [93-95] traces back to the late 1980s,
Pomerleau et al. [96] built the Autonomous Land Vehicle in a Neural Network
(ALVINN) system, which uses a shallow three-layer network. Later in 2016, Bojarski
et al. [1] trained a Convolutional Neural Network (CNN) to directly map raw
image pixels from a single front-facing camera to steering commands. Similarly,
in the context of the Udacity self-driving car challenges [26], researchers embarked
on constructing cutting-edge agents that interpret sensor inputs to govern vehicle
operations. Teams achieving state-of-the-art performance were ranked on the Udacity
leaderboard !. Many successful research works have demonstrated the power of the
E2E learning approach in DNN-based ADSs, and this evolution continues unabated.
More recently, Codevilla ef al. [25] introduced an innovative conditional imitation
learning framework, which takes RGB images, speed measurements and navigation
instructions as inputs, generating steering and acceleration-related car controls as

outputs.

"https://github.com/udacity/self-driving-car/tree/master/challenges/challenge-2
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2.1 Adversarial Attacks in DL-based ADSs

2.1.2 Adversarial Attacks in E2E ADSs

Prevalent adversarial attacks in autonomous driving can be broadly categorized in
white-box and black-box attacks. Within each attack type, the attacker can conduct
either online or offline attacks.

Among these attack types, oftline white-box attacks poses the most significant
threat, due to the full access to the SUT and potential iterative interactions with it
[97]. Specifically, offline attacks [98, 30, 99, 43] apply the adversarial perturbation
on a pre-acquired fixed dataset. For example, for an ADS, the prediction made on
the current adversarial sample will not affect the perceived image input on the next
timestamp. In white-box attacks [62, 100], information regarding internal model
structures and parameters are available for the attacker, which enables the attacker
to formulate highly targeted and effective adversarial perturbations to manipulate the
model’s behavior.

Numerous offline white-box attack techniques has been proposed for ADSs. Many
of these approaches are designed to generate adversarial or transformed images as
sensor inputs, to trigger erroneous maneuvers [27, 11, 4, 28, 34]. For instance,
DeepXplore [4] employs neuron coverage and differential behavior-based metrics
within a white-box testing framework to create transformed images (e.g., different
brightness) that mislead the steering angle predictions of ADSs.

Apart from image-specific transformations, in which they apply distinct
transformations to different images (i.e., a single transformation is ineffective across
multiple images), some studies [27, 28, 101, 36] have pushed beyond this constraint by
seeking transformations capable of consistently inducing model misbehavior, affecting
sequences of images (i.e., driving videos). Notably, Von et al. (DeepManeuver)
[36], Zhou et al. (DeepBillboard) [27] and Kong et al. (PhysGAN) [28] utilizes
variants of prediction differences as target metrics to generate a universal adversarial
perturbation. These methods identify a universal perturbation pattern that can
persistently provoke misbehavior on steering predictions across a sequence of driving
images. However, their focus is confined to specific testing scenarios involving
billboard appearances and targeting steering angle misbehavior exclusively. Beyond
steering angle, speed-related controls bear equal significance in driving scenarios.
Moreover, DeepManeuver exclusively performs attacks within a simulator, lacking
analysis in real-world scenarios. The existing limitations of the previous approaches

result in the incompleteness of comprehensive testing of modern ADSs.
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Chapter 2. Literature Review

2.2 Attack Transferability

Although white-box attacks usually lead to an effective attack performance, it is
sometimes difficult for the attacker to have access to the internal information of the
SUT. Under such scenarios, utilizing the transferability of the generated adversarial
samples to conduct black-box attacks is a preferable option.

Black-box attacks involve scenarios where the attacker is limited only to the
query access to the model, knowing only the model’s output for a given input [102].
For example, DeepRoad [11] implemented a black-box variational-autoencoder-based
method that applied various weather transformations to craft adversarial images
that mimic real-world weather conditions. The adversarial samples can induce
misbehavior in the steering model. Some works also utilized the transferability
of white-box-generated adversarial examples to perform black-box attacks. For
instance, Deng et al. [50] discovered that adversarial examples generated with
optimization-based and generative-network-based methods for E2E steering models
perform poorly on other black-box models. Zhang et al. [46] observed similar
results for multi-output E2E ADSs and pointed out several research directions to
enhance transferability, however, they did not validate them experimentally. Overall,
many existing research on E2E ADSs has focused on improving the effectiveness
of white-box attacks, while enhancements for black-box attacks remain largely
underexplored. Notably, there is a lack of research on techniques that enhance the
attack transferability on black-box models for E2E ADSs.

The cross-model transferability of adversarial examples generated with the
white-box model can be used to attack black-box models for the same task [51, 54, 48].
Specifically, the attacker crafts the attack against a white-box surrogate model, which is
expected to have a similar architecture as the target SUT (i.e., black-box model), hoping
that the attack will be effective on the target SUT. However, directly transferring
the generated adversarial perturbation to black-box models usually results in poor
performance due to overfitting to the white-box model [50]. The transferability
property of an attack is satisfied when an attack developed for the surrogate model
is also effective against the target model. Early studies observed the transferability
property on adversarial samples [10, 103]. Then, previous work has reported empirical
findings about the transferability of evasion attacks [104—106, 39, 44, 107, 108].

Meanwhile, various methods have been proposed to improve the transferability of
the attack in the field of image classification. Common methods include but are not
limited to applying various input transformations [47, 51], attacking model-agnostic
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2.3 Test Case Validation

features [109, 110], and attacking model-agnostic semantic properties (e.g., attention)
[52, 111]. For example, Xie et al. [47] proposed to improve the transferability
of adversarial examples by creating diverse input patterns, while Dong et al. [51]
used a set of translated images to optimize an adversarial sample. Similarly, in the
field of perception, several studies have expanded on these concepts to enhance the
transferability for object detection or semantic segmentation tasks [112, 53, 54]. For
example, Lu et al. [53] and Hashemi ef al. proposed to enhance transferability by
attacking intermediate feature maps for semantic segmentation and object detection
tasks.

The proven effectiveness and importance of transferable adversarial samples in
other fields encourage us to address the research gap regarding transferability analysis
in the steering task for E2E ADSs.

2.3 Test Case Validation

The typical workflow of test input validation, as shown in Figure 2.1, consists of
two phases: 1) test input generation; 2) test input validation. By feeding seed inputs
selected from the dataset, TIGs, according to their optimization objectives and DNNs
under test, generate a misbehavior-inducing test input for each corresponding seed. To
effectively and efficiently reveal the generalization errors of DNNs under test, each
generated test input should be assessed for validity. The validity assessment can be

performed by either automated IVs or domain experts.

2.3.1 Existing TIGs.

Diverse TIGs [4, 11, 8, 27, 7] have been proposed to produce misbehavior-inducing
inputs to the DL system under test. They can be broadly categorized into three main
approaches based on how they handle input samples [6]: (1) Raw Input Manipulation
(RIM), (2) Generative DL Models (GDLM), and (3) Model-based Input Manipulation
(MIM). Studies in (1) [4, 7, 27] applied pixel-level perturbations to the original inputs
based on the gradients computed with respect to a testing objective, such as adversarial
attacks and input transformations (e.g., adding black dots, weather transformations).
For example, DeepXplore [4] generates artificial inputs by solving a joint optimization
problem with two objectives: maximizing the behavioral differences between multiple
models and maximizing the number of activated neurons. Pei et al. [4] has shown that

the test inputs generated by DeepXplore are effective at revealing model misbehaviors
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Test Input Generation

Feature-level Perturbations Pixel-level Perturbations
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Fig. 2.1 Workflow of Input Validation: 1) Test Input Generation from seed inputs; 2)
Test Input Validation by automated [Vs.

(e.g., misclassification). Moreover, retraining the SUT with test inputs generated by
DeepXplore increases the prediction accuracy of the SUT, and the improvement is
superior compared to retraining with inputs generated by simple adversarial techniques
(e.g., FGSM [10]). Similarly, DLFuzz [7] leveraged differential fuzzing testing to
expose incorrect behaviors of DL systems. They minutely mutated the input to
maximize the NC and the prediction difference between the original input and the
mutated input. Moreover, DeepCT [113] generates artificial tests to cover as many
t-wise interactions as possible. DeepHunter [114] is a fuzzing-based test generation
algorithm to hunt defects in DL. models. The fuzzing is guided by the coverage metrics
defined in DeepXplore [4] and DeepGauge [5].

For (2), some [8, 115, 116] also conducted perturbations in the feature space,
aiming to generate more diverse inputs. For instance, Sinvad [8] trained a Variational
Autoencoder (VAE) and modified the input feature space. The test cases are obtained
by decoding the perturbed feature. Dunn et al. [115] leveraged generative models to
generate inputs that vary in their high-level features, such as different object shapes,
locations, and colors.

For (3), the original input is transformed into an input model instance that abstracts
its main features. The manipulation is performed on the model, which is finally
transformed back to the original format. DeepJanus [117] is an example of such an
approach, which abstracts a model instance from the bitmap, obtaining a Scalable
Vector Graphics (SVQG) representation of handwritten digits (MNIST dataset, used
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2.3 Test Case Validation

in their experimentation). DeepJanus can directly modify the model instance and
transform it back to the original input format by means of a rasterisation operation.

2.3.2 Existing I'Vs.

For DNNs, trained models are expected to generalize beyond the training data but
within the valid input distribution [6]. However, DNNs often struggle to clearly
distinguish between valid and invalid inputs, and they may still make predictions
(possibly erroneous) for invalid inputs. For example, MNIST classifiers can predict
digit labels for grayscale cat images with the same shape as MNIST samples, but
these images are not meaningful in testing such classifiers. In DL testing, this brings
difficulty in effectively and correctly testing the generalized behavior of a DNN, as the
generated test inputs by TIGs might be invalid, as demonstrated in [11, 64, 65, 6].

An input is deemed invalid if it is anomalous or an outlier to the data distribution
learned from training. Although an invalid input satisfies the acceptable input tensor
shape of a DNN model, it might be semantically irrelevant to the given task. Due to the
scarcity of representative invalid/anomalous data, a common practice [11, 6, 64] is to
apply semi-supervised learning, which utilizes the information from valid/normal data
only [66]. Semi-supervised techniques can be generally categorized into three types
[67, 118]: statistical density-based, reconstruction-based, and distance-based methods.

Statistical Density-based Methods explicitly estimate a statistical probabilistic
model for valid data and identify low-density data as invalid [71, 119, 69, 70].
Reconstruction-based Methods rely on the reconstruction of images, which first maps
the original input image to the latent space and then reconstructs the original input by
finding an inverse mapping for the latent vector [72—76]. A valid sample is expected to
produce a good reconstruction with low reconstruction errors. Distance-based Methods
classify a sample as invalid if the sample is located far away from the valid data in the
feature space [120, 121, 77, 122-126].

To assess the validity of test inputs generated by testing techniques, Zhang et al.
[11] utilized a distance-based IV to validate the test input images for autonomous
driving systems. Stocco et al. [65] proposed a self-assessment oracle to monitor
the confidence of input images by implementing reconstruction-based validation
techniques. Similarly, Dola et al. [64] validated the test inputs by two existing I'Vs.
However, they do not assess the accuracy of selected IVs. Recently, Riccio ef al. [6]
conducted an empirical study to examine the effectiveness of two reconstruction-based

IVs in validating the test inputs generated by different TIGs, however, they do not
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analyze the generalization to other types of IVs. Also, the effectiveness of test selection
metrics (described in the next section) in filtering invalid inputs is underexplored.

2.4 Test Case Selection

Owing to a large amount of automatically generated test inputs, test selection metrics
have been proposed to give priority to test inputs that are more likely to detect
misbehavior exhibited by the DL system under test [18, 127]. Main categories of test
selection metrics include NC-based, SA-based, and uncertainty-based metrics.

For each test input, NC [4] measures the boolean coverage of every neuron
according to its activation in the DNN under test. It can be leveraged to guide the
testing to explore different and diverse incorrect DNN behaviors. However, Harel
et al. [128] argued that high NC impeded the generation of effective test suites in
terms of naturalness and misbehavior detection effectiveness. Recent work [13, 5]
introduced multiple variants of NC based on different coverage profile, such as
k-Multisection Neuron Coverage, Neuron Boundary Coverage, and Strong Neuron
Activation Coverage.

SA-based metrics, proposed by Kim et al. [15], measure the relative novelty or
surprise of a new test input compared to the training data by recording the activation
trace of the input. More precisely, the degree of surprise measures the dissimilarity
of the neurons’ activation values when confronted with this new input with respect
to the neurons’ activation values when confronted with the training data. In other
words, a good test suite should range from very similar to very different inputs to those
observed during training. They hypothesize that a set of test inputs is preferable for
both testing and retraining when it covers a diverse range of surprise values. They also
demonstrated that SA was effective in detecting adversarial examples.

In terms of uncertainty-based metrics, previous works [82, 13] introduced a variety
of quantifiers, such as DeepGini [13], Vanilla-Softmax [129], Prediction-Conference
Score [130], and Monte-Carlo Dropout [131]. For example, DeepGini [13] was
proposed to prioritize the test inputs and select the most uncertain inputs. The
authors have demonstrated that DeepGini is useful in both misprediction detection
and retraining guidance. Gal ef al. [131] proved that the variance of the softmax
function resulting from neuron dropout is a good estimate for model uncertainty, and
this metric was therefore leveraged to select test inputs. Kendall et al. [132] proposed
a model to capture jointly aleatoric uncertainty (originating from noise inherent to
the observations) and epistemic uncertainty (induced by the fact that the model is
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not trained on all possible data). The latter type is what is commonly referred to as
model uncertainty, which can be captured by dropout variance. Test inputs with higher
uncertainty are then selected for model enhancement.

There are also several hybrid selection metrics, which fuse different strategies
based on the property of the test case. For example, Hu ef al. [18] proposed
a distribution-aware metric that utilized an OOD detector to distinguish and select
separately from ID and OOD data. It selects the most uncertain samples from the ID
data and performs random selection for the OOD data.

To evaluate test selection metrics, researchers typically assess their capability of
fault detection and the capability of retraining guidance. For example, Weiss et al.
[81] leveraged APFD as an indicator of DNN fault detection to assess different metrics.
Specifically, when plotting the percentage of detection mispredicted tests against the
number of prioritized tests, APFD is calculated as the area below the plotted line.
Formally, following the existing work, for a permutation of /N inputs in the selected
test suite in which there are K inputs that will be mispredicted, let o, be the order of the
first test that reveals the kth mispredicted test. The APFD value for this permutation

K
can be calculated as APFD =1 — E’;(:}VO’“ + ﬁ

However, it has been pointed out to be ineffective since many mispredictions could

be attributed to the same cause [16]. In this case, APFD cannot effectively assess how
the selected test inputs can detect diverse faults. Later, Aghababaeyan et al. [16]
proposed a more effective approach, which leveraged a clustering-based method on
feature embeddings. Specifically, they group similar mispredicted inputs, aiming for
each cluster to represent a common set of features that are the plausible cause for
mispredictions, and treated each cluster as a unique fault. The authors also proposed
using geometric diversity to guide DNN testing, demonstrating that it serves as a better
indicator of DNN fault detection compared to coverage-based criteria. As for the
latter factor, the capability of guiding retraining is typically evaluated based on the

improvement in accuracy after retraining using the selected test suite.

2.5 Ensemble Learning

In the field of ensemble deep learning, there are several different ensemble strategies,
which can be broadly categorized into decision fusion methods (e.g., majority voting,
unweighted model averaging) and classical learning-based methods (e.g., bagging,
boosting, stacking) [133, 134]. The former focused on how to aggregate the decisions
of different DNNSs, and the latter explored the training of multiple DNNs. Our work

25



Chapter 2. Literature Review

builds on the former and proposes a novel fusion strategy on the outputs/scores of
different test selection metrics to achieve a consensus decision. Previous research has
demonstrated the effectiveness of ensemble learning in many fields, such as image
classification and medical imaging [135-137]. For example, Pawlowski ef al. [136]
leveraged ensembles of DNNs by variational approximation for outlier detection on
image data. Lakshminarayanan e al. [138] utilized deep ensembles for uncertainty
estimation in DNN predictions, which has been shown to be better than approximate
Bayesian DNNSs.

Ganaie et al. [133] pointed out that majority voting is less biased compared to a
particular base learner. Gopal et al. [137] showed an accuracy improvement by using
a majority voting algorithm for the brain tumor classification problem.

However, to the best of our knowledge, few studies have investigated ensembles of
test selection metrics. Also, most existing works lack a comprehensive and unbiased

evaluation on the different capabilities of studied metrics.

2.6 Summary

In this chapter, we have presented the techniques most relevant to this thesis. For
each subsection, we provide a summary of recent methodologies and highlight their

limitations.
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Chapter 3

UniAda: Universal Adaptive
Multiobjective Adversarial Attack for
End-to-End Autonomous Driving
Systems

Adversarial attacks play a pivotal role in testing and improving the reliability of deep
learning (DL) systems. Existing literature has demonstrated that subtle perturbations
to the input can elicit erroneous outcomes, thereby substantially compromising
the security of DL systems. This has emerged as a critical concern in the
development of DL-based safety-critical systems like Autonomous Driving Systems
(ADSs). The focus of existing adversarial attack methods on End-to-End (E2E)
ADSs has predominantly centered on misbehaviors of steering angle, which overlooks
speed-related controls or imperceptible perturbations. To address these challenges, we
introduce UniAda—a multi-objective white-box attack technique with a core function
that revolves around crafting an image-agnostic adversarial perturbation capable of
simultaneously influencing both steering and speed controls. UniAda capitalizes on an
intricately designed multi-objective optimization function with the Adaptive Weighting
Scheme (AWS), enabling the concurrent optimization of diverse objectives. Validated
with both simulated and real-world driving data, UniAda outperforms five benchmarks
across two metrics, inducing steering and speed deviations from 3.54° to 29° and 11
km/h to 22 km/h on average. This systematic approach establishes UniAda as a proven
technique for adversarial attacks on modern DL-based E2E ADSs. This work was
published in the IEEE Transactions on Reliability in 2024 [46].
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(a) Adversarial Attacks on Classification Problems
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Fig. 3.1 Examples of adversarial attacks on image classification and regression tasks.
Pixel values of perturbation 7 are scaled for visibility.

The subsequent sections of this chapter are organized as follows: Section 3.1
provides theoretical foundations, while Section 3.2 introduces the threat model of this
chapter. Section 3.3 introduces UniAda and its methodology. Sections 3.4 and 3.5
delve into the experimental setup and results, respectively. Section 3.6 discusses the
transferability of UniAda and two baselines, limitations of UniAda, and threats to the
validity of this work. A summary of this chapter is provided in Section 3.7.

3.1 Preliminaries

Adversarial Attacks: In this section, we provide a concise and formulated overview
of adversarial attacks, covering both image classification and regression problems.
Additionally, we elucidate the concept of universal perturbation.

In adversarial attacks, the generated perturbation 7 can trigger errors in the model
prediction. By adding a subtle 7 to the input sample x (e.g., an RGB image), a model m
trained with optimal parameter 1« can make a different prediction (mostly wrong) from

the original. Specifically, for image classification problems, we wish to find a vector
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7 that can induce the CNN model to predict different class labels for z and = + T,
satisfying:

m(z + 7 p) #Fmzip)  str], <e (3.1)

where || - |, indicates the L, norm, and L, Ly and L, are commonly used metrics

I
[39, 30]. The constraint is to ensure x + 7 and x are visually the same to human eyes.
For regression problems, the goal of the adversarial attack is to find 7 that maximizes

the discrepancy between the two numerical predictions, satisfying:

argmax |m(x +7;p) —m(z;p)| st |7, <e (3.2)

Normally, in regression problems, the attack is considered successful if the prediction
difference is larger than a predefined threshold [50].

Fig. 3.1 gives examples of adversarial attacks on the image classification model
(Fig. 3.1(a) with € = 15) and autonomous driving regression model (Fig. 3.1(b) with
e = 2). Specifically, for the classification task, the CNN model is very vulnerable
to a subtle perturbation, which changes its prediction from Labrador Retriver with
41.82% confidence to Saluki with 27.46% confidence. For the regression task, we
show an example of a CNN-based E2E autonomous driving model that predicts the
steering angle value from the image. The added imperceptible perturbation changes its
prediction from 0.1° to 21°. The above example shows that CNN models are vulnerable
to such attacks.

For a Universal Perturbation [39] (i.e., image-agnostic), the goal is to seek a
numerical vector 7 that can successfully fool almost all datapoints sampled from X,
where X denotes a distribution of data. In regression problems, a universal perturbation

T satisfies:
m(z + 7y p1) —m(x; >0
ml+750) = mas o) )
st 7], <e formostz €X
In our paper, X is a distribution of images, represented by a driving record. We
attack three CNN-based autonomous driving models (introduced in Section 3.4.2) that
perform a multi-output regression task, which takes an RGB image as input and outputs

continuous numerical steering angle and acceleration prediction.
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3.2 Threat Model

Our work focuses on attacking DNN-based autonomous driving models in the image
regression domain. We consider four types of threat model in this work: adversarial
falsification, adversary’s knowledge, adversarial specificity, and attack frequency [97].

Adversarial Falsification: For an intentional attack, the attacker can design an
adversarial example (z + 7) to fool the model m into making a wrong decision.
However, this manipulated example is not visually different from = to a human
observer. For an unintentional attack, the attacker can unintentionally send an input £
that is sampled from a distribution different from the training distribution. Specifically,
7 has a label y, and m(Z) # y. In this case, the model fails on Z due to the distribution
shift.

Our goal is to perform intentional attack on a regression problem, which adds a
subtle perturbation 7 on the sample image x to cause misbehavior on the autonomous
driving model m. The adversarial image is similar to the original image and conforms
to the training distribution.

Adversary’s Knowledge: Based on the available knowledge to the model, attacks
can be categorized into white-box, grey-box and black-box. They correspond to full
access, partial access, and no access to the model’s internal structure and parameter
information. In our paper, we perform white-box gradient-based attacks, where we
know the model architecture, hyperparameters, and model weights. We generate
adversarial examples by calculating model gradients with our designed objective
function.

Adversarial Specificity: This includes targeted attacks and non-targeted attacks.
For targeted attacks, the attacker misguides DNN to a specified prediction output
(e.g., a specified predicted class for a classification problem, bigger/smaller predicted
values for regression problems). In non-targeted attacks, the adversarial output can be
arbitrary except for the original one.

We construct a targeted adversarial sample that follows the specified attack
direction. For example, we ask UniAda to construct an adversarial sample that can
induce the model to turn right (i.e., to predict a bigger steering value) instead of turning
left.

Attack Frequency: This includes one-step and iterative attacks, which are
distinguished by the number of queries they make to the victim model. We employ
iterative attacks that progressively refine adversarial examples over multiple steps to

achieve higher effectiveness.
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3.3 Methodology

3.3.1 UniAda Overview

This section outlines UniAda, which employs adaptive objective weights to create a
universal adversarial perturbation. This perturbation consistently misleads the targeted
model across multiple images, impacting several car controls simultaneously. The
overview of UniAda is shown in Fig. 3.2. Given a driving video encompassing dozens
of images and initial objective weights, UniAda commences the perturbation discovery
through parallel optimization streams: Perturbation Optimization and Objective
Weight Optimization. These streams evolve in tandem during each iteration step .

In the perturbation optimization stream, each image inside the input video is fed
into the autonomous driving model. This yields predictions for each car control,
specifically steering angle and acceleration, as depicted in step (1) ADS. Utilizing
these predictions, UniAda computes individual losses for each car control (Lg, L 4).
Drawing from these losses and the prevailing objective weights a, a’,, UniAda in
step (2) computes the joint optimization function (detailed explanations can be found
in Section 3.3.2). Subsequently, employing a gradient-based methodology, UniAda
derives the joint function’s derivative with respect to the image, and the resultant
gradient GG serves as the current perturbation proposal. G is then leveraged to update
the universal multi-objective perturbation for the subsequent time step ¢ + 1.

Simultaneously, the weight optimization procedure starts, enabling the dynamic
adjustment of weights for each objective. At a given step ¢, UniAda employs the
ongoing objective weights a’g, a4, coupled with the losses (L g, L 4), to calculate four
variables within step (3) Adaptive Weighting Scheme. These variables contribute to
the AWS loss. Subsequently, UniAda computes gradients of the AWS loss f; with
respect to each objective weight a,. These gradients facilitate a gradient-based update
mechanism, resulting in refreshed balanced weights at the following time step. Details
for Adaptive Weighting Scheme are elaborated in Section 3.3.3.

To generate universal multi-objective perturbations, both optimization processes

iteratively proceed until the maximum number of epochs is reached.
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3.3.2 Universal Multi-objective Attack

We design the loss function [28] for each objective ¢ to maximize the difference

between original and adversarial model predictions:

L;(X5:7) :% eXp{_%<mi<Xgri +7) —m(X5,;)) X di}

vn e {1,..,N}

(3.4)

The hyperparameter d, = +1 is the attack direction for objective (car control) 7, which
is set to be —1/1 if we would like to attack in the negative/positive direction (adversarial
prediction is learned to be smaller/larger than the original).

n
ort

Notations encompass 7 for perturbation at time ¢, X” . signifying the n'* image

and m, (X"

frame inside the input video X -

oris + 7) representing the prediction of

autonomous driving model m for objective ¢ from the perturbed adversarial image
Xgri

of the input driving record. Similar to DeepBillboard, we use the original prediction

+ 7. [ signifies the sharpness parameter. /N denotes the total number of images

as the attack reference.

Notably, prior work solely concentrated on perturbations inducing deviations in the
model’s steering angle predictions, disregarding speed-related car control objectives.
To generate a universal perturbation capable of concurrently influencing multiple car

controls, we devise a multi-objective loss as follows:

M

oX2..,7) =

ori?

a;L; (Xn

or)?

T) Vne{l,..,N} (3.5)

=1

where C' denotes the number of objectives, and parameter a, reflects the weight
assigned to objective . In our case, there are two objectives, steering and acceleration,
denoted by ¢+ = S and ¢+ = A, respectively. Diverging from a fixed a;, UniAda
introduces the Adaptive Weighting Scheme for real-time updates to a,, effectively
balancing each objective’s contribution.

To generate a universally applicable perturbation that consistently impacts all input
images, UniAda finds 7 by optimizing the subsequent joint optimization function:

N
argmin ) _ O(XZ,,, 7) (3.6)
T n=1
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The generation of perturbation integrates the joint objective for all image frames
within the video. Utilizing a gradient-based technique, UniAda minimizes this joint
function, iteratively refining 7.

3.3.3 Adaptive Weighting Scheme

During the multi-objective optimization process O = ZZC a;L, (as depicted in
Equation 3.5), it is critical to select an appropriate weight for each objective. In
our context, they significantly affect the contribution of each individual objective to
the perturbation proposal. In the simplest case, one may opt for equally weighted
objectives, where each objective is assigned a weight of a; = % In this case, the
optimization process may not capture the importance of each objective accurately.
Another option involves using computationally expensive grid search methods [139],
which systematically explore a predefined set of values for each objective weight
and select the combination that maximizes performance. However, it becomes
computationally impractical for problems with a large parameter space. In our case, we
employ an adaptive method [40] dubbed Adaptive Weighting Scheme (AWS), where
a; can vary at each time step ¢ during the perturbation optimization process. AWS is
a complementary component integrated into the multi-objective optimization process,
allowing us to determine the optimal value for each a, at each time step ¢. This ensures
a balance in the contribution of each objective for optimal perturbation searching.
Specifically, AWS updates each objective weight based on its gradient to the AWS loss
(Equation 3.7) at each step t. AWS operates by assigning larger weights to objectives
contributing less (indicating under-training) and smaller weights to those that are overly
trained. Through AWS weight updates, both objectives collectively contribute to the
perturbation, ensuring effective triggering of errors in both steering and acceleration
controls, rather than confining influence to just one.

The AWS loss is formulated to capture differences between the weighted gradient
norm for each objective 7 (reflecting objective ¢’s perturbation pattern’s impact on
the universal perturbation) and the target norm (representing the desired influence of
objective i’s perturbation on the universal perturbation). This target influence considers
weighted gradient norms of other objectives (N <) and the extent of misbehavior in
objective i compared to other objectives (¢;)”. The AWS loss f; for each i is expressed
as follows:

fi =|NL =Ng x (g,)] (3.7)
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Algorithm 1 Adaptive Weighting Scheme.

Require: X - mini-batch images at search time ¢
Require: a; - the weight of objective 7 at time ¢
Require: L! - initial loss for objective i
Require: [r,, ., - hyperparameter, learning rate for AWS update
Require: ~ - hyperparameter, strength of rebalance
1: for x in X do
Compute L, (x), OLix)

2: GES

3: end for

4: Compute AWS variables N;l(, N, 1,45, £ i at time ¢
. d

5: Conditionally Update a; < a; —I7,.,4 % f{"™*

6:

Normalize . a; = 1

where f; consists of four variables, N;'?, N %> 13> q;, with [ utilized in the computation
of g;. These four variables represent the objective-specific norm, the objective-average
norm, the loss ratio that captures the inverse training rate for ¢, and the relative
inverse training rate for ¢, respectively. The hyperparameter  controls the strength of
rebalance; a larger v exerts a greater restoring force to pull objectives back to similar
training rates. Detailed formulae for each variable are presented below.

1. N;l( =FEy [||al- OL;(x) ||2}: the objective—sApeciﬁc norm'. X C X_ . + 7 denotes

ori

ox
the mini-batch image set at the time ¢, and x € X. N)@( denotes the average of weighted

gradient norms over all images inside the mini-batch at time . We treat each image
equally when computing the average.

2.N s =F; [N}{] . an objective-average norm that averages the objective-specific
norms across all objectives.

3. . = EX[[IJ:S(OC)}

i : the loss ratio that captures the inverse training rate for the

objective 7. A smaller value indicates a higher training rate. Numerator is the batch
average loss for objective ¢ at time . The denominator denotes the initial loss for the
objective 7, which is the mean loss of the original prediction of 7 at time zero over
all images in the given video. The ratio is used to deal with different loss scales.
With the inclusion of this variable, the objective weights are adjusted according to
the misbehavior performance of ¢ for the current mini-batch images.

4. q; = ﬁ the relative inverse training rate for the objective i, where E;,[l,] is

the mean loss ratio over different objectives. A smaller ¢; gives UniAda a hint that the

! - |» denotes Euclidean norm, it is computed after flattening the three-dimensional input matrix to
a 1D vector.
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objective 7 is trained too much (i.e., loss L; decreases too fast) compared to others, in
which AWS will decrease its weight.

Algorithm 1 summarizes the AWS process. For each image, AWS computes
objective loss L,(x) and its gradient (Lines 1-3), retaining them for AWS variable
computation (Line 4). Line 5 performs an objective weight update if the new weight is
positive. The positive weight constraint is grounded in the necessity for L,(x) and
O(z) to be positively correlated, ensuring the minimization of L, Vi during O(x)
minimization. Finally, the updated weights are normalized to ensure their summation

equates to 1 (Line 6).

3.3.4 Generating Adversarial Perturbations

The above two sections constitute two main optimization streams: the perturbation
optimization by the joint objective (Equation 3.6) in the universal multi-objective
testing, and the objective weight optimization by AWS. Both streams operate in a
gradient-based manner and are iteratively updated at each step ¢. The algorithm
details are summarized in Algorithm 2, structured across four main stages: Input,
Initialization, Perturbation Searching (comprising two optimization streams), and the
Output stage. We elaborate on the details below.

Input: The algorithm requires four key inputs outlined in the Require lines. These

inputs encompass the input video X _,, the autonomous driving model m responsible

ori»
for predicting values across multiple car controls, the attack direction d, corresponding
to each objective i, and hyperparameters hyper. Table 3.1 explains the role and
selected values of each hyperparameter.

Initialization: Lines 1-5 initialize all variables needed. Specifically, Line 1 creates
a variable X to store all original image frames within the video. Line 2 initializes the
universal multi-objective perturbation 7 as a tensor of zeros, whose dimension is the
same as the input image. Line 3 initializes objective weights a; uniformly. Line 4
computes the initial loss LY for objective i, which is used to compute the AWS variable
[;. Lastly, Line 5 sets the training time ¢ as zero.

Perturbation Searching: For each epoch, UniAda shuftles all video images (Line
7) and implements learning rate decay by a predefined schedule (reduced by a factor
of 0.8 every 50 epochs, as standard in the DL community [140]) to avoid local optima
(Line 8). During each step ¢ of searching, UniAda iterates over mini-batches with
batch size bs (Lines 9-10). It subsequently computes single objective loss (Line

11), multi-objective loss (Line 12), and corresponding gradients with respect to each
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Table 3.1 UniAda Hyperparameters: describe the meaning of each hyperparameter and
the value used in the experiments.

Notation Description Value
Ir Perturbation searching learning rate 0.2
Iryrad AWS learning rate 0.005
bs Batch size 5
B Sharpness parameter in multi-objective loss 2
Epochs Number of Epochs 250
vy AWS parameter controlling rebalance strength 10
0 Perturbation gradient rescale threshold 0.3
€ Maximum perturbation to the image {2,5}

image (Line 13). Line 14 involves computation and storage of gradient norms used to

determine AWS variable N;l(. After completing traversal across all mini-batch images
d0(z)

in X, UniAda generates gradient proposals =5 for each image x in the mini-batch,
alongside weighted gradient norms | a; 8%"3@ ||, for each image and objective i. Line 16

calculates average gradient proposals across X. In instances where gradients are too
minimal to impact perturbation 7, inducing sluggish search, UniAda rescales average
gradients G by G = G x & if |G|, < 6 and |G|, # 0 (Line 17). This amplifies
gradient magnitude, elevating its influence during addition to 7. Subsequently, Line 18
updates total perturbation 7 via gradient descent, enforcing a maximum perturbation
size of € to maintain imperceptibility. Afterward, all image frames within X undergo
updates, subject to processing for perceptual fidelity (Line 19). This entails confining
pixel values within the range [0, 255]. Lines 20-22 encapsulate the AWS procedure,
as described in Algorithm 1. These steps iteratively unfold until the maximum epoch
limit is attained.

Output: Upon reaching the maximum epoch count, UniAda yields a universal
multi-objective perturbation 7 for the input video.
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Algorithm 2 UniAda.
Require: X ; - input video
Require: m - the targeted autonomous driving model
Require: d; € {+1,—1} - Direction of attack: accelerate/decelerate, left/right
Require: hyper — {ir lr bs, B, Epochs,v,0,¢}, dictionary of input
hyperparameters
X = copy(X

grad

ori)
T = zero(X]0].shape)
a/i - % VZ & {1, ...,C}

1:

2:

3:

4: Compute LY Vi
5:t1=0
6:
7
8
9

for epoch in Epochs do
random.shuffle(X)
Adjust Ir, Ir ., for each 50 epochs
for X in X do
10: for z in X do
1L Li(z) = %exp{—%(mi(a:) —mi(Topi)) X di} Vi
12: O(x) = X5 a;L;(x)
13: Compute %‘S’)
14: Compute |a; a[gf) [, Vi
15: end for
o Gy, 0
17: Conditionally Rescale G
18: Update 7 < Clip (7 — lIr * G)
19: Update X « Process(X,,; + T)
20: Compute N%,Nx,li,qi,ffrad Vi
21: Conditionally Update a; < a; — I75,.,4 X fored
22: Renormalize ) . a; = 1
23: t=t+1
24: end for
25: end for

26: return 7
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3.4 Experimental Setup

In this section, we introduce the studied research questions, datasets and models,

baselines, evaluation metrics, and hyperparameters used in the experiments.

3.4.1 Research Questions

RQ1. UniAda Effectiveness: How effective is UniAda in generating adversarial
perturbations?

To evaluate the effectiveness of UniAda in generating perturbations that trigger
errors in multiple controls, we compare its performance on 14 driving videos (7
simulated and 7 real-world videos) with four existing methods (DeepManeuver,
Perturbation Attack, DeepBillboard, FGSM) on two evaluation metrics (mean error
and success rate).

RQ2. Adaptive Weighting Scheme Effectiveness: How can the Adaptive Weighting
Scheme assist the attack performance?

To assess the effectiveness of AWS, we introduce a variant of UniAda dubbed
UniEqual, wherein objectives are assigned equal weights during the perturbation search
process. By comparing UniEqual with UniAda, we can observe the exact impact of
AWS. Furthermore, we graphically depict the trajectory of each objective weight to
provide insights into the operation of AWS. We also conduct the statistical analysis
(t-test) to show the significance of the improvement.

RQ3. Multi-objective Attack Effectiveness: Does the multi-objective adversarial
attack improve the attack effectiveness for all objectives simultaneously compared to
the single-objective attack?

Attacking multiple objectives together may yield a better result for each objective
than single-objective attacks, since attacking diverse objectives can offer shared
insights sometimes, yielding a more comprehensive and effective perturbation pattern.
To answer this question, we compare the effectiveness of the adversarial perturbation
generated by the multi-objective loss (Equation 3.5) with that by the single objective
loss (Equation 3.4).

3.4.2 Datasets & Models

We evaluate UniAda on three widely used multi-output autonomous driving models

with 14 driving videos. The details are elaborated below.
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Table 3.2 Descriptions for the selected videos

Videos (No. of Imgs) Description

Carla Pedestrian (18) Stop for a pedestrian, clear sunset

Carla White Car (36) Stop for the front white car, wet noon

Carla Black Car (22) Stop for the front black car, clear noon
Carla Gray Car (42) Stop for the front gray car, clear sunset
Carla Blue Car (43) Driving Straight, following a blue car, clear sunset
Carla Red Light (66) Stop for the front red light, wet noon

Carla Light-blue Car (21) Stop for the front light-blue car, clear noon
Dave Curvel (34) Turning left at crossroad, clear noon
Dave Straightl (54) Driving straight, urban two-way road, clear noon

Udacity Straightl (21)  Stop for a white SUV, urban one-way road, clear noon

Udacity Straight2 (22) Driving Straight, urban one-way road, clear noon
Udacity Curvel (15) Turning left, urban two-way road, dusk
Kitti Curvel (21) Turning Right, urban one-way road, clear noon
Kitti Straightl (21) Driving Straight, urban one-way road, clear noon

Datasets: Our experimentation is grounded in the use of 14 driving videos in
total, with 7 simulated videos and 7 real-world videos. For the simulated videos, we
extracted all 7 videos from the Carlal100 dataset [25], which contains realistic simulated
driving data (e.g., RGB images, steering, and speed-related control data) captured
by the central camera with 100 hours of driving from an urban town of the Carla
simulator (version 0.8.4). For the real-world videos, we extracted: (1) Two videos from
Dave testing dataset [42] which contains 45,568 real-world driving images to test the
NVIDIA Dave model; (2) Three videos from Udacity self-driving car challenge dataset
[26] that contains 101,396 real-world driving images captured by a dashboard-mounted
camera of a human-driven car; (3) Two videos from Kitti dataset [41] which contains
14,999 real-world driving images from six different scenes captured from a VW Passat
station wagon equipped with four cameras.

Our manual selection of videos captures various scenarios under urban traffic,
such as different weather conditions and different driving maneuvers. Further details
regarding these 14 videos are summarized in Table 3.2.
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Autonomous Driving Models: In the assessment, we select three end-to-end
autonomous driving models for testing: CILRS, CILR, and MotionTransformer. Table
3.3 lists the dataset used for training and validation and the performance of models.
Following common practice [4, 15] in autonomous driving research, we report Mean
Squared Error (MSE) between actual and predicted values as a measure of model
accuracy. For consistency, we compute MSE on steering in radians and acceleration
in [0,1] for all models on their provided validation sets.

CILRS and CILR are conditional imitation learning models, proposed by Codevilla
et al. [25]. CILR uses the ResNet perception module as the backbone to extract
information from RGB inputs. CILRS extends CILR architecture with an additional
speed prediction head to incorporate speed-related features into the representation.
They achieve outstanding performance in Carla’s simulated urban traffic scenarios.
Both models are trained using 10 hours of expert demonstrations and validated on a
2-hour subset (extracted from the Carlal00 dataset). For both models, we use publicly
available pre-trained weights 2. Readers can refer to the original work [25] for training
details (e.g., training objectives, hyperparameter settings). On the provided validation
set, both models achieve 0.0002 MSE in steering and approximately 0.03 MSE in
acceleration.

MotionTransformer (MT) [141] utilizes RGB and optical flow images to learn
both position and motion information. It employs two ResNet backbones for feature
extraction from RGB and optical flow images, followed by a transformer encoder to
distill knowledge from both. We use publicly available pre-trained weights provided
by the original work *. During their training process (please refer to the original work
[141] for training details), the first 90% of samples from the Udacity self-driving car
challenge dataset are used for training, and the remaining 10% is used for validation.
On the validation set, MT achieves 0.002 MSE in steering and 0.0079 in acceleration,
surpassing the widely-used steering angle prediction model, NVIDIA’s DAVE2 [1],
which only achieves 0.0449 MSE in steering based on our experiments.

For the experimentation, only the RGB input undergoes perturbation, while other
inputs (if there exists) remain unchanged. To maintain consistency and simplicity, we
convert the output steering values from radians into degrees (°) and acceleration values

into speed values (km/h) according to the data documentation.

Zhttps://github.com/felipecode/coiltraine
3https:/github.com/chingisooinar/Al self-driving-car
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Table 3.3 Model Performance (MSE) on the provided validation set.

Performance (MSE)

Train & Valset  Model Steering Acceleration

Carlal00 CILR  0.0002 0.0382
Carlal00 CILRS 0.0002 0.0343
Udacity MT 0.0020 0.0079

3.4.3 Baselines

We test five baselines to evaluate the effectiveness of UniAda. To ensure a fair
comparison, for all methods, we set a uniform maximum perturbation, we set the attack
surface to the whole image, and we perform targeted adversarial attacks. We use the
best hyperparameter values reported in their paper for experiments.

Fast Gradient Sign Method (FGSM): Proposed by Goodfellow ef al. [30],
FGSM is a one-step gradient-based attack approach to craft image-specific adversarial
perturbations. To facilitate a meaningful comparison with UniAda, we extend FGSM
to perform targeted attacks on multiple car controls by employing an equal-weighted
multi-objective loss (same loss as UniEqual) as the optimization criterion during the
perturbation search.

DeepBillboard (DB): Introduced by Zhou et al. [27], DeepBillboard represents
an iterative state-of-the-art attack method. It performs targeted attacks (intentionally
misleads the model to steer left or right) and consistently misleads the model’s steering
predictions. The adversarial perturbation pattern generation process is intrinsically
linked to the constraint applied to the steering angle. Due to this inherent constraint,
unlike FGSM, it is challenging to extend DeepBillboard to multiple objectives.
Consequently, we present the steering angle results exclusively.

DeepManeuver (DM) [36] is a state-of-the-art gradient-based adversarial test
generation approach for autonomous vehicles. It generates a perturbation patch on the
predefined attack surface, consistently misleading the model’s steering prediction into
the targeted direction (i.e., turn left or right). Similarly, we exclusively report steering
results due to the design of its algorithm.

Perturbation Attack (PA) [43] assesses the impact of image-specific perturbation
attacks and patch attacks on the 3D object detector. The former applies the attack
to the entire image, while the latter achieves the attack by applying a small patch
to the input image. To enable a meaningful comparison with UniAda, we utilize
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the perturbation attack and an equal-weighted multi-objective loss (the same loss as
UniEqual, enabling the specifications of attack directions) as the optimization criterion
to induce misbehavior in car controls instead of 3D bounding boxes.

UniEqual: A variant of UniAda, sharing an identical universal multi-objective
attack algorithm. However, UniEqual assigns equal weights to different objectives,
omitting the use of AWS. Similar to UniAda, it is an iterative attack method designed

to generate a universal multi-objective perturbation.

3.4.4 Evaluation Metrics

In this section, we introduce the evaluation metrics utilized in our experimentation.
To assess the attack effectiveness of the generated examples, we adhere to established
practices [50, 27] and employ two widely-used metrics for the offline evaluation of
ADS models: Mean Error (ME) [101] and Success Rate (SR) [50], as defined below
for each objective ¢:

1
ME; = N ;[dz x (my(Xg,; + 1) —m(X5,:))] (3.83)
| N
SR; = N Zl(di x (m;(Xg,; + 1) —my(XG,;)) > 6;) (3.9)

I
=

n

The variables mentioned above are detailed in Section 3.1. I is an indicator function
that returns O or 1. Notably, the evaluation metrics are designed to capture the power
of the attack. Larger metric values signify more effective attacks. In order to punish
incorrect attack directions (i.e., situations when the attacker wishes the car to turn right
but the attack algorithm misleads the car into turning left), the use of sign-invariant
operators such as absolute or squared values in the metrics is avoided.

Mean error M F indicates the average strength of our attack on the input video.
Success rate SR provides a hierarchy of performance by segmenting results based
on different thresholds. More specifically, the success rate measures the proportion
of image frames in the video that have been successfully attacked. An attack is
deemed successful if the discrepancy between the prediction made on the generated
adversarial image and the original prediction surpasses a predetermined threshold.
Thresholds for steering and acceleration are denoted as 65 and ¢ 4, respectively. By
testing various threshold values, we gain hierarchical insights into how the universal

adversarial perturbation impacts a sequence of model predictions.
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original image €=25 | €=
Fig. 3.3 Adversarial images with different € values.

3.4.5 Hyperparameters

For the baseline methods, we use the best hyperparameters reported in their paper for
the experimentation. Hyperparameters for UniAda are outlined and explained in Table
3.1.

To ensure the generated perturbations remain imperceptible to humans, we set the
maximum perturbation to e=2 for simulated videos and =5 for real-world videos. This
value is chosen to strike a balance between inducing misbehavior and maintaining
the visual similarity between the original and perturbed images. In Fig. 3.3, we
illustrate examples of adversarial images produced with perturbations of different e
values. Notably, for simulated images with e=2 and real-world images with e=5, the
perturbed image closely resembles the original. For higher e values, the distinction
between an adversarial image and its original counterpart becomes more evident.

Reproducibility. The trained model, framework, and data are available at
https://github.com/UniAdaRepo/UniAda/.

3.5 Results and Analyses

In this section, we present our results and analyses to address the research questions.
For all methods, the targeted attack directions are set to d =1 (steering to the right) and
d 4=1 (acceleration). Positive/Negative error values indicate alignment/misalignment
with the specified attack directions. All experiments are repeated five times, and the
average results are reported.
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(a) Carla White Car, right (b) Carla Pedestrian, right

(c) Carla Red Light, left (d) Carla Light-blue Car, left

(g) Dave Straightl, left (h) Udacity Straightl, left

Fig. 3.4 Adversarial Images generated by UniAda: The first and second (third and
fourth) rows are adversarial images generated from simulated (real-world) videos.
Blue/Red arrows indicate the adversarial/original steering angle predicted from the
image. The bottom right shows the acceleration error.
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3.5.1 Visualization of Generated Adversarial Images

We provide visualizations of example adversarial images generated by UniAda in Fig.
3.4 for both simulated and real-world data. The top/bottom row displays adversarial
images generated from a simulated/real-world dataset. Red/blue arrows represent the
original/adversarial steering angle prediction. The bottom-right corner of each image

indicates the acceleration error.

3.5.2 RQI1. UniAda Effectiveness.

We evaluate the effectiveness of UniAda in comparison to four baselines:
DeepManeuver, Perturbation Attack, DeepBillboard, and FGSM, using two evaluation
metrics across 14 videos and 3 ADSs.

Mean Error Results: Results for simulated and real-world data are presented in
Table 3.4 and Table 3.5. UniAda outperforms all four baselines in both steering angle
and acceleration objectives in the average results for both simulated and real-world
data. For simulated videos, under CILRS, UniAda causes an average steering error
of approximately 29.2°, which is 6.6°, 9.1°, 12.6°, and 28.2° greater than DM, DB,
PA, and FGSM, respectively. For acceleration, UniAda leads to an acceleration
error of around 22.3 km/h, surpassing PA and FGSM by 3.4 km/h and 11.5 km/h,
respectively. For CILR, UniAda maintains its leading position for both objectives,
causing an average steering error of 25.6°, with a maximum error of 43.4° under “Red
Light”. For acceleration, it reaches an average error of 19.6 km/h. Among the four
baselines, for both models on average, DM demonstrates the best performance, while
FGSM performs the worst. DB and PA secure middle positions. Delving into the
performance of individual videos, we found that under the CILR “Light-blue Car”
video, UniAda is slightly outperformed by DB in M Eg by around 3.4°. Similarly,
in CILRS “Pedestrian”, UniAda is slightly outperformed by DM by 0.6°. However,
DB and DM can only target one objective at a time, making them less functional
compared to UniAda. Furthermore, when considering other videos and the average
result, UniAda consistently outperforms them by a significant margin.

For real-world videos, UniAda reaches the best performance on average, with 3.54°
in M Eg and 11.0 km/h in M E 4, which is about triple M Eg of DB. Only in one case
(’Kitti Curvel”) DB slightly outperforms UniAda by 0.24°. On average, PA performs
the best among four baselines, but is 9.47 km/h and 0.85° smaller than UniAda. DM
yields the worst performance, resulting in 0.61° in M E 4, which may be attributed to
the fact that DM is designed for online testing within simulators.
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Table 3.4 Mean Error Result Table: mean error results for 7 simulated videos of all six
techniques, tested with CILRS and CILR models. The last line indicates the average
result over 7 videos. Best results are highlighted in bold. We approximate the floating
steering angle to degrees ° in M Eg and floating acceleration to km/h in M E 4 for a
more straightforward attack effect. - denotes unavailable results.

Videos Metrics CILRS
UniAda DM DB PA FGSM UniEqual
Carla MEg | 399 405 320 326 140 39.5
Pedestrian ME 4 22.9 - - 16.1 15.6 23.2
Carla MEg | 256 181 205 161 140 24.6
White Car ~ ME, | 22.0 - - 207 156 21.1
Carla MEg | 186 625 547 135 0.70 9.63
Black Car  ME, | 238 - - 168 870 23.9
Carla MEg | 237 118 588 120 070 7.08
Gray Car ME, | 174 - - 139 690 14.7
Carla MEg | 286 248 261 145 140 223
Blue Car ME, | 226 - - 219 874 225
Carla MEg | 419 389 354 212 070 412
RedLight ~ ME, | 263 - - 231 110 26.2
Carla MEg | 259 175 150 637 0.0 11.2
Light-blue Car ME, | 21.0 - - 199 874 22.0
Avera MEg | 292 226 201 166  1.00 222
e ME, | 223 - - 189 108 21.9
, . CILR
Videos Metries | ;iAda DM DB PA FGSM UniEqual
Carla MEg | 301 239 127 225 020 30.0
Pedestrian ME 4 13.3 - - 11.6  9.70 13.2
Carla MEg | 196 104 979 11.1  0.90 19.5
White Car ~ ME, | 154 - - 146 129 14.8
Carla MEg | 196 123 681 951 120 13.8
Black Car  ME, | 254 - - 186  6.00 213
Carla MEg | 148 221 120 118 120 13.3
Gray Car ME, | 182 - - 165 5.6 18.1
Carla MEg | 312 185 968 151 0.10 30.7
Blue Car ME, | 243 - - 212 828 2338
Carla MEg | 434 319 365 179  0.60 427
RedLight ME, | 263 - - 218 920 26.4
Carla MEg | 204 196 238 525 080 7.85
Light-blue Car ME, | 14.0 - - 091 092 4.16
Averase MEg | 256 170 159 133 071 226
£ ME, | 196 - - 150 744 17.4
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Table 3.5 Mean Error Result for 7 real-world driving videos of all six techniques with
the MotionTransformer model under test. Avg. denotes the average results over 7
videos.

Video Metri MotionTransformer
€08 ¢ | Uniada DM DB PA FGSM UniEqual

Dave | MEg | 725 154 188 569 094 5.73
Curvel | ME, | 143 - - 521 254 3.97
Dave | MEg | 101  -001 025 030 -0.08 0.63
Straightl | ME, | 4.68 - - 535 -755 233
Udacity | MEg | 815 747 731 811 451 7.9
Straightl | ME, | 165 - - 101 355 6.18
Udacity | MEg | 275 -025 -001 073  0.14 1.57
Straight2 | ME, | 103 - - 465 -2.06 1.29
Udacity | MEg | 197  -3.09 218 107 0.3 1.94
Curvel | ME, | 122 - - 300 1.9 2235
Kiti | MEg | 290 276 314 290 084 3.10
Curvel | ME, | 1720 - - 141 034 -0.59
Kiti | MEg | 074  -416 -245 009 054 0.63
Straightl | ME, | 117 - - 101 -1.65 1.75
A MEg | 354 061 113 269 110 3.08
V& | ME, | 110 - - 153 -041 1.13
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Targeted Attack Effectiveness: From Table 3.4, all methods demonstrate positive
error values, indicating their effectiveness in misleading CILRS and CILR in the
intended direction. However, when attacking the MT model (Table 3.5), all methods
except UniAda occasionally generate adversarial samples that mislead the model into
unintended directions, thereby failing to accomplish targeted attacks. Additionally,
all techniques achieve a relatively low error compared to attacking CILRS and CILR.
The weak performance in attacking the MT model may be attributed to the fact that,
according to our settings, only the RGB input undergoes perturbations, whereas the
MT model extracts features from both RGB and optical flow images. Out of 7 videos,
FGSM induces MT to decelerate in 3 cases, and 2 cases for PA (i.e., negative M E ,,
which contradicts the intended acceleration target). In teams of steering angle, FGSM
incorrectly induces the MT to turn left instead of right as instructed in one case, while
PA, DB, and DM do so in zero, three, and four instances, respectively. Notably,
FGSM exhibits more successful targeted attacks than state-of-the-art DB and DM,
while also achieving a larger average M Eg than DM does. One possible reason
for DB could be attributed to its algorithm design, which updates the perturbation
based on the absolute steering error, neglecting its sign. Meanwhile, DM is originally
designed for online testing within a simulated environment, thereby lacking the ability
to generalize effectively to real-world data. Moreover, both DM and DB apply a single,
image-agnostic perturbation across the entire video, whereas FGSM and PA generate
unique perturbations to each image (image-specific). This may potentially limit DB
and DM’s efficacy in targeted attacks on models with complex architectures.

Success Rate Results: The success rate, indicating the percentage of adversarial
images successfully exhibiting misleading behavior under a specified threshold, is
assessed for different bounds. In Table 3.6, we select four different bounds for each
objective to assess the hierarchy of performance, with §4=3.5°, 14°, 21°, 28° for the
steering angle and 6 ,=4.6, 13.8, 23.0, 32.2 km/h for acceleration.

UniAda consistently outperforms four baseline methods across all thresholds and
all models, except for the case when ¢ ¢=28° under MT model. For example, UniAda
successfully attacked CILRS model to produce a steering prediction error of at least
28° for 45.4% of tested images, compared to DM’s 38.9%, DB’s 34.3%, PA’s 15.1%,
and FGSM’s 0% at the same threshold. For MT model, UniAda can trigger errors on
much more images than baselines for acceleration, with at most 43.5% more images
than the second best (i.e., PA). FGSM fails to produce a successful attack under nearly
half of the tested thresholds.
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Table 3.6 Mean Success Rate Result average over all testing videos for three ADSs:
CILRS and CILR results are averaged over 7 Carlal00 videos. MT results are averaged
over 7 real-world driving videos. We tested thresholds d4=3.5, 14, 21, 28 in degrees
and 0 ,=4.6, 13.8, 23.0, 32.2 in km/h.

CILRS CILR MT
Methods dg 3.5 14 21 28 3.5 14 21 28 3.5 14 21 28
S, | 46 138 230 322 | 46 138 230 322 | 46 13.8 230 322
UniAda | SEs | %63 895 765 454 | 905 753 622 451 | 335 123 834 534
SR, | 747 674 623 492 | 678 611 557 439 | 837 316 272 000
oM SRg | 87.6 672 525 389 | 834 573 335 196 | 279 112 832 534
SRA - = = = - - - = - - - -
DB SRy | 833 488 456 343 | 661 417 292 202 | 282 112 832 6.02
SR, | - - - - - - - - - - - -
A SRq | 862 546 243 151 | 820 386 186 11.0 | 307 1190 768 538
SR, | 674 608 523 412 | 552 480 417 287 | 402 956 0.68 0.00
rGsm | SBs [ 399 000 000 000 [ 132 000 000 000 [ 98 367 079 000
SR, | 436 354 288 183 | 372 275 216 114 | 168 000 000 0.0
UniEqual | OBs | 834 579 480 376 | 842 573 471 388 [ 320 116 806 602
SR, | 737 659 60.1 476 | 594 526 473 363 | 283 585  0.00 0.00

Result 1: UniAda consistently outperforms all four baseline methods in Mean Error
on average for all ADS models. For the Success Rate, UniAda demonstrates the best
performance under 23 out of 24 cases on average. Compared with the state-of-the-art
technique, DM, UniAda achieves a mean steering error improvement of 6.6° in
kCILRS, 8.6° in CILR, and 2.93° in the MT model.

3.5.3 RQ2. Adaptive Weighting Scheme Effectiveness.

To assess the effectiveness of the Adaptive Weighting Scheme (AWS), we introduce a
variant of UniAda dubbed UniEqual, which utilizes the same universal multi-objective
attack algorithm but employs equal-weighted objectives during the perturbation search
process (i.e., UniEqual omits the use of AWS).

Observing the Mean Error results in Table 3.4 and Table 3.5, it is evident that
UniAda consistently outperforms UniEqual in both steering and acceleration objectives
on average across all ADS models. This indicates that AWS effectively enhances
the attack performance in both objectives simultaneously. While in certain videos,
UniEqual might achieve a slightly higher attack error in one objective, it becomes
apparent that it is due to the lack of focus on the other objective. For instance, in
the CILRS model videos “Black Car” and “Light-blue Car”, UniEqual produces 23.9
km/h and 22.0 km/h acceleration error, only 0.1 km/h and 1.0 km/h higher than UniAda,
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Table 3.7 P-value results of Mean Error under CILRS, CILR and MT: results are shown
in bold if they have a p-value < 0.05, The positive/negative/equal signs indicate that
UniAda has a better/worse/equal performance versus UniEqual.

Videos CILRS CILR
MEg ME , MEg ME ,

Carla Pedestrian | 7.61E-01(+)  1.67E-01(-) | 8.88E-01(+) 3.95E-03(+)
Carla White Car | 3.49E-02(+) 3.19E-02(+) | 8.05E-01(+) 2.64E-02(+)
Carla Black Car | 5.93E-03(+) 7.85E-01(-) | 4.39E-02(+) 1.53E-02(+)
Carla Gray Car ‘ 6.28E-07(+) 7.48E-07(+) ‘ 7.40E-05(+) 9.25E-01(+)
CarlaBlue Car | 3.58E-02(+) 5.38E-01(+) | 4.99E-05(+) 1.73E-08(+)
Carla Red Light | 4.37E-02(+) 8.62E-01(+) | 2.97E-03(+)  1.50E-01(-)
Carla Light-blue Car | 4.28E-07(+) 3.81E-01(-) | 2.63E-04(+) 1.05E-05(+)
Average | 2.72E-06(+)  2.63E-01(+) | 8.89E-04(+) 1.43E-04(+)

(a) P-value results of CILRS and CILR

Videos MotionTransformer

MEg ME ,
Dave Curvel | 2.58E-08(+) 1.18E-09(+)
Dave Straightl | 1.20E-02(+)  1.71E-03(+)
Udacity Straightl ‘ 1.28E-02(+) 1.27E-10(+)
Udacity Straight2 | 2.29E-03(+) 1.43E-05(+)
Udacity Curvel | 6.03E-01(+) 4.08E-15(+)
Kitti Curvel | 1.75E-01(-)  3.00E-04(+)
Kitti Straightl | 4.75E-04(+)  3.76E-12(+)
Average | 2.71E-05(+)  1.08E-09(+)

(b) P-value results of MT

Table 3.8 P-value results of Success Rate under CILRS, CILR, and MT. "NA’ denotes
unavailable results due to the same performance of UniAda and UniEqual.

d g (degrees) 3.5 14 21 28
0 4 (km/h) 4.6 13.8 23.0 322

CILRS 2.64E-04(+) 1.39E-04(+) 7.44E-05(+) 1.15E-03(+)
3.93E-02(+) 4.09E-02(+) 2.32E-02(+) 9.92E-02(+)
CILR 5.43E-02(+) 5.37E-03(+) 2.98E-02(+) 4.59E-02(+)
1.37E-03(+) 2.17E-03(+) 1.35E-03(+) 2.29E-02(+)
MT 3.40E-01(+) 9.23E-05(+) 5.56E-09(+) 7.32E-02(-)

3.72E-08(+) 7.01E-08(+) 2.97E-11(+) NA(=)
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respectively. However, UniAda showcases a steering error of 18.6° and 25.9°, which
1s significantly higher than UniEqual, with 8.97° and 14.7°, respectively.

For real-world driving videos, UniAda consistently outperforms UniEqual in all
seven videos, with an average improvement of 9.87 km/h in acceleration error and
0.46° in steering error. We can see that AWS maintains the attack strength on steering
objective while significantly improves the attack power on acceleration. Moreover, it
is noteworthy that in 3 out of 7 cases, UniEqual performs attack in an incorrect direction
for the acceleration objective (i.e., misalignment with the specified direction). In
contrast, AWS optimizes UniAda to successfully attack all tested videos in the correct
direction as specified. This is attributed to the AWS feature of balancing the training
rate of both objectives by adapting weights, which is to ensure both objectives are
thoroughly explored and collectively contribute to the perturbation that significantly
affects both objectives simultaneously.

A similar conclusion applies to the Success Rate results. As displayed in
Table 3.6, UniAda outperforms UniEqual in all models across all tested thresholds,
except for one instance: 0¢=28° under the MT model. In this case, perturbation
generated by UniEqual can mislead slightly more images than UniAda with only 0.68%
improvement. Nevertheless, with the same perturbation, UniAda can mislead 55.4%,
25.8%, 2.72% more images than UniEqual at § ,=4.6 km/h, 13.8 km/h, 23.0 km/h,
respectively.

Statistical Significance: We have conducted two-sample t-tests [142] to assess
whether the performance differences between UniAda and UniEqual are statistically
significant. Specifically, we treat all five runs of results as a sample group, with
the null hypothesis stating that the means of two populations are the same. Each
evaluation metric is examined for each driving model for both real-world and simulated
driving data. Table 3.7 and Table 3.8 demonstrate the p-value results for Mean Error
and Success Rate, respectively. Individual video results offer a detailed performance
comparison for specific scenarios. To examine the statistical significance of the overall
performance difference under the simulated/real-world driving environment, we also
present p-values for the average results (for each run, we compute the average results of
7 videos, and then perform #-tests with 5 runs as a group). Results are shown in bold if
they have a p-value < 0.05, the positive/negative/equal signs indicate that UniAda has
a better/worse/equal performance versus UniEqual. For Mean Error p-value results,
there are 30 out of 42 cases (exclude average results) UniAda statistically significantly
outperforms UniEqual. Out of these, 8 cases come from CILRS, 10 cases for CILR, and
12 cases from MT. Moreover, we note that for the videos that UniEqual outperforms
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UniAda, the results are not significant (e.g., “Black Car”, “Light-blue Car”). For
Success Rate p-value results, in 19 out of 23 cases, UniAda is significantly better than

UniEqual.
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Fig. 3.5 Traces of mean error (left) and AWS normalized weights (right) by UniAda
attack in CILRS “Black Car”.

To illustrate how AWS functions, we demonstrate an example plot (CILRS “Black
Car”, Fig. 3.5) of error and weight traces against the perturbation searching process.
Each objective weight begins at 0.5 with zero errors. During the initial stages,
the attack error in acceleration experiences a substantial improvement, whereas the
steering perturbation triggers minimal errors. This discrepancy may be attributed to
the higher training rate allocated to acceleration. Consequently, the AWS assigns
more weight to the steering objective, driving up the steering error while stabilizing
the acceleration error after around 200 steps. The objective weights reach a steady
state after approximately 600 steps. At the later stage, although the weights are mainly
allocated to steering, the acceleration error still shows a further increase, which implies
the perturbation pattern may contain shared information that also triggers errors in
acceleration.

Result 2: AWS assists UniAda to improve the performance in both objectives
simultaneously in most cases. On average, AWS improves M Eg by 7.0°, 3.0°,
0.46°, and M E, by 0.4 km/h, 2.2 km/h, 9.87 km/h, for CILRS, CILR, and MT,
respectively.
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3.5.4 RQ3. Multi-objective Attack Effectiveness.

To assess the effectiveness of the multi-objective attack, we conduct experiments
involving two single-objective attacks and compare their results with UniAda for
CILRS and MT models. The single-objective attacks utilize the same algorithm as
UniAda, differing solely in the loss function employed. We report the average results
over the corresponding testing videos, summarized in Table 3.9, with attack directions
set at dg=1 and d 4=1.

Table 3.9 Ablation study on CILRS and MT models, averaged over testing videos

CILRS MT
LSteeT LAcc UniAda LSteer LAcc UniAda
MEg 23.7 - 29.2 3.26 - 3.54
ME 4 - 19.5 23.0 - 9.82 11.0

On average, UniAda consistently outperforms both single-objective attacks.
Specifically, in terms of steering, UniAda induces a steering angle misdirection of
5.5° more than the single-objective attack focused on steering (L g;..,). Similarly,
for acceleration, UniAda generates an acceleration error around 3.5 km/h higher
compared to the single-objective acceleration attack (L 4..). Similar results for MT
model, where the single-objective attack is 0.28° and 1.18 km/h less than that of
UniAda. This outcome suggests that the perturbation patterns sought for steering
and acceleration objectives complement each other, showcasing the advantage of

multi-objective attacks.

Result 3: Compared to single-objective attacks, the multi-objective attack boosts the
performance for both objectives simultaneously for both simulated and real-world

videos.

3.6 Discussion

3.6.1 Transferability of Adversarial Attacks

In this section, we analyze the transferability of the generated adversarial perturbation
on different autonomous driving models.  Specifically, we explore the attack
effectiveness of the perturbation generated with CILRS on the CILR model for each
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Fig. 3.6 Transferability of Adversarial attacks: Mean Error results in Steering (top)
and Acceleration (bottom) of UniAda, DM, PA. Note that DM results for M E 4 is not
available.

video in Carlal00 dataset. We compare the Mean Error results of UniAda with its two
closest competitors, DM and PA, shown in Figure 3.6.

As shown in the plot, for M Eg, the perturbation generated by UniAda with the
CILRS model under test can cause the highest error when attacking the CILR model
in most cases. Only in the video "Red Light”, DM produces a better performance.
For ME ,, UniAda outperforms PA in 5 out of 7 cases. Only in ”Pedestrian”, PA
outperforms UniAda by a relatively large margin. However, we can see that all
three techniques exhibit weak transferability, a phenomenon frequently observed under
the white-box setting owing to the attack’s specificity to the internal structure of
the model [143]. Possible directions to address this issue include using advanced
gradient calculation [105], or applying various input transformations [47]. We leave

the improvement of transferable attacks for further work.

3.6.2 Limitations

UniAda is a gradient-based approach that requires white-box access, leading to less
generalizability on DNNs with restricted access or knowledge. Moreover, our findings
on real-world videos is limited by one victim DNN, MotionTransformer. The choice
of MotionTransformer is due to its complex architecture (i.e., it incorporates RGB and
optical flow images to learn both position and motion information) and its competitive
performance (e.g., surpassing the CNN-based DAVE2 model). UniAda also operates
under the assumption that the attack direction for each control objective is known in

advance. This might lead to ineffectiveness in more complex or automated attack
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scenarios, as pre-defined attack directions can be sub-optimal. To extend to adaptive
attack direction inference, the future work can explore training a light-weight attack
policy to predict conceptually attack directions from real-time input features of the
surrounding environment, and integrate this light-weight policy with UniAda to realize
a fully automated attack process with adaptive and optimal attack directions. Another
consideration is the coupling effect of multi-objective loss optimization. In our case,
we have studied and discovered that multi-objective optimization is more effective
than single-objective optimization. This may not hold for every scenario and other
objectives (other than steering and acceleration). Our future work aims to explore
gradient surgery [144] to solve this issue when there are conflicting gradients.

3.6.3 Threats to Validity

Internal Validity: The threats to internal validity can be attributed to the
implementation quality of baselines and reproducibility of our method. To mitigate
this, we open-source our implementation to facilitate checking and reproducibility.

External Validity: The first threat to external validity to our experimental
conclusions is our selected datasets (i.e., 7 simulated videos from Carlal00 dataset,
7 real-world videos from Dave, Kitti, and Udacity datasets) and DNN models (i.e.,
CILRS, CILR, MT). We tried to alleviate this threat as follows: (1) the selected datasets
contain both simulated and real-world driving scenarios. They are also widely used
in the previous research [27, 28, 25]; (2) the three autonomous driving models have
achieved competitive performance in the field. They are constructed with different
architectures and different numbers of layers. For example, CILR and CILRS use
ResNet only to learn RGB data information, while MT is composed of more complex
architecture that incorporates optical flow with RGB images to capture both position
and motion information. Therefore, our experimental conclusions should generally
hold with other driving datasets and models.

The second external validity concern is the selection of baselines. To
mitigate this, we compare UniAda with DeepManeuver [36], Perturbation Attack
[43], DeepBillboard [27], and FGSM [30] that are either state-of-the-art (e.g.,
DeepManeuver, published in 2023) or representative (e.g., DeepBillboard, FGSM) in
this field.

Construct Validity: Construct validity concerns whether the chosen evaluation
metrics accurately capture the intended effect. In our study, our goal is to design an

attack technique that generates image-agnostic perturbations capable of inducing errors
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in the model under test. We mitigate the threat by examining the attack effectiveness
on two metrics, mean error and success rate, which are widely used in the literature
[101, 50, 28, 27]. The mean error can reflect the average attack strength, however, it
might be biased by some outliers and cannot represent the performance of most input
images. To counter this threat, we also measure the success rate, which manifests the
universality of the attack (i.e., whether the generated perturbation can affect most input
images) by examining the percentage of images that are successfully attacked under
different thresholds.

3.7 Chapter Summary

In this chapter, we examine the reliability and security problems raised by adversarial
attacks on three E2E ADSs. Our proposed method, UniAda, conducts novel and
comprehensive testing by addressing three main limitations from existing literature:
limited vehicle controls testing, constrained testing scenarios, and image-specific or
unnatural perturbations. We alleviate them accordingly by (1) performing testing on
steering and acceleration controls simultaneously through the multi-objective attack
with Adaptive Weighting Scheme, (2) examining both simulated and real-world driving
scenarios in urban traffic, and (3) generating image-agnostic (i.e., universal) and
human-eye-imperceptible perturbation through joint optimization. The effectiveness
of UniAda is compared with four baselines in mean error and success rate
metrics. Compared with its closest competitor, DeepManeuver, UniAda achieves an
improvement of 6.6°, 8.6°, and 2.9° in steering error on CILRS, CILR, and MT ADSs,
respectively.
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Chapter 4

Enhancing the Transferability of
Adversarial Attacks for End-to-End

Autonomous Driving Systems

Adversarial attacks play an important role in testing and enhancing the reliability
of deep learning (DL) systems. Most existing attacks for DL-based autonomous
driving systems (ADSs) demonstrate strong performance under the white-box setting
but struggle with black-box transferability, while black-box attacks are more practical
in real-world scenarios as they operate without full model access. Numerous
transferability-enhancement techniques have been proposed in other fields (e.g., image
classification), however, they remain unexplored for end-to-end (E2E) ADSs.

Our study fills the gap by conducting the first comprehensive empirical analysis
of nine transferability-enhancement methods on E2E ADSs, covering two types:
three input transformation enhancements and six attack objective enhancements. We
evaluate their effectiveness on two datasets with four steering models. Our findings
reveal that, out of nine enhancements, Resizing+Translation delivers the best black-box
transferability, producing up to 9.39° increase in MAE. Pred+Attn serves as the
best objective enhancement, producing a maximum of 5.55° (white-box) and 6.21°
(black-box) increase in MAE. Through attention heatmap visualizations, we discover
that different models focus on similar regions when predicting, thereby enhancing the
transferability of attention-based attacks.

In conclusion, our study provides valuable results and insights into the
transferability-enhancement techniques for E2E ADSs, which also serve as a robust

benchmark for further advancements in the autonomous driving field. This work was
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published in the 31st Asia-Pacific Software Engineering Conference, IEEE (APSEC
2024) [145].

The subsequent sections of this chapter are organized as follows: Section 4.1
introduces notations and foundations used in this chapter. The design of the empirical
study is described in Section 4.2, including experimental procedure, research questions
studied in this work, and experimental setup. Section 4.3 describes the results and
analysis of the experiments. Section 4.4 presents the threats to the validity. Finally,

Section 4.5 summarizes the work of this chapter.

4.1 Preliminaries

In this section, we define the notations used throughout this chapter and formalize
the goals and capabilities of attackers to the targeted ADSs. Then, we provide a
formulated definition of (1) adversarial attacks on the steering regression task and (2)
Transferability-enhancement techniques employed in this paper (Input Transformation

Enhancement and Attack Objective Enhancement).

4.1.1 Notations and Threat Model

e z ... the original input image.

e x,.,: the generated legitimate adversarial image, such that the pixel values must be
within the range [0,1]. We denote as z,,, = Process(z,,.; + 7).

e x: to represent the general image input.

e m: the white-box model that we craft the adversarial perturbation on. We denote
m(x) € R as the predicted steering angle value with the input x.

e 7: the adversarial perturbation pattern.

e ¢: the maximum perturbation.

Threat Model: We perform iferative white-box gradient-based attacks with
specified attack objectives to generate an adversarial sample and use the transferability
to conduct black-box attacks on other steering models for which we have limited
access. Steering models take RGB images as input and output real continuous steering
values. Specifically, we intentionally craft a malicious adversarial sample x4, to
fool the steering model m into making wrong steering decisions. Our attack is
image-specific such that we generate a unique 7 for each RGB image. The adversarial
image x4, 1S visually similar to the x,,; and conforms to the training distribution.

Moreover, our attacks are non-targeted, in which we do not guide m towards a specified

59



Chapter 4. Enhancing the Transferability of Adversarial Attacks for End-to-End
Autonomous Driving Systems

prediction direction. The crafted x,,, can induce m to predict a steering value that is
either larger or smaller than the original prediction m(z,,.;).

4.1.2 Adversarial Attacks

Adversarial attacks in DNNs aim to generate a subtle, human-imperceptible
perturbation 7 that induces the model to make false predictions. In the steering
regression task, the goal of adversarial attacks is maximizing the model prediction
difference between the original and the adversarial input [50], expressed as
argmax_ |m(z,q,) — m(Z,,;)| subject to the imperceptibility constraint ||7], < e.
I, could be Ly, Ly or L, norm (we use L) [146].

A common objective to perform white-box gradient-based attacks is
prediction-difference loss. We take the absolute value to give equal importance

to different error scales:

Lpred<$; m) = _’m<xadv) - m<xori)’ (41)

By minimizing the loss, we are maximizing the difference between the prediction on
the original and adversarial sample.

4.1.3 Transferability-Enhancement Techniques

Input Transformation Enhancement: Input Transformation is one of the most
effective approaches to improve attack transferability. Crafting with diverse input
patterns, the generated 7 is expected to be less sensitive to the discriminative region of
the white-box model being attacked [47, 51].

In this paper, we explore two input transformations that are commonly used in other

fields [51, 47, 147, 148]: Random Resizing and Translation. Each transformation is
applied to x during the perturbation generation process with the prediction-difference
loss L, ., (Eq. 4.1) as the attack objective.
(1) Random Resizing [47] first resizes the input image to a random size and then
randomly pads zeros around it (i.e., pads back to the original size). The transformation
T is applied with probability p € [0, 1] at each attack iteration. Specifically, we use
the transformed image 7'(x) with probability p and the non-transformed image = with
probability 1 — p. In our experiments, we set p = 0.5, following the default settings in
[47]. The input is initially randomly resized to rnd x rnd x 3 with rnd € [90, 100),
and then it is padded back to the size 100 x 100 x 3 with zeros.
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(2) Translation operation [51] T, ;(-) shifts the image x by i and j pixels along the
two-dimensions, respectively. In other words, each pixel (a, b) of the translated image
is defined as T};(x),, = = We set i, € {—k,...,0,...,k} with & < 10

for small translations to hold the assumption for fast gradient calculation with kernel

a—i,b—j-

matrix. Following [51], we use the default Gaussian kernel with a kernel length of 15
and a radius of 3 for our experiments.

Attack Objective Enhancement: Another line of research attempts to enhance
attack transferability by investigating model-agnostic features and disrupting them
using novel loss functions during the perturbation generation process. We
consider two well-known objective improvements: Feature-disruptive Loss and
Attention-distractive Loss [110, 52]. In our experiments, we generate 7 using images
without transformations and employing different enhancement losses as attack
objectives.

(1) Feature-disruptive Loss: Previous studies [55, 56] have revealed that
shallow-layer features learned by different models are similar. Based on this
observation, literature in both image classification [110] and perception [53, 54]
proposed to craft the adversarial sample by maximizing the discrepancy in the
intermediate feature between the clean sample and the perturbed sample. Specifically,
the goal is achieved by amplifying the less significant channel-wise features while

weakening the significant channel-wise features.

Lfeat €, m lOg Zz‘m va ( )’zg)

1,j peS

—log ZZ!m ) © Vmg(@)],;)

7] ng

(4.2)

where © is the element-wise product, S and S represent the channel index set
of significant and less significant channel-wise features, respectively (partitioned by
channel-wise mean-based strategy described in [110]). | - | is the absolute value
function. mé(m) refers to the feature map of p-th channel at the [-th layer of the
model. Vrmnl(z) represents the gradient of the predicted steering angle with respect
to the input image x at the p-th channel of the [-th layer of the model m. We sum over
all (7, j) elements in the feature map and all channels in the index set, and then take the
logarithm of it and compute the difference as the loss function. By minimizing the loss
function, the generated perturbation causes important channel-wise features to become
less important, while less significant features become more important. As suggested
in [110], we select the first convolutional layer of each model for /.
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(2) Attention-distractive Loss: Most steering models, including those we studied,
employ CNN-based architectures to learn and extract local features from input images.
Understanding the visual attention of these models is crucial to comprehend which
areas they prioritize during predictions [149]. Previous studies have introduced
efficient attention-guided adversarial samples in tasks like image classification and
object detection. They also demonstrated the transferability effectiveness of the
generated adversarial samples [111, 52, 150].

Following common practices [150, 151], we adopt Grad-CAM [149], originally
designed for classification problems, to interpret predictions made by steering models.
To locate the attention area, we first obtain the activation value A* (i.e., feature map)
of a specific convolution layer (usually the last convolution layer) through forward
propagating the input image z. Then, we back-propagate the model prediction signal
L., to A, and obtain positive contribution regions.

Adapting Grad-CAM for regression tasks involves using the prediction signal L.,
instead of softmax values '. Specifically, we divide and adjust steering angles y into
three ranges by 0. 0 is a self-defined small positive threshold, where we select 6 =
5°, which is relatively small according to the distribution of steering angle data. In

this way, by taking the derivative of L the positive gradients always contribute to

cam?
the model prediction, regardless of whether the current steering prediction is positive,
negative, or nearly zero.

The resulting gradient values 0L,/ 8Afj are then aggregated via global average
pooling to derive the importance weight a, of the feature map A* for each channel k.

The attention map h(z, y) is then computed as the weighted sum of A*:

Y, lfy >0 ap = % Zz Z]‘ @Lcam/aAi?ﬁ
Legwm =1 —y, ify<—4 = Nh(z,y) = ReLU(}_, a, AF) (4.3)

% x sign(y), otherwise

We choose the feature map A” of the last convolutional layer for each model, as

suggested in [149]. We employ attention-distractive loss L to distract the focus

attn

from the original attention map:

h(l’, y) . h(xori7 yori)
mazx(h(z,y))  maz(h(T,.5, Yori))

(4.4)

Lattn(‘r; m) = H
1

we follow https://jacobgil.github.io/deeplearning/vehicle-steering-angle-visualizations
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Fig. 4.1 The framework of adversarial attacks on steering models. Workflow 1: the
Baseline Framework. Workflow 2: Input Transformation Enhancement. Workflow
3: Attack Objective Enhancement. m denotes the white-box model we craft
the perturbation for. m,,...,m, denotes the black-box models being tested for
transferability evaluation.

where | - |; stands for the L; norm. Self-normalization is imposed to eliminate the

influence of different magnitudes. By minimizing L we maximize the difference

attn>

between the original attention map h(zx,,,,v,,;) and the adversarial attention map
h(z,y).

4.2 Study Design

4.2.1 Experimental Procedure

Figure 4.1 illustrates the framework utilized in our study, containing three workflows.
Each workflow is distinguished by color: the baseline framework (Workflow 1, red),
the input transformation enhancement framework (Workflow 2, green), and the attack
objective enhancement framework (Workflow 3, blue).

In the baseline framework, we generate adversarial perturbations without
employing any transferability-enhancement techniques. We use the non-transformed
image to iteratively search for the perturbation 7 by attacking the white-box model
m with prediction-difference loss minimization (Eq. 4.1). After that, we apply the
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optimized 7 to the seed image to obtain the adversarial image. Then, we evaluate the
white-box and black-box attack effectiveness by computing the corresponding metric.
The results of the baseline framework are served as the baseline in this paper.

When applying the input transformation enhancements (workflow 2, green), we
use the transformed image to iteratively search for the perturbation by attacking the
white-box model m with prediction-difference loss minimization. The optimized 7 is
then evaluated for attack effectiveness.

For attack objective enhancements (workflow 3, blue), we use the non-transformed
image to iteratively search for the perturbation with enhanced attack objectives (i.e.,
feature-disruptive loss (Eq. 4.2), attention-distractive loss (Eq. 4.4), and combination
losses). After the searching process, we obtain the perturbation 7 and evaluate its

white-box and black-box attack effectiveness.

Algorithm 3 Adversarial Perturbation Generation Process.

Require: z_,,: the seed image
Require: m: the white-box steering model
Require: [r: the learning rate
Require: ¢: the maximum perturbation
Require: iters: the number of iterations
Require: the loss functions - {L,,,..q; L feqt> Lattn }
Require: 7': input transformation - {Resizing, Translation, Combination}
I @ = copy(z,,;)
2: T = zeros(x.shape)
3: for iin iters do

else if Workflow 3: Attack Objective Enhancement then
l=ax Lpred<$;m) + B X Lfeat(m;m> +9 X Lattn(x;m)

10: end if

11: G = sign(0l/0x)

12: Update 7 < Clip (17 — Ir x G)

13: Update = <— Process(z,,; + T)

14: end for

15: return 7

4: if Workflow 1: Baseline Framework then

5: l= Lpred(x;m>

6: else if Workflow 2: Input Transformation Enhancement then
T L= Lpred(T(w);m)

8:

9:

Algorithm 3 elaborates the details of the image-specific adversarial perturbation
generation process. Input: The algorithm requires seven key inputs outlined in the

Require lines. Specifically, z_,; denotes a single input seed image; m is the white-box
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steering model that we know its parameters and architecture to perform the white-box
attack; [lr, e, iters are hyperparameters, their values are listed and explained in the
Section 4.2.3; The loss functions used as the objective to search for the perturbation; 7’
is the input transformation. Initialization: Line 1 creates an image copy that requires
gradients. Line 2 initializes the perturbation 7 as a vector of zeros, with the same shape
as the input RGB image. Perturbation Generation: For each iteration, it computes
the loss [ with different workflows (Line 4-10). Note that for Workflow 3, we set
the weights of the other two losses as 0 when testing the individual loss. Then, we
compute the gradient GG and take the sign operator on it (Line 11). Line 12 updates the
perturbation via gradient descent, with a maximum perturbation size of € (L, norm)
to maintain imperceptibility. Afterward, the image = undergoes updates, subject to
processing for legitimacy, for example, the pixel values should be within the range
[0,255] (Line 13). Output: Upon reaching the maximum number of iterations, the
algorithm yields an image-specific human-eye-imperceptible perturbation 7 for the
seed input x ., (Line 15).

ort

4.2.2 Research Questions

RQ1: Which input transformation performs the best?

We compare three input transformations (Resizing, Translation, Resizing+ Translation)
with Nomne (i.e., adopt no input transformation, the baseline). We analyze their
performance in both black-box (i.e., transferability) and white-box attacks under two
public datasets.

RQ2: Which attack objective yields the best performance. How does it compare to
input transformations?

We study seven loss functions, including three individual losses (the baseline L,,,..; in
Eq. 4.1, L., inEq. 4.2,and L
LyreatLteats LpreatLatins a0d Ly, gL ge i+ Ly, ). We analyze their performance
in both black-box and white-box attacks for both datasets.

RQ3: What is the runtime of studied techniques in generating a single adversarial

in Eq. 4.4) and four combinations (L., + L

attn attn>

perturbation?
We examine the average runtime and its standard deviation of all studied techniques
for both datasets for all models.
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4.2.3 Experimental Setup

Datasets: Our experimentation uses two public datasets that are widely used in
autonomous driving research [27, 28]: (1) the Udacity self-driving car challenge
dataset [26], which contains 101,396 real-world driving images for training and
5614 images for testing, which is captured by a dashboard-mounted camera of a
human-driven car. We use the Udacity test set for experimentation; (2) the Dave
testing dataset [42], which contains 45,568 real-world driving images. The images
are recorded from a dashcam with labeled steering angles, captured around Rancho
Palos Verdes and San Pedro, California.

Models: We perform adversarial attacks separately on four normally trained steering
models, which have been widely used in autonomous driving testing [27, 4, 36].
Specifically, we employ three CNN models based on the Dave2 architecture from
NVIDIA, denoted as Dave2V1 [152], Dave2V2 [153], Dave2V3 [154], and one model
(Epoch) from the Udacity challenge [155]. Specifically, Dave2V1 is the original model
proposed by NVIDIA. Dave2V?2 is a variation of Dave2V 1, which initializes weights
using a truncated normal continuous random variable. Dave2V3 is another variant that
adds pooling layers between each convolutional layer. Epoch is a CNN-based steering
model that ranked sixth in the final leaderboard of Udacity Self-driving Car Challenge
22,

We employed the PyTorch re-implementation code provided by Von et al. 3.
Following the training process provided by the official Udacity GitHub page 4, we
trained them on the Udacity train set with Mean Square Error (MSE) as the loss
function, defined as + Zfil(m(x) — y)2. y denotes the ground truth steering label
for the input image x and NV denotes the number of images. We evaluated the model
performance on the Udacity test set, where Dave2V 1, Dave2V2, Dave2V3, and Epoch
produce an MAE of 0.022, 0.028, 0.023, and 0.015, respectively.

Evaluation Metrics: To assess the attack effectiveness of the generated examples,
we adhere to established practices and employ a widely used metric for the offline
evaluation of steering models: Mean Absolute Error (MAE) [27, 36, 4, 156, 157]. Note
that since we perform non-targeted attacks (see Section 4.1.1), we use the sign-invariant
operator (absolute value) in the metric to avoid incorrect punishment for negative errors
(situations where the attacker induces the model to predict a smaller steering than the

original one). Let N denote the number of images:

Zhttps://github.com/udacity/self-driving-car/tree/master/challenges/challenge-2
3https://github.com/MissMeriel/DeepManeuver/
“https://github.com/udacity/self-driving-car/tree/master/steering-models/community-models
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1 . .
MAE = 53 Im(an) = (o) (4.5)
A larger MAE indicates better attack effectiveness. To provide a more

straightforward presentation of the attack effectiveness in the experiment results, we

convert the steering values in MAE from radians to degrees (°) by x L:O.

Hyperparameters: The max perturbation e of each pixel in the image is set to 5
for all experiments. Following the optimal setting in Co et al. [158], the learning
rate [r is set to 0.8, and the number of iterations is set to 3. For the weights in the
¢- For B and
v, we conduct a grid search on a small subset of the dataset from candidate values
B € {0.1,0.3,0.5,0.7,1} and y € {le—6,1e—7,1e—8, 1e—9}, and choose the best

combination for experimentation. Small values for ~y are selected to ensure three losses

combination losses, we set a = 1 as the reference magnitude for L,

can have a similar variance for different inputs [52]. Specifically, we select § = 0.7
and v = le — 8. For the hyperparameters related to the individual enhancements,
we adhere to the optimal settings described in the original paper and list the values as

introduced in Section 4.1.

4.3 Results and Analysis

In this section, we present the results of our experiments to answer RQ1, RQ2, and
RQ3. Moreover, we provide insights into the superior performance of the studied
transferability-enhancement techniques.

4.3.1 RQI. Input Transformation Enhancement

With L, , as the attack objective, we perform adversarial attacks under three different
input transformation enhancements (Resizing, Translation, and Resizing+Translation)
on two datasets. We also show the results of no transformation None (Workflow
1, Baseline Framework) as the baseline for comparison. We craft the adversarial
perturbation on each white-box model and test the perturbation on all models. Each cell
in Table 4.1 indicates the MAE result in degrees. The first column shows the white-box
models used to generate the adversarial perturbation, and the first row denotes the
model that we test the perturbation on. Larger MAEs indicate better performance.
Overall, we observe a consistent performance trend for both datasets from Table

4.1. For black-box attacks, under both datasets, Resizing+Translation outperforms
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Table 4.1 MAE results (in degrees) of Input Transformation Enhancement (with L,,,.. ,
as the attack objective). The superscript * indicates the white-box attack, and the
others are black-box attacks (i.e., transferability). We highlight the results of the best
technique in bold.

Input Udacity
Transformation Dave2V1 Dave2V2 Dave2V3 Epoch
None (Baseline Framework) | 18.40%* 4.11 1.95 1.75
Dave2V1 Resizing 16.37* 4.01 1.95 1.83
Translation 16.39* 5.21 2.29 2.24
Resizing+Translation 17.50* 5.49 2.34 2.31
None (Baseline Framework) 3.64 14.26* 1.93 1.69
Dave2V2 Resizing 3.84 12.43* 2.06 1.83
Translation 4.55 10.89* 2.98 2.64
Resizing+Translation 6.53 10.46* 3.03 2.73
None (Baseline Framework) 0.34 0.36 52.21* 0.58
Dave2V3 Resizing 0.37 0.36 31.11%* 0.63
Translation 2.36 2.32 19.61%* 3.02
Resizing+Translation 4.05 2.43 15.91* 3.11
None (Baseline Framework) 1.71 2.98 4.87 16.21*
Epoch Resizing 3.38 2.98 4.90 14.32%
poe Translation 4.56 4.18 569 13.06*
Resizing+Translation 7.47 4.54 6.06 12.68*
Input Dave
Transformation Dave2V1 Dave2V2 Dave2V3 Epoch
None (Baseline Framework) | 26.48* 4.57 2.65 3.35
Dave2V1 Resizing 23.26* 4.57 2.71 3.42
Translation 24.12%* 5.49 2.86 3.48
Resizing+Translation 22.42% 5.66 2.93 3.72
None (Baseline Framework) 5.23 17.37* 2.45 2.33
Dave2V2 Resizing 5.08 14.78%* 2.46 2.34
Translation 6.53 13.92%* 3.88 3.45
Resizing+Translation 8.86 13.46%* 7.41 5.03
None (Baseline Framework) 0.55 0.42 69.91%* 1.54
Resizing 0.54 0.43 49.05% 1.67
Dave2Vs Translation 2.80 2.72 31.51%  5.86
Resizing+Translation 3.40 4.05 31.72%* 7.75
None (Baseline Framework) 3.96 2.75 5.79 35.98*
Epoch Resizing 3.86 2.80 5.92 31.70*
P Translation 5.46 3.91 7.50 26.33*
Resizing+Translation 7.77 10.26 15.18 31.64*
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all other methods by a decent margin in all cases. Compared to the baseline None,
it improves transferability by producing a 0.39° to 5.76° (0.28° to 9.39°) increase
in MAE for Udacity (Dave). Translation achieves the second best results, which
outperforms Resizing and None in all cases, with a 0.34° to 2.85° (0.13° to 4.32°)
improvement in MAE compared to the baseline None for Udacity (Dave). In 66.6%
cases, Resizing outperforms the baseline, with the improvement in MAE up to 1.67°
(0.13°) for Udacity (Dave). Diving into individual cases, taking the adversarial
perturbation crafted on Epoch and test on Dave2V1 (Epoch-Dave2V1) as an example,
the Resizing+Translation results in an MAE of 7.47° under Udacity, which is 5.76°,
4.09°, and 2.91° larger than the MAEs caused by None, Resizing, and Translation,
respectively. For the Dave dataset, taking Epoch-Dave2V3 as an example, the
Resizing+Translation causes an MAE of 15.18°, where Translation, Resizing, and
None only result in MAEs of 7.50°, 5.92°, and 5.79°, respectively.

In short, we suggest applying Resizing+Translation if the attacker’s goal is to attack
black-box models.

Finding 1: For black-box attacks, across two datasets, Resizing+Translation
achieves the best performance. Compared to the baseline, the improvement in MAE
ranges from 0.28° to 9.39°. Translation produces the second-best results, with the
improvement in MAE ranging from 0.13° to 4.32°. Only 66.6% of the time Resizing

outperforms the baseline.

For white-box attacks, the baseline None performs the best in all cases across
both datasets compared to the input transformation enhancements. In 6 out of 8
cases, Resizing outperforms Translation. Resizing+Translation shows the poorest
attack effectiveness in 5 out of 8 cases. Specifically, the MAE of the baseline can
reach up to 52.21° (69.91°) for Udacity (Dave). Resizing demonstrates a decrease
in MAE compared to the baseline, ranging from 1.83° to 21.1° (2.59° to 20.86°) for
Udacity (Dave). Similarly, the decrease in MAE under Translation ranges from 2.01°
to 32.6° (2.36° to 38.4°) for Udacity (Dave). We observe the same phenomenon in
Resizing+Translation, with 0.9° to 36.3° (3.91° to 38.19°) decrease in MAE under
Udacity (Dave). With input transformations, the adversarial perturbation is crafted
based on an ensemble of transformed and non-transformed images, which may tend to
underfit the white-box model parameters and result in inferior white-box performance.

Therefore, we suggest using no transformation for white-box attacks.
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Finding 2: All transformation methods degrade the white-box attack performance

compared to the baseline None, with a decrease in MAE ranging from 0.9° to 38.4°.

4.3.2 RQ2. Attack Objective Enhancement and its Comparison

with Input Transformation

We use seven losses separately to craft adversarial perturbations on each of the four
white-box models and test the generated perturbations on all models. The MAE results
(in degrees) are reported in Table 4.2 and Table 4.3. The first column shows the
white-box models on which we craft the perturbation. The first row denotes the model
that we test the perturbation on. Specifically, the diagonal blocks (numbers with
asterisks) under each dataset indicate the white-box attack performance, and others
indicate the black-box attack performance. Larger MAEs indicate better performance.

For simplicity, we use Pred, Feat, Attn to denote L (Workflow 1), L., and L

pred attn>

respectively.

For white-box attacks, Pred+Attn demonstrates the best effectiveness in 6 out of
8 cases, reaching up to 5.55° improvements over the baseline in MAE. We observe
that, in 7 out of 8 cases, generating the perturbation with Feat or its combination loss
(Feat+Attn or Pred+Feat) results in the worst white-box performance. Especially,
Feat+Attn leads to a surprisingly poor white-box performance in many cases, such as
Dave2V3-Dave2V3 under Udacity.

For transferability on black-box models, compared to the baseline, Pred+Attn
reaches the best performance in 18 out of 24 cases, achieving 0.08° to 6.21°
improvements.  Feat, Feat+Attn, and Pred+Feat do not produce outstanding
performance in most cases for both datasets. Specifically, in 13 out of 24 cases,
Feat+Attn outputs the worst performance on black-box attacks, producing a maximum

decrease of 4.51°.

Finding 3: For both white-box and black-box attacks, we suggest using Pred+Attn
as the attack objective, producing a maximum of 5.55° (white-box) and 6.21°
(black-box) improvements in MAE compared to the baseline. We do not suggest
using Feat+Attn for either attack type.

We then compare the best input transformation Resizing+Translation for
transferability enhancement with the best objective Pred+Attn. For black-box
transferability, the former outperforms the latter in 21 out of 24 cases, with an
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Table 4.2 MAE results (in degrees) of Attack Objective Enhancement (with NO input
transformation). The superscript * indicates the white-box attack, and the others are
black-box attacks (i.e., transferability). We highlight the results of the best technique

in bold.
Attack Udacity
Objective Dave2V1 Dave2V2 Dave2V3 Epoch
Pred (Baseline Framework) 18.40%* 4.11 1.95 1.75
Dave2V1 Feat 7.10%* 2.65 1.54 1.35
Attn 18.82%* 4.29 1.78 1.81
Feat+Attn 2.24%* 1.28 1.64 1.24
Pred+Feat 9.62* 3.34 1.63 1.16
Pred+Attn 23.95% 4.71 2.25 2.10
Pred+Feat+Attn 17.80* 4.34 2.10 1.92
Pred (Baseline Framework) 3.64 14.26* 1.93 1.69
Dave2V2 Feat 2.39 5.06* 1.77 1.21
Attn 4.08 13.97* 1.84 1.74
Feat+Attn 0.88 2.61* 1.20 0.80
Pred+Feat 1.24 2.40%* 1.41 0.84
Pred+Attn 3.85 15.31% 2.15 3.30
Pred-+Feat+Attn 3.04 4.82% 1.13 1.14
Pred (Baseline Framework) 0.34 0.36 52.21* 0.58
Dave2V3 Feat 0.43 0.36 30.26* 0.61
Attn 0.37 0.39 50.02* 0.57
Feat+Attn 0.43 0.29 2.64* 0.63
Pred-+Feat 0.46 0.45 50.00%* 0.74
Pred+Attn 0.75 0.46 47.15% 0.66
Pred+Feat+Attn 0.42 0.39 43.81* 0.82
Pred (Baseline Framework) 1.71 2.98 4.39 16.21%*
Epoch Feat 1.78 2.19 3.02 8.28%*
Attn 1.98 2.86 4.07 16.10%*
Feat+Attn 0.43 0.80 0.91 1.67*
Pred+Feat 491 3.15 4.20 12.75%
Pred+Attn 6.06 3.38 4.89 17.34%
Pred+Feat+Attn 5.32 3.28 4.43 13.91%*
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Table 4.3 MAE results for the Dave dataset.

Attack Dave
Objective Dave2V1 Dave2V2 Dave2V3 Epoch
Pred (Baseline Framework) | 26.48* 4.57 2.65 3.35
Dave2V1 Feat 14.09%* 3.83 2.46 2.18
Attn 6.11% 4.15 3.87 3.23
Feat+Attn 8.10* 3.01 2.56 2.83
Pred+Feat 16.49% 5.27 2.93 2.88
Pred+Attn 27.94% 6.37 3.20 3.46
Pred+Feat+Attn 27.72% 6.15 3.09 4.94
Pred (Baseline Framework) 5.23 17.37* 2.45 2.33
Dave2V2 Feat 2.29 3.08%* 2.22 2.42
Attn 2.49 6.87% 3.06 2.90
Feat+Attn 2.07 3.68%* 1.31 0.92
Pred+Feat 1.19 3.45% 2.71 2.18
Pred+Attn 7.48 22.68%* 5.19 3.93
Pred-+Feat+Attn 3.87 11.06* 2.80 1.82
Pred (Baseline Framework) 0.55 0.42 69.91* 1.54
Dave2V3 Feat 0.47 0.40 36.08* 0.61
Attn 0.29 0.32 22.97* 1.23
Feat+Attn 0.39 0.43 3.82% 2.08
Pred+Feat 0.61 0.62 55.66* 0.89
Pred+Attn 0.72 0.50 63.12% 1.90
Pred+Feat+Attn 0.59 0.48 53.19% 1.86
Pred (Baseline Framework) 3.96 2.75 5.79 35.98%*
Epoch Feat 2.70 2.57 4.45 19.82*
Attn 0.75 1.53 2.38 3.36%
Feat+Attn 0.66 1.40 1.28 1.84%*
Pred+Feat 5.17 4.28 7.95 33.20%
Pred+Attn 6.91 717 12.00 39.83*
Pred-+Feat+Attn 6.00 5.45 7.62 38.95%
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Table 4.4 The average runtime (in seconds) of perturbation generation and its standard

deviation for Udacity.

4.3 Results and Analysis

Method ‘ Basic Resize Trans Resize+Trans Feat
Dave2V1 ‘ 0.01£0.002 0.01+£0.002 0.05+0.010  0.0540.008 0.044-0.001
Dave2V2 ‘ 0.014£0.002 0.02+0.001 0.04+0.011  0.0540.008 0.04+0.002
Dave2V3 ‘ 0.01£0.001 0.01+£0.001 0.03+0.009  0.0340.007 0.03+£0.002
Epoch ‘ 0.01£0.001 0.01+£0.001 0.1140.005  0.11+£0.003 0.03+£0.002
Method ‘ Attn FeattAttn  Pred+Feat Pred+Attn  Pred+Feat+Attn
Dave2V1 ‘ 0.094£0.012  0.39+£0.020 0.054-0.002  0.09£0.010 0.37+0.029
Dave2V2 ‘ 0.094£0.010 0.38+0.020 0.04+0.002  0.0940.011 0.38+0.027
Dave2V3 ‘ 0.08+0.006 0.37+0.023 0.03+0.001  0.1040.005 0.36+0.011
Epoch ‘ 0.14+0.016 0.41+£0.017 0.03+0.002 0.1440.012 0.42+0.017

average of 1.61° improvement in MAE. In white-box attacks, Pred+Attn consistently
outperforms Resizing+Translation, achieving an improvement of 12.69° in MAE on

average.

Finding 4: On average, Resizing+ Translation outperforms Pred+Attn in black-box

attacks, showing a 1.61° increase in MAE. Conversely, Pred+Attn outperforms

Resizing+Translation in white-box attacks, demonstrating a 12.69° increase in MAE.

4.3.3 RQ3. Runtime Efficiency Analysis

In RQ1 and RQ2, we have validated that adversarial samples generated with both types
of enhancements demonstrate superior performance over the baseline for black-box
transferability. To implement techniques into practice, efficiency is also an important
factor to consider. For example, to realize real-time attacks, the attacker needs to
timely generate an effective perturbation when encountering the seed input. With this
consideration, we compute the average runtime (in seconds) and the standard deviation
(std) of crafting a single adversarial perturbation on each of the four models for the
Udacity and Dave datasets for all studied techniques.

Table 4.4 and Table 4.5 demonstrate the average runtime for the Udacity and Dave
datasets, respectively. For both datasets and all models, the baseline framework takes
the shortest time to generate an adversarial perturbation for the input image, with
only 0.01s on average and a tiny std. Feat+Attn and Pred+Feat+Attn take similar
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Table 4.5 The average runtime (in seconds) of perturbation generation and its standard

deviation for Dave.

Method ‘ Basic Resize Trans Resize+Trans Feat
Dave2V1 ‘ 0.01£0.001 0.02+0.001 0.054+0.008  0.0540.011 0.04+0.003
Dave2V2 ‘ 0.01+£0.001 0.02+0.001 0.05+0.012  0.064-0.009 0.04+0.004
Dave2V3 ‘ 0.01£0.001 0.01+£0.001 0.06+0.050  0.044-0.007 0.034-0.003
Epoch ‘ 0.01£0.001 0.01+£0.001 0.12+0.023  0.11+0.004 0.03+£0.002
Method ‘ Attn FeattAttn  Pred+Feat Pred+Attn  Pred+Feat+Attn
Dave2V1 ‘ 0.09£0.003 0.40+0.028 0.0540.002  0.10£0.004 0.39+0.023
Dave2V2 ‘ 0.08+0.005 0.39+0.023 0.04+0.002  0.094-0.009 0.40+0.030
Dave2V3 ‘ 0.07+£0.005 0.34+0.020 0.0440.001  0.07+0.004 0.39+0.020
Epoch ‘ 0.14+£0.015 0.42+0.021 0.04+0.001  0.1540.005 0.43+0.026

and the longest time, taking approximately 0.4s to generate a single perturbation for
both datasets. Their std is also higher than other techniques. Among the four models,
Epoch takes the longest runtime in 60% of cases, which may be attributed to its deeper
architecture.

The best input transformation for black-box transferability Resizing+Translation
takes only 0.06s on average to generate an adversarial sample, whereas the best
objective Pred+Attn takes 0.11s, nearly double the time. Therefore, it is expected that

Resizing+Translation can perform more timely attacks in real-world applications.

Finding 5: The best transformation Resizing+Translation (0.06s on average) for
transferability demonstrates a nearly half runtime than the best objective Pred+Attn
(0.11s).

4.3.4 Insights of Superior Performance

Based on the results from RQI1 and RQ2, we present insights into the superior
performance produced by different transferability-enhancement techniques.

Input Transformation Enhancements.  Black-box Superiority: With input
transformation, an adversarial sample is crafted with an ensemble of images composed
of the original one and its transformed versions. The generated adversarial sample will
be less correlated to the gradient of the white-box model at the given input, which is

expected to enhance the black-box transferability performance.
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(d) MAE=44.8°,¢=5.0 (e) MAE=15.0°,¢=5.0 (f) MAE=9.60°",¢=5.0

Fig. 4.2 Attention Heatmap on Udacity sample image.

Attack Objective Enhancements. From the experiments, we identify Pred+Attn
as the best attack objective for both white-box and black-box attacks. To explore the
insights, we explore the relationship between the model’s attention area and the model’s
prediction (i.e., can adversarial attacks change the model’s attention?). We implement
the baseline white-box attacks for simplicity and visualize attention heatmaps with and
without attack in Figure 4.2.

White-box superiority of Pred+Attn: As shown in Figure 4.2a, Dave2V1 focuses
on the pixel region around the front car when making steering predictions from
the original image. However, its attention shifts to the lower-right region when
predicting an adversarial image (Figure 4.2d). We can see that for each white-box
attack, distracting the model’s attention is complementary to distracting its prediction.
Therefore, joint optimization of Pred+Attn achieves the best performance in white-box
attacks 75% of the time.

Black-box superiority of Pred+Attn: In Figure 4.2a, 4.2b, 4.2c, all three models
concentrate around the front car area for making steering predictions. The similarity in
concentrated areas potentially encourages the black-box transferability of adversarial
samples generated by distracting the white-box model’s attention region. Our results

in black-box attacks also prove this point.

4.4 Threats to Validity

Internal Validity: Threats to internal validity can be attributed to (1) the
reproducibility of studied methods implemented on the E2E ADSs. To alleviate
this, we carefully follow the publicly available code provided by the authors of

original papers and open-source our implementation to facilitate checking; (2)
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Effective manipulation of hyperparameters. To alleviate this, we follow the optimal
hyperparameter configurations described in the original papers. For the weights in
the combination objectives, we perform a comprehensive grid search with a sufficient
number of candidate values (Section 4.2.3) on a small subset of the dataset to determine
the optimal hyperparameter values.

External Validity: Threats to external validity to our experiment conclusions include
(1) the selected datasets. We alleviate this by selecting two widely used datasets
in autonomous driving research [4, 27, 28]. They cover various real-world driving
scenarios, such as driving in urban towns, highways, and under different weather
conditions.; (2) The selected E2E ADSs. We alleviate this by selecting four ADSs
that reach competitive performance in the E2E steering angle prediction task [159,
153-155]. They are constructed with different architectures, ranging from 6 million
(Dave2) to 33 million (Epoch) parameters. Therefore, our experimental conclusions

are expected to generalize to other real-world driving datasets and models.

4.5 Chapter Summary

This chapter conducts an empirical study on transferability-enhancement techniques
for E2E ADSs by examining three input transformations and six objective
enhancements. Our findings indicate that Resizing+Translation performs the best in
black-box attacks but shows degraded white-box performance. Using Pred+Attn as
the attack objective improves both attack types. Additionally, our runtime efficiency
assessment also demonstrates that Resizing+Translation takes only half the runtime of
Pred+Attn, making it more practical for real-world black-box attacks. In future work,
we plan to validate the effectiveness of the techniques in the physical world and design
a framework that balances these trade-offs in terms of computational efficiency and
effectiveness across different scenarios.
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Chapter 5

Enhancing Valid Test Input
Generation with Distribution
Awareness for Deep Neural Networks

Comprehensive testing is important in improving the reliability of Deep Learning
(DL)-based systems. Various Test Input Generators (TIGs) have been proposed to
generate misbehavior-inducing test inputs. However, the lack of validity checking
in TIGs often results in the generation of invalid inputs (i.e., out of the learned
distribution), leading to unreliable testing. To save the effort of manually checking
the validity and improve test efficiency, it is important to assess the effectiveness of
automated validators and identify test selection metrics that capture data distribution
shifts. In this study, we comprehensively assess four automated Input Validators (IVs)
and six test selection metrics. Our findings show that the accuracy of IVs ranges
from 49% to 77%. Distance-based IVs generally outperform reconstruction-based
and density-based I'Vs for both classification and regression tasks. Additionally, we
analyze the metrics’ score achieved by valid and invalid inputs separately. The results
reveal that invalid inputs consistently inflate uncertainty-based metrics.

Based on the findings, we enhance existing testing frameworks by incorporating
distribution awareness through joint optimization. The results demonstrate our
framework leads to a 2% to 10% increase in the number of valid inputs, which
establishes our method as an effective technique for valid test input generation.

This work was published in the 48th IEEE International Conference on Computers,
Software, and Applications [160].
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The following sections of this chapter are structured as follows: Section 5.1
contains the first part of our work, the empirical study, including the empirical setup
(the datasets and models studied), the TIGs, the IVs, and the test selection metrics
studied and their association with input validity. Section 5.2 outlines our proposed
approach based on the empirical findings and the result analysis. Section 5.3 presents
threats to validity. Finally, Section 5.4 provides a summary of the chapter’s work.

5.1 Empirical Study

Our pre-study analysis aims to identify effective [Vs in validating test inputs generated
by distinct TIGs. We further analyze the trustworthiness of existing test selection
metrics in manifesting invalidity. Our findings in this section offer empirical evidence
to enhance the existing testing framework, which is outlined in the following section.
In summary, we have studied four automated I'Vs, three TIGs, and six test selection
metrics, all of which are representative in the realm of DL testing and anomaly

detection research.

5.1.1 Empirical Setup

The pipeline of our empirical setup is summarized in Figure 2.1. Initially, we randomly
select 100 seed images from the dataset and pass them to each TIG to generate test
inputs. The generated test inputs are then assessed by domain experts and IVs for
validity identification. Binary validity labels (0 = invalid, 1 = valid) provided by human
assessors are regarded as ground truth. With available ground truth, we assess the
trustworthiness of automated validators and test selection metrics. All experiments
were performed on machines equipped with an Intel Xeon Silver 4210 CPU, and an
Nvidia GeForce RTX 3090-Ti GPU.

Datasets & Models. We evaluate two datasets, MNIST [89] and Udacity
self-driving car challenge dataset [26], each with one DNN model that achieve
competitive performance. MNIST contains 70000 grayscale images of handwritten
digits from 0 to 9, each with dimension 28 x 28. There are 60000 training images and
10000 test samples. We use a classification model [8] with a 5-layer ConvNet with
max-pooling and dropout layers, which achieves state-of-the-art performance (99.37%
accuracy). Udacity Driving Dataset contains 101,396 training and 5614 testing RGB
images captured by cameras mounted behind the windshield of a human-driving car.

The steering angle applied by the human driver is also recorded along with each image
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frame. We use the competitive DAVE-2 self-driving car model from Nvidia [152] with
dropout layers, achieving 99.1% accuracy'.

Human Evaluation. We analyze the validity of each generated test input from
the human perspective. We invite 4 volunteers who are not coauthors of this paper to
complete the questionnaire. All of the volunteers are PhD candidates and possess over
four years of experience in the field of Artificial Intelligence and Software Engineering.
Following the procedure from Riccio ef al. [6], we designed the questionnaire with one
question for each image generated by each testing technique.

We also include one attention check question (ACQ) [161] to filter out inattentive
respondents and ensure the quality of the survey. For the test inputs on which two
assessors disagree, we invite a third person to review the case and provide a majority
vote. For the MNIST dataset, we ask the assessors to classify the image with eleven
choices, including classes 0 to 9, “Not a handwritten digit”, and “It is a digit but belongs
to other classes, if yes, please specify” (e.g., number 11). The latter two choices
indicate the input image is out of the valid input domain and should not be predicted
by the model. For the Udacity dataset that captures real-world driving images, we ask
whether the generated inputs are likely to be captured in real-world driving scenarios
(e.g., can see the road clearly and can confidently steer the car under the given driving
conditions).

5.1.2 Studied TIGs

Description. Existing TIGs [27, 7, 4, 11, 8] have been proven to efficiently generate
a large number of misbehavior-inducing test inputs. However, they lack assessing the
validity of the generated inputs, which cannot guarantee effective testing. This leads

to the question:
Can TIGs Generate Invalid Inputs?

In this section, we analyze the quality of generated inputs from three different
testing techniques with human evaluation: DeepXplore [4] with its three variants
(differential testing), DLFuzz [7] (fuzz-based testing), and Sinvad [8] (search-based
testing).

DeepXplore [4] is a white-box gradient-based test case generation technique with
the training objective of maximizing the neuron coverage and differential behaviors of

models. DeepXplore implements three different constraints on image modifications,

we report 1-MSE (Mean Squared Error) as the accuracy.
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namely lighting effects, occlusion by a small rectangle, and occlusion by multiple
tiny black rectangles. We specifically follow its original implementation and generate
inputs for all three constraints. We use the abbreviations DO for DeepXplore-occl, DL
for DeepXplore-light, and DB for DeepXplore-blackout in the rest of the paper.

DLFuzz [7] (DF) is a white-box differential fuzzing testing framework to guide
DL-based systems exposing incorrect behaviours. DF mutates the input sample by
maximizing the neuron coverage and the prediction difference between the original and
the mutated input. DF originally covered classification problems with the MNIST and
ImageNet datasets. Specifically, it uses the prediction difference in softmax confidence
as the objective to guide the input to cross the decision boundary of the original class.
To extend it to the regression problem with the Udacity dataset, we use the actual
prediction difference as the objective to guide the input generation.

SINVAD [8] (SV) is a black-box test input generator. It searches over the latent
space that resembles the true training distribution. Variational Autoencoder (VAE) is
used to construct latent space, which is composed of an encoder and a decoder. Unlike
DeepXplore, which navigates through and perturbs the original pixel space, SV applies
perturbations on the latent space and then uses a decoder to reconstruct the image. We
adapt this TIG to the Udacity dataset by integrating a Conv-based VAE with 10 hidden
layers in the encoder and decoder, respectively, due to the greater complexity of driving
images. To ensure a fair comparison, for each dataset, we use the same DNN model
under test for all TIGs. For TIGs that are based on the TensorFlow-Keras framework,
we convert the architecture of the PyTorch model under test to Keras and copy the
model weights, and vice versa.

Observation. We examine the quality of generated test inputs with ground truth
validity labels. The results are shown in the last column of Table 5.1.

For the MNIST dataset, all tested TIGs can produce invalid inputs. SV
produces the highest number (48%) of invalid inputs. Techniques using pixel-level
perturbations (DeepXplore with its variants and DF) tend to produce fewer invalid
inputs. Perturbation in the feature space (e.g., SV) may lead to an amplified distortion
in the pixel space through non-linear decoding, producing more distorted/invalid
inputs. DB, the second least effective TIG, randomly adds small black holes on the
seed image, which makes it easy to block the digit’s white strokes and confuse the
recognition, as shown in Figure 5.1(a). The rest three all generate > 90% valid
inputs. DL can produce invalid inputs under excessive brightness or darkness. Figure
5.1(a) DX-light shows an example of diminished illumination. DF adds adversarial
perturbation on the entire image, while DO adds an occlusion patch on the top left
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Table 5.1 TIG Effectiveness: Input Validation results (%valid) with automated and
human validators. For each IV, we highlight the best TIG in bold.

Dataset TIG DAIV D-SVDD D-KNN PCNN Human

DO 2 32 81 25 96
DL 86 95 60 86 99
DB 100 90 60 99 80
DF 26 91 85 0 92
MNIST SV 100 98 81 14 52
DO 95 100 97 76 100
DL 89 80 74 93 75
DB 79 100 98 90 100
Udacity DF 63 100 85 0 100
SV 100 100 98 25 0
Sinvad DX-light DX-occl ~ DX-blackout DLFuzz Sinvad DX-light
-

(a) MNIST (b) Udacity

Fig. 5.1 Invalid test inputs for MNIST and Udacity datasets.

corner, potentially introducing disruptive white lines. For Udacity, all test inputs
generated by DO, DB, and DF are valid, while none are for SV. We found that the test
inputs generated by SV are excessively blurred, as depicted in Figure 5.1(b). This may
also be attributed to the amplified distortions brought by feature-level perturbation.
The first three introduce tiny modifications to the image pixels. Similar to MNIST,
DL produces invalid inputs when there is excessive brightness or darkness.

Finding 1: All examined TIGs can generate invalid inputs. With human assessment,
SV produces the highest number of invalid inputs for both datasets (48% for
MNIST, 100% for Udacity). TIGs employing pixel-level perturbations yield a better
performance.

5.1.3 Studied I'Vs

Description. We explore the effectiveness of density-based PixelCNN++ [68],
reconstruction-based DAIV [64], distance-based DeepKNN [77] and DeepSVDD [79].
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Following the established setting in the previous work [64, 6], we train all the IVs on
the training set of each dataset, which is regarded as valid data by construction.
In this section, we provide a formulated description of each IV, followed by our

experimental observations to the question:
Which 1V is Better?

Specifically, with the ground truth labels provided by human assessment, for each
IV, we compute True Positive (TP, valid for both automated and human validators),
False Positive (FP, valid for automated IV but invalid for humans), True Negatives
(TN, invalid for both automated and human validators), False Negatives (FN, invalid

for automated IV but valid for humans), and Accuracy.

B TP+TN 5.0)
- TP+TN+FP+ FN '

These evaluation metrics offer a comprehensive measurement of each IV’s

Acc

performance. For the formulated description, we use common notations ¢ to denote
the threshold, and = to denote the test input generated.

PixelCNN++ [68] is a generative model that explicitly models the statistical
probability distribution on the training data. It uses a discretized logistic mixture
likelihood on the pixels to speed up training. With each input image x, we can obtain
its estimated probability density p with respect to the distribution modeled from the
training data. Higher density indicates it is very likely that the input follows the training

distribution (i.e., valid).

logp =) logp(z;|z_;) =z = {,Vahdf l.f oep =1 (5.2)
i invalid, if logp < ¢
¢ indicates all sub-pixels in . To determine the threshold for normality, we follow
common procedure [65, 77] to set the threshold at where 95% of the test data are
classified as valid.

For MNIST, we apply 4 ResNet blocks consisting of 60 filters. For Udacity, we use
a larger model with 5 ResNet blocks with 160 filters. The architecture for the decoding
part is the same as the encoding part described above.

DALV [64] is a VAE-based detector that trains a probabilistic encoder f,-decoder
gp by minimizing the KL divergence of the posterior and prior distribution of the latent
variable and maximizing the likelithood estimation of the input sample. The input
sample with low reconstruction probability is classified as invalid. Specifically, the
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encoder f, parameterizes a normal distribution with parameters p,, 0, in the latent
space with latent variable z, such that z ~ N(u,,0,). Then, we draw z;,,l = 1,...L
samples from the normal distribution and send them to g, to output p, ,0, . The

reconstruction probability p for input x is computed as:

Zp9<x‘:u’zl70-zl) =T = (53)

=1

1 & valid, ifp >t
P=T

invalid, if p < ¢

DAIV uses a self-defined invalid dataset to determine the threshold. The author
calculates the reconstruction probability of the invalid dataset and picks the threshold
value with the highest F-measure for identifying invalid inputs. Since DAIV originally
covered MNIST and SVHN datasets only. We extend it to the Udacity dataset
by applying a Conv-based VAE with 10 hidden layers in the encoder and decoder,
respectively, due to the greater complexity of driving images. We create a synthetic
invalid dataset for Udacity by distorting images with noise [162].

DeepKNN [77] explores the non-parametric nearest neighbor distance on feature
space for anomaly detection. The non-parametric setting gives more flexibility by not
imposing any distributional assumption of the underlying feature space. It computes
the k-th nearest neighbor (KNN) distance between the embedding of the new test input
and the embeddings of the training data. Then, a threshold-based criterion is used to
detect whether the input sample is invalid. Specifically, let ¢ be a feature encoder, and

z= M (5.4)

lo()]l,

We determine the input validity by:

X valid, ifd, <t
dk = HZ o ZtrainHZ =T = . L. (55)
invalid, if d;, > ¢

k

where z; ..

is the normalized feature vector of the test input’s k-th nearest
neighbor in the training data. We follow the original paper and set ¢ at which 95% of
the valid data (we use the test set) to be correctly classified. Referring to the validation
method used in Hendrycks et al. [162], we set & = 50 for MNIST and k£ = 100 for
Udacity, selected from candidates k£ = [1, 10, 20, 50, 100, 200, 500, 1000, 3000, 5000].

DeepSVDD [79] trains a DNN to encode the representations of the data into a
hypersphere. The training objective is to distill common representations of valid data

by minimizing the volume of the hypersphere. Specifically, DeepSVDD first pre-trains
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the model via an autoencoder and then further trains the model initialized with the
pre-trained weights. We follow the original implementation for the MNIST dataset and
use a 10-layer Conv-based autoencoder for Udacity. We determine the input validity by

computing the distance d, between the test input x and the center c of the hypersphere:

valid, ifd, <t
d. = |¢(x) —cly=x=9 (5.6)
invalid, ifd_, >t

c is initialized with the mean feature of the training set. We use the final radius of the
trained model as the threshold value ¢. A new input is deemed invalid if its encoded
feature by ¢ is outside the hypersphere.

Observation. We demonstrate the validity result of each generated test suite with
automated IVs and analyze the accuracy of each IV by comparing it with manual
labels. TIGs performance with I'Vs: Table 5.1 shows the percentage of valid inputs
identified by the four IVs. SV is identified as producing the highest number of valid
misbehavior-inducing inputs over 60% cases, however, many of them are deemed

invalid for humans. 50% of the time, DB produces the highest number of valid inputs.

Finding 2: Over 60% of the time Vs identify SV as the most effective TIG, which

however contains many false positives compared to human assessments.

IV Effectiveness and recommendations: Table 5.2 provides the results of TP,
FP, TN, FN, and Accuracy for measuring whether automated Vs reach an agreement
with humans. Figure 5.2 provides an intuitive illustration of the average prediction
summary of each IV, where a larger value in the diagonal indicates a better performance
(i.e., higher TP and TN). For MNIST, on average of all generated test cases, D-KNN
achieves the highest accuracy (72%). Similarly, distance-based D-SVDD takes the
second spot. However, the average result is not uniform and the best IV varies
under different TIGs. From Figure 5.2(a) MNIST, all IVs yield a high TP (upper
left) but also a notably high FN (bottom left). A high FN indicates many valid test
inputs are classified as invalid. For Udacity, the average accuracy indicates that
feature-based I'Vs (D-SVDD and D-KNN) outperform DAIV and PCNN. Specifically,
D-SVDD reach the highest accuracy under 4 out of 5 cases with an average of 77%.
Intuitively, for image data with higher complexity, it is more difficult to directly model
the distribution on pixel space (PCNN) or reconstruct the image (DAIV). Another
interesting phenomenon is that all IVs except for PCNN perform poorly on Sinvad,
with only 0% to 1% accuracy. Similarly to MNIST, Figure 5.2(b) Udacity also depicts
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Table 5.2 IV Effectiveness: IV vs. human labeling. For each TIG, we highlight the
best IV’s Acc in bold. AV denotes the average. Abbreviations for [Vs: DV for DAIV,
SD for DeepSVDD, KN for DeepKNN, and PN for Pixel CNN++.

MNIST | Udacity
WVATG frp pp TN FN Acg TP FP TN FN Acc
DO|[2 0 4 9 6[9 0 0 5 95
DL 8 1 0 14 85| 64 25 0 11 o4
DV /DB |8 20 0 0 8|79 0 0 21 79
DF (24 2 6 68 30|63 0 0 37 63
SV |52 48 0 0 52| 0 1000 0 0
| AV |49 14 2 35 51|60 25 0 15 60
DO |30 2 2 66 32[100 0 0 0 100
DL |95 0 1 4 96|69 11 14 6 83
SD| DB |74 16 4 6 78100 0 0 0 100
DF (8 8 0 9 8100 0 0 0 100
SV |52 4 2 0 54| 0 100 0 0 0
| AV |67 14 2 17 69| 74 22 3 1 77
DO |8 1 3 16 8|97 0 0 3 97
DL |60 0 1 39 61|65 9 16 10 81
KN |DB |5 6 14 26 68|98 0 0 2 98
DF (82 3 5 10 8|8 0 0 15 85
SV |48 33 15 4 63| 0 99 1 0 1
AV |65 9 8 19 72|69 22 3 6 72
DO |24 1 3 72 27|76 0 0 24 76
DL 8 1 0 14 85|68 25 0 7 68
PN | DB |79 20 0 1 79,9 0 0 10 90
DF |0 0 8 92 8| 0 0 0 100 0
SV|6 8 40 46 46| 0 25 75 0 75

| AV [39 6 10 45 49| 47 10 15 28 62
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Fig. 5.2 The normalized confusion matrix depicting the average TP, FP, TN, FN values
of all test suites for each dataset.

86



5.1 Empirical Study

a high TP in all cases and a high FN in 3 out of 4 cases. D-SVDD stands out as
an exception, demonstrating superior performance in accurately classifying both valid
and invalid inputs.

Finding 3: The average accuracy of IVs ranges from 49% to 77%. Generally, we
suggest using feature-based IVs for datasets with higher complexity. On average,
D-KNN and D-SVDD achieve the best performance for MNIST and Udacity,

respectively.

5.1.4 Studied Test Selection Metrics

Description. We examine six test selection metrics from three popular categories,
including NC-based, SA-based, and uncertainty-based. The goal is to assess their
association with input validity and answer the question:

Which Metric Can Better Capture Data Distribution Shift and Manifest Invalidity?

In this section, we analyze the average score of each metric for valid and invalid
test inputs, respectively, as illustrated in Table ??. For NC-based metrics, we discuss
Neuron Coverage proposed by Pei ef al. [4] and K-multisection Neuron Coverage
proposed by Ma et al. [5]. For SA-based metrics, we selected Likelihood-based SA and
Distance-based SA, both proposed by Kim ef al. [15]. For uncertainty-based metrics,
we examine DeepGini [13] for the MNIST classification model and MC-Dropout [131]
for the Udacity regression problem.

Neuron Coverage [4] computes the ratio of neurons in a given DNN that are
activated above a self-defined threshold value by a given set of test inputs 7.

{n|Vx € T, a(n,x) > t}|

NC(T) = | N

(5.7)

N = {nq,n,,...} denotes all neurons in the DNN model under test. a(n,z) is the
neuron activation value produced by test input x on neuronn € N. t is the self-defined
neuron activation threshold. We set ¢ = 0.25, which is commonly used in Deepxplore
and DLFuzz.

K-multisection Neuron Coverage (KMNC) [5] divides coverage for each neuron
into K sections. For a given test suite 7', KMNC of a DNN measures the ratio of the
number of sections covered by 7" for all neurons within the DNN under test.

D onen {SE1Fz €T = 6(x,n) € SP}|
K x |N|

KMNC(T,K) = (5.8)
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where k € {1,..., K}, S indicates the set of values in the k'" section. We use K =
100.

Likelihood-based Surprise Adequacy (LSA) [15] uses Kernel Density Estimation
(KDE) to estimate the probability density of each activation value in the selected
activation layer. Intuitively, it measures the surprise of input as the difference in the
DNN’s behavior (i.e., activation traces) between a new input and the training data. By
using all training data as the reference, we can measure the surprise of the test input to
the valid data distribution.

f(z) = é S K(ag(x) —ag () (5.9)
LSA(z) = —log(f()) (5.10)

ay (-) denotes a vector of activation values in the selected layer L. X denotes the
training data (i.e., valid data). f(x) is the density function estimated by KDE (denoted
as K), where a higher density indicates the input x is similar to the training data. A
larger LS A(x) indicates more surprise of the input .

Distance-based Surprise Adequacy (DSA) [15] uses Euclidean distance between
the activation traces of a new input x and the training data as the measure of surprise.
In this paper, we define the reference point x,, to be the nearest neighbor of  in the
training data and compute DSA as follows.

x, = argmin ay () —ap (;)] (5.11)
r;eX
DSA(x) = llag(x) —ag(z,)] (5.12)

We use min-max normalization to rescale the LSA and DSA values for a better
illustration across settings. Larger values indicate a higher surprise. We used activation
traces output by the fourth last hidden layer for both the MNIST and Udacity datasets
with a dimensionality of 64 and 1164, respectively.

DeepGini [13] estimates the uncertainty of the DNN classification, which is based
on the test inputs activations of the DNN model’s softmax output layer. It measures
the likelihood of misclassification. It is defined as:

DG(x) =1-) p.(x)? (5.13)
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With input 2, a DNN model outputs a classification probability p.(x) for class c.
With a completely certain classification (i.e., the model assigns a probability of 1 to the
predicted class and 0 to others), we have DG (x) = 0. The DeepGini score increases
with the classification uncertainty. The dependency on the softmax layer also restricts
it to classification problems.

MC-Dropout measures uncertainty on regression problems, we compute the
Standard Deviation (std) [131] induced by Monte-Carlo Dropout during prediction.
Specifically, we compute the standard deviation of N = 100 sampled point prediction

results for each test input x:

std = std([m(x)q,....,m(x)N]), (5.14)

where m signifies the model with dropout enabled.

Observations. Table 5.3 reports the average score of each metric for valid and invalid
inputs, respectively. Note that in some cases, results are unavailable due to no invalid
or valid inputs generated by the corresponding TIG. To conduct a fair comparison, our
analysis excludes those situations.

Across two datasets, for both NC and KMNC, 83.3% of the time coverage achieved
by valid inputs is greater than that achieved by invalid inputs.

In terms of SA, we expect invalid inputs can bring more surprise to the DNN model.
66.6% of the time invalid inputs achieve higher LSA than that of valid inputs across
two datasets. 100% of the time invalid inputs achieve higher or the same DSA, which
confirms a positive relationship. As for uncertainty-based metrics, we expect invalid
inputs can induce higher uncertainty when the model makes predictions. For DeepGini,
in MNIST, 100% of the time, invalid inputs induce higher uncertainty. Specifically, the
score for invalid inputs is 0.15 higher than that of valid inputs on average. For Std in
Udacity, the standard deviation of model predictions for invalid inputs is 0.04 higher
than that for valid inputs.

Finding 4: Invalid inputs consistently (100% of the time) inflate uncertainty-based
metrics. DSA reflects input invalidity more effectively than LSA. In 83.3% cases,
valid inputs achieve higher NC/KMNC.

5.2 Our Approach

Based on our findings, we enhance existing white-box testing techniques to generate
valid inputs for DNN testing by incorporating distribution awareness, which prevents

&9



Chapter 5. Enhancing Valid Test Input Generation with Distribution Awareness for
Deep Neural Networks

Table 5.3 Results for Test Selection Metrics. Val. and inval. denote results with valid
inputs and invalid inputs, respectively. Tot. and Avg. denote total and average results
for the entire test suite.

NC (%) KMNC (%)
val. inval. tot. val. inval. tot.

DeepXplore-occl | 72.6 34.6 732 | 35.7 3.77 364
DeepXplore-light | 843 62.1 85.0 | 41.8 1.00 42.0
MNIST | DeepXplore-black | 79.2 60.3 80.2 | 36.6 149 403
DLFuzz 71.0 457 720 | 37.7 7.02 393
Sinvad 622 66.0 702|279 285 409

DeepXplore-occl | 77.5 - 77.5 | 19.8 - 19.8
DeepXplore-light | 85.7 535 862 | 17.8 8.00 21.9

Dataset TIG

Udacity | DeepXplore-black | 81.4 - 81.4 | 19.5 - 19.5
DLFuzz 71.3 - 713 | 17.6 - 17.6
Sinvad - 80.1  80.1 - 204 204
(a) Results for NC and KMNC
LSA DSA DeepGini / Std

val. inval. avg. | val. inval. avg. | val. inval. avg.

DeepXplore-occl | 045 047 045 | 047 048 047 | 035 046 035
DeepXplore-light | 0.11  0.05 0.11 | 0.58 0.72 0.58 | 0.55 090 0.55
MNIST | DeepXplore-black | 0.22 0.19 0.21 | 0.39 0.44 040 | 031 040 0.33
DLFuzz 037 051 038|050 0.63 051016 036 0.18
Sinvad 030 034 032|038 046 042|051 053 0.52

DeepXplore-occl | 0.09 - 0.09 | 0.24 - 0.24 | 0.07 - 0.07
DeepXplore-light | 0.30 0.38 0.32 | 048 048 048 | 0.05 0.09 0.06

Udacity | DeepXplore-black | 0.14 - 0.14 | 0.33 - 0.33 | 0.04 - 0.04
DLFuzz 0.35 - 0.35 | 0.40 - 0.40 | 0.05 - 0.05
Sinvad - 029 0.29 - 0.40 040 - 0.07 0.07

(b) Results for surprise-based and uncertainty-based metrics
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Algorithm 4 Enhanced Testing Framework by Joint Optimization.

Require: X - Seed inputs
Require: obj, - Original objectives of TIG
Require: obj, - Distribution-aware objectives of IV
Require: DNN - DNN under test
Require: hyperparameters - {ir, v, t, iters}

1: test suite = {}

2: for z in X do

3: for i=1 to iters do

4: obj = objl + v x obj2

5: G = dobj/0x

6: G = Process(G)

7: r=x+IlrxG

8: if Misbehavior(DNN,z) and PassValidityCheck(x,t) then
9: test suite.append(x)
10: break

11: end if

12: end for

13: end for

the generated input from deviating significantly from the learned distribution. We
examine the quality of generated test cases by both humans and automated IVs. With
the same 100 seed inputs, the results show that our enhanced framework can generate
up to 10% more valid test inputs.

To introduce distribution awareness, we perform joint optimization, in which the
best IV’s objective is optimized together with each TIG’s objective (e.g., DAIV for
DeepXplore-blackout for MNIST, as shown in Table 5.2).

We also validate the effectiveness of TIG’s original objective and only keep those
that assist in generating valid inputs. For example, we keep the DeepXplore’s NC
objective according to Finding 4. valid input achieves a higher coverage for all TIGs
except SV. It should be emphasized that this improvement is specifically applicable to
white-box testing techniques that employ gradient-based optimization, and it does not
extend to black-box techniques like SV, which relies on random feature perturbations.

Algorithm 4 elaborates details of the enhanced testing framework achieved through
joint optimization. The algorithm requires five inputs outlined in the Require lines.
Specifically, for X, we use the same 100 seed inputs as described in Section 5.1.1.
For obj,, we use probability density log p(z) for PCNN, reconstruction probability
p(x) for DAIV, negative feature distance —d,(x) between z and training data for

D-KNN, and negative feature distance —d,(z) between x and the hypersphere center ¢
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Table 5.4 Effectiveness of Joint Optimization (% valid). The positive/negative/equal
signs indicate the improved techniques produce more/fewer/the same number of valid
test inputs compared to the original techniques with the same seed inputs.

Data TIG DAIV D-SVDD D-KNN PCNN Human

DO+KNN  3(+) 30(-) 100(+)  30(+)  98(+)
DL+SVDD  83(-) 100(+) 80(+) 83(-)  99(=)

MN DBIDAIV  100=)  96(+) 62(+)  100(+)  83(+)
DF+KNN  44(+)  98(+)  100(+)  5(H)  95(+)
DO+SVDD  93(-)  100(=)  96(-)  78(+) 100(=)

up DLSVDD  84()  100(+)  85(+)  93()  85(+)

DB+SVDD  82(+) 100(=) 94(-) 91(+) 100(=)
DF+SVDD  80(+) 100(=) 100(+) 0(=) 100(=)

for D-SVDD. For hyperparameters, we set v = 0.01 through grid searching candidate
values [0.001,0.01,0.05,0.1]. We determine ¢ as described in Section 5.1.3. Ir and
iters values are set as in the original TIG works. We begin by initializing the test _suite
to store the generated test inputs (Line 1). The generation process starts with looping
over each seed image = in X (Line 2-3). We construct a joint objective obj by the
weighted sum of 0bj1 and 0bj2 (Line 4). We maximize the joint objective and generate
a new test input by performing gradient ascent. Note that the gradients GG are processed
by domain constraints, if any. (Line 5-7). We add the generated input to the test suite if
it is confirmed valid by the selected IV (ValidityCheck) and causes model misbehavior
(Line 8-10).

5.3 Results

5.3.1 Validity Assessments

The validity assessment results are presented in Table 5.4. Note that all test inputs
selected with the chosen IV are 100% valid due to the ValidityCheck of our method.
Comparing these results to Table 5.1, we observe that 78% of the time, automated
IVs agree that joint optimization is beneficial in generating more or the same number
of valid test inputs. It is also crucial to consider IV’s reliability when they do
not acknowledge the improvement. Human assessors consistently provide positive
feedback (100% of the time), in which we observe a 2% to 10% increase in the number
of valid test inputs.
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Table 5.5 Improvement of DNNs Accuracy with “Random”, “Original”, and
“Enhanced”.

MNIST Udacity
Random 99.55%‘ Random 99.37%

Original  99.56% | Original  99.55%
Enhanced 99.61% | Enhanced 99.60%

5.3.2 Improving DNNs with Enhanced Framework

To analyze the implications on DNN’s performance of the generated inputs, for
both datasets, we augment the training data by adding 100 newly generated
misbehavior-inducing inputs and further train the DNNs with five additional epochs
[4, 15]. Specifically, we compare three augmentations: (1) “Random”: 100 test inputs
randomly selected from the original dataset; (2) “Original”: 100 test inputs generated
by the original testing framework; (3) “Enhanced”: 100 test inputs generated by our
enhanced testing framework. For MNIST, we adopt majority voting for labeling the
test inputs generated with DeepXplore (following Pei et al. [4]), and adopt ground
truth seed label for DLFuzz test inputs (we assume label preservation for minimal
perturbations). For Udacity, we assume label preservation for all test inputs. Table 5.5
demonstrates the average performance over all testing techniques. The results show
that our enhanced framework improves the accuracy of the test set by 0.05% to 0.23%.
Note that we validate the label preservation assumption through expert review. For all
minimally perturbed inputs, an expert confirmed that the perturbation was too minor to
change the original label (e.g., the steering label in the Udacity dataset), even without
explicit re-labeling.

5.3.3 Practicability

In our method, for each TIG, we select the best IV for joint optimization based on our
pre-study results on 100 seed inputs. To apply the enhanced framework in practice, we
suggest two ways: the first would be to reduce the number of seed inputs for pre-study
(i.e., selecting only 10 samples can obtain an initial idea). The second would be directly
referring Finding 3, which suggests applying feature-based I'Vs for both datasets. We

plan to experimentally validate this assumption on more datasets in our future work.
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Result: Domain experts have consistently (100% of the time) confirmed the
effectiveness of our enhanced framework in valid input generation, demonstrating

an up to 10% increase in the number of valid inputs.

5.4 Threats to Validity

5.4.1 Internal Validity

This can be attributed to the implementation quality of the existing techniques (e.g.,
TIGs, 1Vs, test selection metrics) and the reproducibility of our method. To mitigate
this effect, we have open-sourced our implementation for transparency. Also, we
ensure the same functionality of DNN models when converting TensorFlow-Keras to

the PyTorch framework by using the same architecture and copying trained weights.

5.4.2 External Validity

A possible threat to the generalization of our experiment conclusions can stem from the
choice of datasets, DNN models and studied problems. We try to alleviate the threat as
follows: (1) We study both classification and regression tasks. The handwritten digit
classification and autonomous driving steering prediction problems are representative
and important in the DL research. (2) We choose different complexities of datasets,
from 28 x 28 gray-scale MNIST to 640 x 480 RGB Udacity dataset. (3) We select
DNN models that are widely used in the literature and reach competitive performance.

5.5 Chapter Summary

In this chapter, we undertake an empirical study and enhance the testing framework by
incorporating distribution awareness. Our investigation reveals that the current TIGs
can generate invalid inputs, and the average accuracy of automated I'Vs ranges from
49% to 77%. Furthermore, we analyze the relationship between six test selection
metrics and input validity, discovering that invalid inputs increase the value of
uncertainty-based metrics in 100% cases and decrease the value of coverage-based
metrics in 83.3% cases.

Based on these findings, we improve the current testing framework by integrating
IVs’ distribution-aware objectives to generate more valid inputs. The results
demonstrate a 2% to 10% increase in the number of valid inputs, as assessed by human
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evaluation. In future work, we aim to extend our approach to other fields to enhance

the completeness and understand the generalizability of our findings.
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Chapter 6

Unified Ensemble-Based Testing for
Fault Detection and Retraining in
Deep Neural Networks

Testing deep learning (DL)-based systems is critical for identifying internal defects
and improving their robustness. Existing test selection metrics have shown promising
results and focus on individual aspects like uncertainty or neuron coverage, but fail
to consider consensus decisions across metrics, limiting fault detection and retraining
effectiveness. Specifically, we observed three key limitations: 1. Lack of consideration
for the consensus of results from multiple independent metrics (i.e., selecting inputs
based on a fused score from multiple metrics); 2. Insufficient effectiveness evaluation;
3. Limited scope of tasks and datasets.

In this chapter, we propose an ensemble-based testing framework that integrates
scale and granularity unification to systematically combine multiple test selection
metrics. We examine the effectiveness of test selection metrics on both the capability
of fault detection and the capability of retraining guidance, and assess the performance
on two different domains. Experimented and validated on two Android malware
and two real-world driving datasets, our method achieves statistically significant
improvements in fault detection (e.g., detecting 23 faults on average) and retraining
guidance (e.g., achieving an average of 34.04% accuracy improvement for malware
datasets and 13.22% for driving datasets). Compared to state-of-the-art baselines,
our framework offers superior testing reliability and robustness across diverse
out-of-distribution (OOD) scenarios. Additionally, our ablation study statistically
validates the effectiveness of each component of our method, including scale
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unification and ensemble-based selection. All code and data are open-source to
support further research. This work was submitted to IEEE Transactions on Software
Engineering in 2025.

The subsequent sections of this chapter are organized as follows: Section 6.1
illustrates the study design, including a comprehensive test suite evaluation, the design
of our empirical study, our proposed ensemble-based testing framework, and the
study overview. Section 6.2 details our experimental setup, containing studied test
selection metrics, studied datasets and models, OOD operators and selection budgets,
hyperparameters, and research questions. Section 6.3 illustrates the experimental
results. Section 6.4 presents threats to validity, while Section 6.5 summarizes this
chapter.

6.1 Study Design

Our study consists of three parts: (1) a comprehensive test suite evaluation, (2)
an empirical study on clustering pipelines and retraining processes. Then, we
assess the effectiveness evaluation of five existing test selection metrics, and (3)
the development of the proposed ensemble-based testing framework. The first
part establishes two evaluation criteria for test selection metrics, addressing the
limitation found in the current literature. The empirical study evaluates five existing
selection metrics based on these criteria, identifying the best-performing ones. Finally,
our proposed ensemble-based testing framework leverages the identified metrics to
perform enhanced testing.

To comprehensively compare test selection metrics, we evaluate their effectiveness
across two key aspects: test input prioritization for DNN fault detection and retraining
guidance for DNN performance improvement. The former aims to prioritize test inputs
that are more likely to trigger diverse model misbehavior, enabling fast detection of
DNN faults. Regarding retraining guidance, test selection metrics are used to select
test inputs that are insufficiently represented during training for future enhancement of
model performance through retraining. Metrics that can guide more effective retraining
with a limited number of inputs are preferred. Note that these two capabilities assess
two different aspects of a metric: pick an input that leads to a DNN fault and pick an
input that is insufficiently represented during training. These two criteria are used to

compare different test selection metrics throughout the paper.
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6.1.1 Comprehensive Test Suite Evaluation

Existing literature adopts either insufficient or potentially biased evaluation criteria on
the selected test suite. Our study mitigates the issues and comprehensively evaluates
studied metrics through two criteria: the capability of fault detection and the capability
of retraining guidance.

Capability of Fault Detection It is essential for a metric to effectively select a
test suite that reveals diverse causes of model misbehaviors. We denote each root
cause of misbehavior as a fault in the DNN under test [163]. Previous works have
simply assessed the misprediction-detection rate [13, 81], which is insufficient when
many test inputs are typically mispredicted for the same reason [88]. As stated in
[164], “selecting or generating test inputs that trigger misbehaviors is far more useful

’

when these misbehaviors are diverse.”. Therefore, it is more effective to detect
mispredictions with distinct causes. Inspired by Attaoui et al. [163] and Aghababaeyan
et al. [16], we leverage a clustering-based approach to group similar mispredicted
inputs, aiming for each cluster to represent a common set of features that are the
plausible cause for mispredictions, i.e., high-quality cluster could correspond to a
fault (empirically validated in Sec. 6.3.2). This form of clustering-based root-cause
analysis has been shown to be effective across various data modalities, including but
not limited to image data [163, 16, 165] and time series data [? ? ]. Therefore, we rely
on the clustering-based fault detection approach for both data types, containing three
core steps: feature extraction, dimensionality reduction, and clustering. Algorithm 5
provides details of the clustering pipeline, with lines 2 to 4 outlining the three steps.
Line 5 evaluates the quality of the resulting clusters.

Algorithm 5 The clustering pipeline.

Require: (X, vy,): the selected test suite and its ground truth labels
Require: g predicted labels of X, by the model
Require: F'E: Feature Extractor

Require: D R: Dimensionality Reduction Technique
Require: C'A: Clustering Algorithm

: Get misprediction set X™** C X _ where g, # y,
Extract Features F = FE(X ™)

Reduce Dimensionality F’ = DR(F)

Clustering {C, ..., C} = CA(F’)
Silhouette, DBCV = (F',{Cy,...,Ck})
return {C, ..., Cg}, Silhouette, DBCV

NN AW =

Feature Extraction: We adopt different feature extractors based on the data type
studied: RGB image-based driving data and Android malware data.
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For driving data, we leverage transfer learning, an efficient method in transferring
knowledge between domains for image data [166]. Building on the findings of Attaoui
et al., who validated clustering-based fault detection pipelines for image-processing
DNNs, we adopt their recommended pipeline: ResNet-50 (penultimate layer) for
feature extraction, UMAP for dimensionality reduction, and DBSCAN for clustering.
This setup is particularly suited to the Dave2-based steering prediction model used in
real-world driving tasks.

For malware data, we do not rely on transfer learning due to the lack of established
pretrained models. Instead, we extract features from our own trained detectors on the
AndroZoo and Drebin datasets. We considered two candidate extractors, DeepDrebin
and BasicDNN. We adopt shallow-layer features which better preserve input-specific
details [55] and also achieve higher Silhouette and DBCV scores than deep-layer
features in our preliminary experiments.

Dimensionality Reduction: We evaluate three widely used dimensionality
reduction techniques: Principal Component Analysis (PCA) [167], Uniform Manifold
Approximation and Projection (UMAP) [168], and Gaussian Random Projection
(GRP) [169]. PCA is a linear method that transforms data onto a new coordinate
system such that the principal components capturing the largest variation in the
data can be easily identified. The core hyperparameter in PCA is the number of
components. UMAP is a non-linear technique that preserves both local and global
data structure by embedding high-dimensional data into a low-dimensional manifold.
The key hyperparameters of UMAP include the number of components m indicating
the dimensionality of the reduced features, the minimum distance d controls how
tightly UMAP is allowed to pack points together, and the number of neighbors & that
balances local versus global structure in the data (e.g., low values will force UMAP
to concentrate on very local structure). GRP projects high-dimensional data onto a
lower-dimensional subspace using a random matrix with entries drawn from a Gaussian
distribution, approximately preserving pairwise distances.

To find the optimal hyperparmeter value, for each method, we perform a grid
search on a range of candidate values and select the best value using the average of
Silhouette and DBCV scores. The scores are computed from the resulting clusters
with DeepDrebin as the feature extractor and DBSCAN as the clustering algorithm.

Clustering: We evaluate four clustering algorithms: K-Means [170], Hierarchical
Agglomerative Clustering (HAC) [171], Density-based spatial clustering of
applications with noise (DBSCAN) [172], and Hierarchical DBSCAN (HDBSCAN)
[173]. K-Means divides the data into the required number of clusters based on
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the distance calculated from the data points to the center of the cluster. HAC is a
bottom-up clustering method that recursively merges the closest pairs of clusters based
on a linkage criterion to build a tree-like hierarchy of nested clusters. Both K-Means
and HAC require a pre-defined number of clusters K, where we use the knee-point
method to identify the optimal value. We follow the same procedure [165] to apply
the knee-point approach to the sum of distances of each point to its cluster center.

DBSCAN groups dense regions and treats low-density points as outliers, while
HDBSCAN extends this by constructing a hierarchy to capture clusters of varying
densities. DBSCAN requires two hyperparameters: the distance threshold € and the
minimum number of neighbors Min_k. HDBSCAN addresses the limitation of setting
a global € and only needs a pre-defined minimum cluster size MinPts. We identify
the optimal e value using the knee-point method, which first computes the Euclidean
distance from each feature to its closest neighbor, then finds the knee-point of the curve
obtained by considering those distances in ascending order [165]. To select an optimal
Min_k and MinPts, we execute multiple candidate values with the best € value and
select the configuration that corresponds to the highest Silhouette and DBCV scores.

Evaluation: To identify the optimal clustering pipeline for malware data (note
that we adopt the best pipeline suggested by [165] for driving data), we perform
an ablation study on each component while keeping the others fixed. For a fair
comparison, all techniques are evaluated using their optimal hyperparameters (see
Table 6.3 in Section 6.2.5). Specifically, to compare feature extractors, we fix UMAP
for dimensionality reduction and DBSCAN for clustering. UMAP is chosen due to
its demonstrated effectiveness in preserving data structure and enhancing clustering
performance [174, 175, 165]. We use density-based clustering methods, as they
naturally handle arbitrarily shaped clusters better than K-Means or HAC, and select
DBSCAN over HDBSCAN based on empirical results in [165]. After determining
the best extractor, we evaluate dimensionality reduction techniques with the optimal
extractor and DBSCAN. Each pipeline is assessed using the Silhouette [176] and
DBCV scores [177] on the resulting clusters. These are widely used standard metrics
for evaluating the quality of clustering [16]. Both scores range from -1 to 1, with higher
values indicating better clustering quality. The evaluation results for each method are
detailed in Section 6.3.1. To examine whether each cluster represents a distinct fault,
we have conducted qualitative and quantitative analyses in Section 6.3.2 to validate the
cluster-to-fault correspondence by the optimal pipeline.

Capability of Retraining Guidance. Retraining with test inputs that are
under-represented or more likely to be misclassified is a straightforward way to
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improve model performance. The performance improvement achieved after retraining
with the selected test suite also reflects a metric’s capability to identify the inputs that
were insufficiently learned during the training process.

The approach to conducting the retraining process is crucial for enhancing DNN
performance. Two types of retraining ! have been explored in the existing literature
[18, 13, 81, 86]: (1) Type I: retraining using the selected test suite only; (2) Type 1I:
retraining using the combination of the original training set and the selected test suite.
Algorithm 6 illustrates the process of both retraining types. Retraining is performed on
a pre-trained model f with weight parameters 6, trained on the original training dataset.
Given a selected test suite (X, y, ), selected from the hybrid candidate set (X, y..) (we
use the term hybrid to refer to a set that contains both ID and OOD data. Details on
how the hybrid set was constructed can be found in Section 6.2.3), type I requires only
(X,,y,) for retraining, whereas type II needs both (X, y,) and the original training
set (X4, Y;,.)- The performance of the retrained model is evaluated on the hybrid test
set (X, y;), which follows the same ID+OOD distribution as the hybrid candidate set
[15, 86, 18]. In line 1, we first compute the prediction accuracy Acc,,.; of the original
pre-trained model f(6) on the hybrid test set (X, y,). If using type I retraining, only
the selected data is used for retraining; if using type Il retraining, both the training data
and the selected data are used (lines 2-6). Then, we use mini-batch gradient descent
with the cross-entropy loss L to retrain the model for a specified number of epochs
(lines 7-12). After retraining, we compute the updated prediction accuracy Acc,,,,, on
(X,,y,) and measure the corresponding accuracy improvement Acc’ to evaluate the
effectiveness of retraining (lines 13-15).

6.1.2 Empirical Study

We conduct an empirical study to comprehensively evaluate existing test selection
metrics using two distinct evaluation criteria. The best-performing metrics will be
integrated into our proposed testing framework in the next section.

This section consists of two parts: the first part focuses on identifying the optimal
clustering pipeline and retraining process to effectively capture the capability of fault
detection and the capability of retraining guidance, respectively. For the former,
we evaluate several commonly used methods at each step of the clustering pipeline
(Algorithm 5). For the latter, we evaluate two types of retraining processes (Algorithm
6): type I and type II.

"We use the term retraining for consistency with previous studies [18, 4, 13, 16, 81].
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Algorithm 6 Capability of retraining guidance.

Require: f(6): the DNN model under test with pre-trained parameters 6
Require: (X,,y,): the selected test suite and its ground truth labels
Require: (X,,,v,,): the original train set

Require: (X,,y,): the hybrid test set and its ground truth labels
Require: L: the loss function

Require: hyperparameters - {epochs, bs, Ir}

1 Acc,,; = mean(f(X,;60) == y,)

2: if Type I then

3: X, y=X,,y,

4: else if Type II then

5: X,y =concat(X,,, X,), concat(y,,., y,)
6: end if

7. for i in epochs do

8: Shuftfle( X, y)

9: for X;,y, in (X, y) do
10: 0« 0—1rxVoL(f(Xy;:0),y)
11: end for
12: end for
13: Ace,,,, = mean(f(X,;0) == y,)
14: Acc’ = Acc,,,,, — Acc,,;
15: return Acc’
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The second part of our study evaluates the effectiveness of the selected metrics in
terms of two aforementioned capabilities. For fault detection, we report the number
of clusters identified, where each cluster is treated as a distinct model fault. The
clusters are obtained using the optimal pipeline. For retraining guidance, we adopt the
most effective retraining process identified and present the accuracy improvements as

results.

6.1.3 Ensemble-based Testing Framework

Unification of Granularities and Scales. Existing test selection metrics derive scores
either from individual test inputs or from a collection of test inputs (i.e., a test suite).
Based on these two distinct approaches, we categorize them into two types in this paper:
input-specific metrics (e.g., DeepGini, Entropy) and suite-wise metrics (e.g., geometric
diversity, neuron coverage). The difference in measurement granularity between these
two categories makes it challenging to directly combine them. Additionally, metrics
within the same category also operate on a different scale, making it impractical to
fuse their scores without adjustment. Scores can be transformed into different forms,
for example, to a normalized value or even to a probability value. Our approach
solves different scales within each category and different granularity across categories
correspondingly by (1) using p-value/min-max to unify different scales of the score
for input-specific/suite-wise metrics and (2) evaluating the rescaled suite-wise score
on the refined set of test inputs, filtered by the rescaled input-specific score.

Input-specific Metrics. For metrics that compute scores based on individual test
cases (e.g., DeepGini, Entropy, Surprise Adequacy), we leverage p-values for score
unification.

Scale Unification: We assume scores following an empirical distribution
constructed from the scores S(X) of training data. Then, for each test input x, we
transform its score S(x) (e.g., DeepGini score) into probability values. The p-value
captures the prior probability of observing a value at least as extreme as S(x) if the
null hypothesis H,, (i.e., S(x) is drawn from the given distribution) were true:

p-value(z) = Pr(S(X) > S(x)|H,) (6.1)

The p-values range from 0 to 1, with smaller p-values indicating more extreme scores
(e.g., higher uncertainty for the metric DeepGini).
Combination: To combine multiple p-values, we leverage the weighted sum of

p-values for each input-specific metric m (i.e., meaningful in computing score on
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individual inputs), each with weight w,,. Let M, ; denote the number of input-specific

metrics we would like to combine.

M,

m

St ;= Combined p-value(x) = w,, X p-value(z),, (6.2)
m=1

Suite-wise Metrics. Metrics applied to the entire test suite (e.g., Geometric
Diversity, Neuron Coverage, Surprise Coverage) is termed as suite-wise metrics in
this paper. We first explain the process of achieving granularity unification with
input-specific metrics. Subsequently, we detail the scale unification across different
suite-wise metrics.

Granularity Unification: To integrate input-specific metrics with suite-wise
metrics, we compute the suite-wise score based on a filtered test suite, guided by
input-specific metrics. The process begins by filtering initial candidate inputs using
input-specific metrics to create a refined candidate pool. The filtering process is
expected to (1) improve the quality of the candidate pool by prioritizing high-risk
inputs, and (2) enhance the efficiency of selection by reducing the search space. Then,
we randomly construct several candidate test suites from the filtered candidate pool and
select the one with the highest suite-wise score. Taking the metric GD as an example,
we select the test suite that has the highest geometric diversity from the candidate test
suites.

Scale Unification: 1f we want to combine multiple suite-wise scores, we use the
relative scaling for unification. In this case, we opt for the min-max normalization. We
do not use p-values since it can be extremely computationally expensive for suite-wise
metrics. Specifically, p-values are computed from the empirical training distribution
composed of scores of all possible test suites, and there can be a potentially infinite
number of test suites with a large selection pool (e.g., there are SE+71 ways to select
40 samples only from 1000 samples). Without the need to determine the underlying
distribution of the scores (e.g., z-score assumes a roughly normal distribution), we
adopt the distribution-agnostic min-max normalization. This approach preserves the
relational properties of the data while offering computational efficiency [178].

Combination: Let S(X,) be the score computed from test suite X, and maz(.S)

and min(S) be the maximum and minimum possible score of the metric of interest:

M
e S(X,) —min(S)
Sat = Wm X maz(S) — min(S) (63)

m=1
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where w,,, denotes the weight for the suite-wise metric m. The min-max normalized
score ranges from 0 to 1.

Overview. In this section, we provide an overview of our proposed ensemble-based
testing framework. The algorithm details are summarized in Algorithm 7, including
Input, Test Input Selection process, and Output.

Input: The algorithm requires four key inputs outlined in the Require lines. The
hybrid candidate set (X, y..), containing a set of test inputs for selection. y, indicates
the ground truth label set. 7 represents the portion of samples to retain after the filtering
process. N indicates the total number of samples to select, which depends on the
selection budget. Note that the number of filtered samples is required to be larger than
N. n is the number of random selections.

Test Input Selection: Firstly, given the interested input-specific metrics, we iteratively
compute the input-specific score S; ; (Equation 6.2) for each input sample x (lines
1-3). Then, we sort the candidate set (X, y,.) based on the score and obtain the sorted
set (Xyorteds
For example, if we use uncertainty-based scores like Entropy, which recommends

Ysorteq) (line 4). Note that the sorting order depends on the score we used.

selecting the most uncertain samples. The sorting process will sort the scores from
the largest to the smallest, where the largest represents the most uncertain sample.
Line 5 computes the number of samples /N, to retain after filtering. | - | represents
the cardinality of the set X, i.e., number of samples. Note that NV, > N. Then, we
filter the candidate set by the given number [V, to reduce the search space, obtaining
the filtered set (X ;y1ereas Y fitterea) (lines 6-7). After that, we randomly select the test
suite for n times, each with size IV, and compute the suite-wise score S, for these n
suites (lines 8-11).

Output: After obtaining the suite-wise scores for each suite, the algorithm returns the
best test suite (X7, y%) with the highest S, (lines 12-13).

6.1.4 Study Overview

This section summarizes the overall workflow of our study. As shown in Figure 6.1,
our work contains three parts: comprehensive test suite evaluation (green), empirical
study (vellow), and our methodology (purple).

For the first part, we have visualized the aforementioned two evaluation criteria for
a deeper understanding. The orange rectangle represents the selected test suite. Test
inputs within the selected suite are either correctly predicted (green dots) or incorrectly
predicted (i.e., induce misbehavior, black dots) by the DNN under test. Each purple
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Algorithm 7 Ensemble-based test input selection.

Require: (X_,y,): the hybrid candidate set

Require: r: ratio of samples to retain after filtering

Require: N: the number of samples to select, depending on the budget
Require: n: number of random selections

: for (z,y) in (X_,y,.) do

2 Compute Input-specific score S, ,
3: end for

4: Sort (Xm yc) based on fnd’ obtain (Xsorted7 ysorted)
5: N, =|X,.| xr
6
7
8

—_—

: Xfiltered = Xsorted[: Nr]
: yfiltered - ysorted[: Nr]
: foriinndo
9: Randomly selects (X, y,) with size N from (X p;1ereas Y pittered)
10: Compute suite-wise score S, from X
11: end for
12: Select (X}, y%) with the highest S,
13: return (X}, y})

Table 6.1 Description of studied datasets, models, tasks, performance, and
corresponding OOD operators.

Dataset Description ~ #Train ~ #Test  Task (#Classes) DNN Val acc. OOD inputs
AndroZoo Android Classification  DeepDrebin  99.15  FGSM, GDKDE, Mimicry,
[92] packages 85,343 21,336 2 Classes BasicDNN 99.30 Pointwise, Drebin,
AndroZo002018, 2019.
Drebin Android Classification =~ DeepDrebin ~ 99.50 FGSM, GDKDE,
[2] packages 38,245 9562 2 classes BasicDNN 99.53 Mimicry, Pointwise,
AndroZoo.
Dave Real-world Classification Dave2V1 97.99 FGSM, BIM, PGD,
[42] driving 27,243 9081 3 classes Dave2V2 98.04
video frames Momentum, Udacity.
Udacity Real-world Classification Dave2V1 99.52 FGSM, BIM, PGD,
[26] driving 101,396 5614 3 classes Dave2V2 99.49 Momentum,
video frames Dave.
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Fig. 6.1 Overview of our study. Part 1: More comprehensive test suite evaluation.

2: Empirical study. Part 3: Our methodology.
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circle indicates a cluster, obtained by the clustering approach discussed in Section
6.1.1. Note that we only conduct clustering on the misprediction set (a set of black
dots) since we expect each cluster to represent a common set of features that are the
plausible cause for mispredictions. A larger number of clusters implies that more
DNN faults are detected. Mispredicted inputs that do not belong to any cluster are
regarded as noise and are excluded from our analysis, as we aim to obtain a reliable
approximation of common faults. For the capability of retraining guidance, the dark
blue DNN represents the model with enhanced weight parameters after retraining from
the light blue DNN. We utilize the accuracy improvements as the evaluation metric,
where higher improvements indicate better guidance in DNN retraining.

For the empirical study part, we have studied M = 5 test selection metrics in
total (details elaborated in Section 6.2.1). The test suite selected by each metric
is comprehensively evaluated through two criteria, as indicated in the green part.
After the effectiveness evaluation, we identify several best-performing metrics, the
number of pinpointed metrics is denoted as M;,, ; for input-specific metrics and M, for
suite-wise metrics, respectively. Then, we input them into our proposed methodology
(see Section 6.1.3 for details).

The proposed framework consists of five steps. The first step is computing the
combined score S}, ; of each input = from input-specific metrics. Then, initial filtering
is conducted to reduce input space for random selection, which is expected to avoid
selecting redundant or less useful samples. After that, our method randomly selects n

test suites and outputs the optimal suite (X7, y¥) with the highest S¥, (Equation 6.3).

6.2 Experimental Setup

6.2.1 Studied Metrics

We consider five test selection metrics for the empirical study.

Distribution-aware test selection (Dat) [ 18] (input-specific metric) is a hybrid test
selection metric that selects uncertain samples from the ID data and performs random
selection for the OOD data. They evaluated the effectiveness of DAT in both image
and text domains.

DeepGini [13] (input-specific metric) is an uncertainty-based test selection metric
that selects the most uncertain input samples based on the probabilities output by
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models:
c

argmax(1— > p2(), (6.4)

reX, i=1

with C' being the number of classes, X, being the candidate set, and p,(x) being the
model prediction probability of class ¢ with the input x.

Entropy [14] (input-specific metric) is also an uncertainty-based metric derived
from the Shannon entropy from information theory. It selected the samples with
maximum uncertainties:

c
argmax (— > pi(x)logp,(x)) (6.5)

reEX, i=1
Geometric Diversity (GD) [16] (suite-wise metric) selects the test suite based on
diversity. The diversity G(X,) of the selected test suite X, is computed based on the

extracted features:

G(X,) = det(¢(X,) * 6(X,)T), (6.6)

where det indicates the determinant of a matrix.

Random: We also include random selection as a baseline metric, which selects the
test input in a random manner. Each sample has an equal probability of being selected,
regardless of the model behavior.

6.2.2 Datasets & Models

In this section, we elaborate on the details of the datasets (Drebin, AndroZoo, Udacity,
and Dave) and models (DeepDrebin, BasicDNN, Dave2V1, and Dave2V?2) studied in
this paper. We have also summarized the description in Table 6.1. For the details of
OOD operators, please refer to Section 6.2.3.

Datasets. We conduct experiments on four datasets across two domains, including
two Android malware detection datasets and two autonomous driving image datasets.

AndroZoo [92] is an APK repository. We downloaded data that was collected in
2017, 2018, and 2019. For 2017, we directly utilize the features of 106,679 APK files
extracted by Li ef al. [179] (15,465 malware examples and 91,214 benign examples,
from the date July Ist to December 31st in 2017), where the features can be directly
used as the input to a malware detector. The data were classified based on the feedback

from the VirusTotal service, which is an ensemble of over 70 anti-virus scanners (e.g.,
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Kaspersky, McAfee, FireEye, Comodo, etc.). Specifically, the sample is labeled as
malware if it is classified as malicious by at least five anti-virus scanners. The dataset
was split into training (60%), validation (20%), and testing (20%). The data collected
in the years 2018 and 2019 are used as the evaluation of temporal covariate shift (see
Section 6.2.3 for details), which we downloaded from the official AndroZoo website
2

Drebin dataset [2] contains 5615 malicious Android packages and SHA256 values
of 123,453 benign samples. We downloaded features extracted by Li et al. [179],
containing 42,328 benign APKs and 5479 malicious APKs.

Dave testing dataset [42] contains 45,568 real-world driving images. The images
are recorded from a dashcam with labeled steering angles, captured around Rancho
Palos Verdes and San Pedro California.

Udacity driving dataset [26] contains 101,396 training and 5614 testing RGB
images captured by cameras mounted behind the windshield of a human-driving car.
The steering angle applied by the human driver is also recorded along with each image
frame. We use the competitive DAVE-2 self-driving car model from Nvidia [152] with
dropout layers, achieving 99.1% accuracy’.

We also provide examples of test inputs from these two domains. As illustrated
in Figure 6.2, images in the top row are examples of test inputs (we use natural data
here) from Udacity and Dave datasets. The bottom row shows examples of Android
applications from AndroZoo and Drebin datasets, which will be transformed into
binary feature vectors for DL-based models to process and learn.

Models. We have implemented four models in total, with two malware detectors
and two driving models.

For malware detectors, we use two learning-based fully-connected models, namely
BasicDNN and DeepDrebin, which are commonly used by the community [85, 179].

For the driving models, we have studied two CNN-based end-to-end steering
models that achieved top performance on the leaderboard of Udacity self-driving
car challenge 2 [180]: Dave2V1 and Dave2V2. Originally, the driving models
output numerical continuous steering values with the input image data. To meet
the requirements of most test selection metrics, we have transformed the regression
models into classification models by discretizing steering angles using threshold
values. Following [181], we change the final activation layer to a three-class softmax,
indicating ‘turn left’, ‘go straight’, and ‘turn right’.

Zhttps://androzoo.uni.lu/
3we report 1-MSE (Mean Squared Error) as the accuracy.
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Fig. 6.2 Examples of test inputs from driving images (Udacity, Dave) and Android
Packages (AndroZoo, Drebin).

Table 6.2 Description of studied OOD operators.

OOD Type Operator Description

FGSM [10] Gradient-based white-box
GDKDE [104] Gradient-based white-box
Mimicry [182] Gradient-free grey-box

Adversarial attack Pointwise [183]  Gradient-free grey-box
BIM [9] Gradient-based white-box
Momentum [105] Gradient-based white-box
PGD [184] Gradient-based white-box
Out-of-source Diff. dataset Data with diff. dist.
Temporal covariate shift Diff. vear Data collected in
(AndroZoo only) Y a different time.
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6.2.3 OOD Operators and selection budgets

We aim to decrease the computational and human effort to improve models when
a distribution shift occurs. To simulate a generalized set of OOD samples, we
introduce the distribution shift in three ways: (1) adversarial attacks, (2) out-of-source,
and (3) temporal covariate shift. We denote samples with distribution shift as
out-of-distribution (OOD) data and samples without distribution shift (e.g., training
data) as in-distribution (ID) data. We summarize the description of each technique
we employed to achieve the proposed distribution shifts in Table 6.2. Note that each
dataset may adopt different operators.

In the context of adversarial attacks, we apply four attack techniques for each data
type, selecting methods that are commonly used within their respective domains. For
malware datasets (AndroZoo and Drebin), we employ FGSM, GDKDE, Mimicry, and
Pointwise [85, 179]. For RGB driving data (Udacity and Dave), we employ FGSM,
BIM, Momentum, and PGD [13, 28]. For out-of-source data, we leverage a different
dataset that is not from the original distribution, we respectively use AndroZoo, Drebin,
Udacity, and Dave for Drebin, AndroZoo, Dave, and Udacity. We only construct hybrid
datasets with the temporal covariate shift for AndroZoo due to the limited availability
of data samples taken from different times.

Hybrid set construction. For each OOD operator, we generate an OOD set from
the original test set of each dataset. For example, we generate an adversarial sample by
FGSM for each sample in the test set. For the out-of-source type, we create the OOD set
by selecting the same number of samples from the out-of-source dataset. To construct
the hybrid candidate set and the hybrid test set, we first randomly split the original
test set into two equal-sized subsets with balanced labels. Then, we proportionally
replace original ID samples with OOD samples to form each hybrid set. Note that
we construct a hybrid set for each OOD operator. In this study, we examine eleven
different ID+OOD distributions: 0%+100% (only contains OOD data), 10%+90%,
20%+80%, 30%+70%, 40%+60%, 50%+50%, 60%+40%, 70%+30%, 80%+20%,
90%+10%, 100%+0% (only contains ID data). After construction, the hybrid candidate
set is used for test input selection by metrics, and the hybrid test set is used for retraining
evaluation.

Selection Budgets. We select 1%, 3%, 5%, and 10% data from each hybrid
candidate set based on each test selection metric. For the experiments comparing the
two retraining processes (i.e., the first part of the empirical study), we also use 100%
hybrid candidate data to retrain the model to exclude the effect of test selection metrics.
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6.2.4 Research Questions

This section outlines research questions investigated in this paper. RQ1.1 and RQ1.2
empirically examine clustering pipelines for fault detection, while RQ1.3 evaluates
retraining strategies. RQ2 evaluates existing test selection metrics through their
capabilities of fault detection and retraining guidance. RQ3 studies our proposed test
input selection framework.

RQI1.1.  Assessment of different clustering pipelines. This research question
investigates which combinations of feature extraction, dimensionality reduction, and
clustering methods yield high-quality clusters for mispredicted samples. We evaluate
several commonly used methods for each stage of the pipeline and assess clustering
quality using Silhouette and DBCV scores.

RQ1.2. Validation of cluster-to-fault correspondence. This research question
examines whether each cluster from the best clustering pipeline from RQI1.1
corresponds to a distinct root cause of model faults. We perform a two-part validation:
(1) heatmap-based visualization to qualitatively assess intra-cluster feature coherence
and inter-cluster feature dissimilarity, and (2) retraining-based validation to verify that
retraining on test inputs results in greater improvement for samples within the same
cluster compared to those from other clusters, providing empirical evidence that the
clusters represent distinct faults.

RQ1.3 Comparison of different retraining strategies. To ensure a fair evaluation of
test selection metrics, we compare two types of retraining strategies and identify the
more effective one. While Hu er al. [18] previously showed that type II retraining
outperforms type I in general, our study extends this analysis by (1) incorporating
newly introduced test selection metrics, and (2) evaluating both strategies across two
diverse data domains (malware and autonomous driving) not previously studied.

RQ?2. Effectiveness of different metrics in two aspects. (1) Capability of fault
detection; (2) Capability of retraining guidance. For (1), we demonstrate the number
of faults of DNN misbehaviors identified by different metrics, using the best clustering
pipeline from RQ1.1. For (2), we adopt the superior retraining process found in RQ1.3
and measure the accuracy improvements on hybrid test sets.

RQ3. Effectiveness of our proposed testing framework. In this research question,
we evaluate the proposed test input selection process (Algorithm 7) across two criteria.
Specifically, we complete our framework by incorporating the best-performing
metrics, as identified in RQ2. For the fault detection criterion, we provide the number
of clusters obtained from the best pipeline. For the retraining guidance criterion,
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we provide the accuracy improvements by the superior process. In the first part of
this research question, we conduct comparative analysis of our method with the best
baselines along both criteria. In the second part, we compare our method with two
variants to validate the effectiveness of each part of our method. We also conduct
statistical analysis (Scott-Knott ESD test) to show the significance of the improvement
in both parts.

In summary, RQ1.1 empirically examines different clustering pipelines. RQ1.2
validates whether each cluster corresponds to a distinct DNN fault. RQ1.3 evaluates
different retraining strategies. Together, these establish that the adopted evaluation
criterion can accurately reflect the targeted effect, ensuring a fair and meaningful
comparison between metrics in subsequent analyses. RQ2 provides a comprehensive
evaluation of existing test selection metrics along these two criteria. Building on the
empirical findings from RQ2, RQ3 presents and validates the effectiveness of our
complete test input selection framework.

Implementation. The implementation and data are available at
https://github.com/EnsembleTesting/EnsembleTesting/. All experiments were
performed on machines equipped with an Intel Xeon Silver 4210 CPU, and an Nvidia
GeForce RTX 3090-Ti GPU.

6.2.5 Hyperparameters

Table 6.3 summarizes the hyperparameters considered in this study, including their
descriptions, candidate values, selection methods, and the final optimal values adopted
in our experiments.

To fairly compare methods in the clustering pipeline, we adopt optimal
hyperparameter values. We perform clustering on mispredicted samples from the
original test set for this preliminary analysis. For methods employing grid search, the
optimal value is selected based on the average of the Silhouette and DBCV scores. For
methods relying on the knee-point strategy, we provide detailed guidance on curve
computation in Section 6.1.1. Regarding feature extraction, both DeepDrebin and
BasicDNN contain two hidden layers. We experimentally observe that shallow-layer
features consistently yield higher Silhouette and DBCV scores. For dimensionality
reduction using UMAP, we define the candidate range of m such that m < |X7¢],
addressing the curse of dimensionality. This principle similarly applies to PCA and
GRP. In practice, candidate values exceeding the number of mispredicted samples

are filtered out. For parameters d and k, we follow the recommended ranges from
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Table 6.3 Summary of hyperparameters, including their descriptions, candidate ranges,
selection methods, and the final selected values.

Methods  Param. Descriptions Candidate values Selection Value

DeepDrebin  layer Layer for [densel, dense2]  grid search  densel
BasicDNN  layer  feature extraction [densel, dense2]  grid search  densel

m No. of components [5,10,25,50,75,100] grid search 25

UMAP d Min. distance [0.01,0.1,0.3,0.5] grid search 0.1
k No. of neighbors [5,15,25,50] grid search 15
PCA m No. of components [5,10,25,50,75,100] grid search 25
GRP m ’ p [5,10,25,50,75,100] grid search 25
Min_k  Min. neighbors [2,5,10,15] grid search 2
DBSCAN Distance threshold NA knee-point ~ Varied
HDBSCAN MinPts Min. cluster size [2,5,10,15] grid search 2
HAC K No. of clusters range[5,35] knee-point  [10,10]
K-Means K No. of clusters range[5,35] knee-point  [9,15]
bs Batch size [128,256,512] grid search 128
Retraining  epochs No. of epochs [5,10,20,30,40] grid search 30
Ir Learning rate [le-2,1e-3,1e-4,1e-5] grid search [le-3,l1e-4]
w Weight [0,0.3,0.5,0.7,1.0] grid search 0.5
Ours r Ratio [0.3,0.5,0.7,1.0]  grid search 0.7

n No. of selections [30,60,120,180] grid search 60
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the official UMAP documentation.* The candidate values for Min, and MinPts in
DBSCAN and HDBSCAN are determined by referring to official documentation®,® and
relevant prior work [16, 165]. For K-Means and HAC, we restrict the candidate range
of K to [5, 35] to reflect the relatively small number of mispredicted inputs from the
original test set. The selected optimal values are K = 9 for AndroZoo and K = 15 for
Drebin in K-Means, and K = 10 for both datasets in HAC. Note that these values are
used only for method comparison. Since the optimal € varies across settings, we apply
the knee-point method in each experiment to determine the best value. For the other
aforementioned hyperparameters in the clustering pipeline, we find that the optimal
values remain consistent across settings and thus fix them as shown in the table in our
main experiments.

For both the retraining procedure and our proposed methodology, hyperparameter
values are selected via grid search based on initial exploratory experiments.
Specifically, we determine the optimal batch size (bs) and learning rate (Ir) by
identifying the configuration that yields the greatest accuracy improvement, while
the number of training epochs is selected based on convergence behavior. We adopt
a learning rate of 1le~3 for malware data and le= for driving data across both the
retraining and original training processes. In our framework, we also tune parameters w
(weight in metric combination in Eq. 6.2) and r (ratio of samples to retain after filtering
in Alg. 7) from predefined candidate sets. For the number of random selections n
in Alg. 7, we refer to prior work [16], and our preliminary experiments show that
n = 60 achieves comparable performance to n = 120 and n = 180, while n = 30
leads to slight degradation. Therefore, we use n = 60 to balance effectiveness and
computational efficiency.

6.3 Results

6.3.1 RQI1.1. Assessment of different clustering pipelines.

To effectively assess different clustering pipelines, we ablate the studied techniques
in each step (i.e., feature extraction, dimensionality reduction, clustering) separately

by fixing others. For example, to ablate feature extractors, we fix UMAP for

“https://umap-learn.readthedocs.io/en/latest/parameters.html
Shttps://scikit-learn.org/stable/modules/generated/sklearn.cluster. DBSCAN.html
Shttps://scikit-learn.org/stable/modules/generated/sklearn.cluster. HDBSCAN.html
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6.3 Results

dimensionality reduction and DBSCAN for clustering. For details please refer to the
evaluation part in Section 6.1.1.

Table 6.4 records the results of Silhouette and DBCV scores for each ablation
experiment for malware data. Note that we did not present the number of clusters
since it is misleading to compare them with the pipelines producing low clustering
quality, i.e., low-quality clusters cannot be considered as the root causes of the faults
[16]. Our results suggest that the pipeline relying on a DeepDrebin feature extractor,
with UMAP and DBSCAN, is the best pipeline because it yields higher Silhouette and
DBCYV scores than other pipelines. Specifically, averaging over both malware datasets
and models, the optimal pipeline yields a Silhouette score of 0.57 and a DBCV score
of 0.78.

Table 6.4 Silhouette and DBCV scores for each candidate pipeline, average over all
datasets and models. Larger scores indicate better clustering quality. Best values are
in bold.

Component | Techniques | Silhouette | DBCV
DeepDrebin 0.57 0.78
Feature Extractor BasicDNN | 042 | 032
UMAP 0.57 0.78
Dimensionality Reduction PCA 0.08 -0.40
GRP -0.01 -0.50
DBSCAN 0.57 0.78
. . HDBSCAN 0.52 0.55
Clustering Algorithm HAC 0.19 0.20
K-means 0.40 0.09

For driving data, we directly use ResNet-50 for feature extraction, UMAP for
dimensionality reduction, and DBSCAN for clustering, as discussed in Section 6.1.1
and suggested by Attaoui et al. [165]. To validate the clustering quality, we also
examine the Silhouette and DBCV scores on the best pipeline (ResNet-50, UMAP,
DBSCAN) and low-performing pipeline (ResNet-50, PCA, K-Means) discovered by
[165]. Averaged across all driving datasets and models, the best-performing pipeline
achieves a Silhouette score of 0.49 and a DBCV score of 0.45. In contrast, the
lower-performing pipeline yields a Silhouette score of 0.09 and a DBCV score of -0.32,
indicating poor clustering quality.
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Fig. 6.3 Malware data: Heatmaps of high-quality clusters by the best pipeline
(DeepDrebin, UMAP, DBSCAN). Visualizations of features of the misprediction set
by BasicDNN and DeepDrebin, respectively. We also include noisy points as Cluster
ID=-1 (top) for reference.
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Fig. 6.4 Malware data: Heatmaps of low-quality clusters by another pipeline
(DeepDrebin, PCA, K-Means). Visualizations of features of the misprediction set by
BasicDNN and DeepDrebin, respectively.
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Fig. 6.5 Driving data: Heatmaps of high-quality clusters by the best pipeline
(ResNet-50, UMAP, DBSCAN). Visualizations of features of the misprediction set by
Dave2V1 and Dave2V2, respectively. We also include noisy points as Cluster ID=-1
(top) for reference.
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Fig. 6.6 Driving data: Heatmaps of low-quality clusters by another pipeline
(ResNet-50, PCA, K-Means). Visualizations of features of the misprediction set by
Dave2V1 and Dave2V2, respectively.

6.3.2 RQ1.2. Validation of cluster-to-fault correspondence.

We conduct qualitative and quantitative analyses to examine whether the high-quality
clusters generated by the best-performing pipeline indeed correspond to distinct root
causes of DNN faults.

For the qualitative analysis, we adopt heatmap visualizations to inspect the
intra-cluster feature coherence and inter-cluster feature dissimilarities of mispredicted
samples. Heatmaps offer a unified, color-coded matrix representation of feature
values that is agnostic to the underlying data type, enabling consistent interpretation
across heterogeneous datasets. We operate under the assumption that a root cause
manifests as shared patterns or commonalities in the feature space. Therefore, clusters
exhibiting high internal feature similarity are hypothesized to reflect the presence of a
common underlying root cause, though the precise mechanism for this correspondence
remains an open question. Specifically, for malware data, Fig. 6.3 and Fig. 6.4
provide heatmaps of high-quality (with the best-performing pipeline) and low-quality
(another pipeline) clusters, respectively. The clustering pipeline is performed on the
misprediction set of AndroZoo by DeepDrebin and BasicDNN models, respectively.
We conduct the same analysis for driving data (Dave dataset by Dave2V1 and
Dave2V2, as displayed in Fig. 6.5 and Fig. 6.6). Note that although we directly
adopt the best pipeline recommended by [165], we visualize another low-performing
pipeline (ResNet-50, PCA, K-Means) for comparison. Due to the large number of
clusters generated by the misprediction set of driving data, we only show the first
half clusters for simplicity. Note that the plots appear to be more crowded as the best

dimensionality of the reduced feature is 50.

119



Chapter 6. Unified Ensemble-Based Testing for Fault Detection and Retraining in
Deep Neural Networks

In each heatmap, rows represent individual samples (feature vectors) in the
misprediction set, and columns represent feature elements. Feature values are
color-coded using the Spectral colormap to highlight the inter-cluster differences and
intra-cluster similarities. A vertical color bar on the right indicates cluster assignments
(arandom color is assigned to each cluster), including a distinct cluster label for noisy
points (Cluster ID=-1). A legend identifies cluster IDs using corresponding colors.

By inspecting heatmaps of high-quality clusters (e.g., Fig. 6.3a, Fig. 6.3b, Fig.
6.5a, and Fig. 6.5b), the uniformity in feature patterns across rows within each cluster
suggests high internal similarity, which may correspond to a shared underlying root
cause of faults. To obtain a better understanding of dissimilarities across different
clusters, we draw the heatmaps using sorted clusters by their similarities using centroid
values. Specifically, Cluster 0 and Cluster 1 are the two most similar clusters. We
can see that, even compared to the closest cluster, samples still demonstrate different
feature colors, implying each cluster indeed corresponds to a unique root cause of the
faults.

We also note that noisy points (Cluster ID =-1, placed at the top of heatmaps) do not
exhibit feature patterns that are significantly different from the identified fault clusters,
i.e., their color patterns are similar to at least one existing cluster. Moreover, the
number of noisy points is relatively small compared to the total number of mispredicted
samples. Therefore, we empirically conclude that the noisy points do not represent rare
or dispersed faults and can be safely discarded [16].

In contrast, low-performing clustering pipelines (i.e., Fig. 6.4a, Fig. 6.4b, Fig.
6.6a, Fig. 6.6b) demonstrate more dispersed and inconsistent feature patterns across
samples within the same cluster. For example, samples in Cluster 16 in Fig. 6.6a
exhibit distinct patterns in most feature indices. The lack of alignment among rows
indicates weaker intra-cluster similarity. Additionally, the reduced feature values by
PCA appear relatively uniform or lack distinctiveness, further suggesting poor feature
separability. These observations may explain the low Silhouette and DBCV scores,
indicating that each cluster fails to represent a coherent root cause.

For the quantitative analysis, we adopt a leave-cluster-out retraining strategy. We
perform the analysis on several clusters of the AndroZoo for malware and the Dave
for driving data. Following Aghababaeyan et al. [16], for each cluster, we retrain
the DNN for 5 epochs using 85% of its samples and evaluate the performance gain
on the remaining 15%, as well as on all samples from other clusters. If retraining on a
specific cluster leads to the most significant improvement on its own remaining samples

compared to others, this provides empirical evidence that the cluster represents a unique
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Table 6.5 Quantitative fault validation experiment on malware detectors (BasicDNN
and DeepDrebin) with AndroZoo dataset and driving models (Dave2V1 and Dave2V?2)
with Dave dataset. In each row, we retrain the model under test on 85% of the samples
in each cluster C;. We report the accuracy of the retrained model on the remaining
15% of Cluster C; (the third column) and the accuracy of the retrained model on all
other clusters C';, (the fourth column).

Model ‘ Cluster ID C, ‘ Accuracy on C; ‘ Accuracy on C';4;

Cluster 0 67% 14%

. Cluster 1 73% 16%
BasieDNN | gter 2 99% 42%
Cluster 3 98% 19%

Average 84% | 23%

Cluster 0 75% 38%

. Cluster 1 98% 39%
DeepDrebin | crer 2 71% 42%
Cluster 3 97% 19%

Average 85% | 35%

Cluster 0 60% 20%

Cluster 1 71% 19%

Dave2Vl Cluster 2 83% 23%
Cluster 3 66% 18%

Average 70% | 20%

Cluster 0 70% 17%

Cluster 1 67% 19%

Dave2v2 Cluster 2 95% 20%
Cluster 3 63% 14%

Average 74% | 18%
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and actionable root cause of the faults. We report the results in Table 6.5. All retrained
models are significantly more accurate on the clusters for which they were retrained
(denoted as C;), and less accurate on other clusters (denoted as C;. For example, the
average accuracy of BasicDNN on C; and C; is 84% and 23%, respectively, where
retraining fixes the fault corresponding to cluster C; but not the fault that C; represents.
Similar observation applies to driving data, where the average accuracy of Dave2V1
on C; and C}; is 70% and 20%, respectively. Therefore, we conclude that samples in
different clusters are mispredicted due to different underlying faults.

Through this combination of visual and empirical evidence, we are confident in
claiming that our clustering-based fault identification approach aligns with actual DNN
faults.

Finding 1: Validated through both qualitative and quantitative experiments, we
conclude that each cluster produced by the best clustering pipeline corresponds to a
unique fault and different clusters can represent distinct faults.

6.3.3 RQ1.3 Comparison of different retraining strategies.

Table 6.6 shows the accuracy improvements of four pre-trained models after type I and
type II retraining. The detailed retraining process is described in Algorithm 6. The
retrained model is evaluated on the hybrid test set, which has the same distribution as
the hybrid candidate set from which the test suite is selected. The results are displayed
across all budgets and ID ratios, averaged over all metrics and OOD operators. We
also include the original accuracy on the hybrid test set before retraining for reference.
Among each pair (type I, type II) of retraining test suites, the one with a higher accuracy
improvement is highlighted.

Our results reveal distinct trends depending on the domain. For malware data, type
I retraining consistently outperforms type II retraining in all 110 cases (55 cases for
each dataset). Specifically, type I retraining leads to an average accuracy improvement
of 22.37% for AndroZoo and 42.16% for Drebin, compared to 14.75% and 29.87%
for type Il retraining, respectively. In contrast, the driving datasets exhibit an opposite
pattern, where type II outperforms type I in 90 out of 110 cases. For Dave and Udacity,
type II retraining achieves improvements of 10.55% and 15.56%, compared to 6.87%
and 12.77% under type 1. While prior studies, such as Dat [18], have also demonstrated
the effectiveness of type II retraining in computer vision tasks, our results reveal that
this trend does not generalize uniformly across all data types. These findings highlight
that the optimal retraining strategy may be task-dependent.
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Table 6.6 Average retraining performance (acc. improvements %) over all metrics and
all OOD operators. The first column ‘idr’ indicates the ID ratio, idr=0% indicates
ID+OO0D=0%+100%.

bg=1% bg=3% bg=5% bg=10% bg=100% ori
idr [Typel II  Typel I Typel 1II Typel 1II Typel 1I acc.

AndroZoo
0% | 40.06 28.22 41.96 30.79 45.64 3490 48.98 36.77 55.77 42.36(42.02
10% | 31.68 22.37 37.37 26.55 40.14 30.28 43.58 33.18 50.31 38.15(47.55
20% | 25.14 19.99 31.86 22.49 35.68 26.24 37.57 28.52 45.11 33.74|52.69
30% | 21.17 16.40 25.06 18.96 29.85 21.49 31.74 23.67 38.64 27.81|58.49
40% | 19.42 1399 21.86 15.85 2493 17.50 26.89 19.24 33.48 23.45|64.00
50% | 16.14 11.06 17.72 12.48 20.22 14.41 22.07 15.28 28.08 19.11]69.61
60% | 13.03 8.64 14.11 9.52 15.50 10.97 17.62 11.85 22.76 15.26|75.32
70% | 9.15 6.13 10.50 7.11 11.61 8.06 13.26 9.09 17.37 11.33|81.28
80% | 594 347 677 461 747 509 861 557 11.88 7.33 |87.12
90% | 3.03 192 354 227 413 261 450 293 640 3.84 |92.63
100% | 0.27 0.12 034 0.14 044 0.16 056 025 093 0.29 |98.55
Avg | 1693 10.54 19.39 12.38 22.08 14.67 2421 1621 29.22 19.94|69.63

Drebin
0% | 8249 5696 82.84 57.49 82.84 60.76 83.99 60.86 85.95 69.13|11.12
10% | 72.93 49.57 73.90 52.95 74.14 53.80 75.15 54.30 77.07 61.55|19.82
20% | 65.00 46.24 65.68 45.28 66.09 48.35 67.01 48.33 68.67 54.87|28.62
30% | 56.45 36.92 58.15 38.66 58.51 4191 59.44 4248 61.34 47.79(36.52
40% | 47.38 29.49 49.30 32.21 50.70 35.87 51.68 36.40 53.46 40.82|44.60
50% | 40.27 25.05 40.72 26.29 41.08 29.20 42.83 30.11 44.59 33.72|53.57
60% | 31.90 19.58 32.48 20.27 32.85 23.12 3420 23.28 35.64 27.16|62.71
70% | 23.89 16.03 24.41 15.02 24.71 16.02 25.68 16.58 26.89 20.42|71.45
80% | 16.32 10.30 16.89 10.38 17.14 12.13 18.04 12.35 18.94 13.28|79.92
90% | 871 555 9.18 535 9.82 558 10.01 6.18 10.37 6.78 |88.43
100%| 1.53 0.78 1.75 0.79 1.89 097 2.12 1.15 210 091 [97.02
Avg | 40.62 2690 41.40 27.80 41.97 30.09 42.74 30.38 44.09 34.17|53.98

Dave
0% | 3.48 13.62 14.83 3441 27.15 38.64 33.16 4430 39.15 48.38| 8.04
10% | 231 11.42 14.20 25.57 2391 29.85 31.85 34.19 26.92 32.50|17.00
20% | 0.83 690 9.36 19.55 18.55 22.84 21.83 2593 22.30 28.74|26.01
30% | 0.41 5.08 6.27 12.73 12.82 15.51 16.23 17.68 16.51 23.92|35.02
40% | -048 323 3.02 828 6.67 11.18 10.75 12.19 9.65 14.27|43.94
50% | -0.92 187 042 5.07 262 6.00 630 691 4.09 9.94 |52.97
60% | -1.20 0.61 -0.94 3.03 0.05 336 275 477 328 2.10|61.92
70% | -1.46 -0.44 -141 044 -1.11 0.79 -028 046 3.69 4.81 |70.84
80% | -1.69 -1.18 -1.68 -1.01 -1.63 -1.06 -1.55 -0.89 4.47 1.56 |79.83
90% | -1.90 -1.81 -1.89 -1.65 -1.89 -1.59 -1.80 -1.46 0.11 -1.38]|88.80
100% | 0.00 -0.01 -0.00 -0.01 -0.00 -0.02 -0.00 -0.01 -0.01 -0.0197.83
Avg | -0.06 3.57 3.83 967 792 1141 10.84 13.10 11.83 14.98|52.93

Udacity
0% | -0.04 21.91 34.93 4438 44.02 49.16 52.48 57.35 46.77 58.33| 9.68
10% | -0.24 17.34 28.89 33.50 38.52 38.92 46.53 46.51 52.25 54.58|18.66
20% | -0.44 1437 24.35 2372 28.67 28.46 35.94 36.46 35.54 43.71|27.61
30% | -0.64 12.16 18.87 21.59 23.86 23.19 26.82 27.20 33.75 36.58|36.56
40% | -0.84 726 12.43 15.68 17.37 16.44 18.75 21.12 25.20 27.90|45.55
50% | -1.04 479 7.81 10.12 10.93 10.80 12.08 13.72 17.73 18.95|54.52
60% | -1.24 230 378 4.00 527 510 682 7.86 8.72 10.98|63.45
70% | -1.44 0.02 -025 043 036 089 1.69 1.67 0.76 135 |72.40
80% | -1.64 -1.26 -1.51 -134 -149 -1.15 -148 -094 0.63 -0.89|81.34
90% | -1.84 -1.90 -1.92 -1.87 -1.90 -1.88 -1.93 -1.89 -0.39 -1.8390.25
100% | 0.01 0.01 0.01 0.01 0.01 0.01 0.0l 0.01 001 0.01 [99.31
Avg | -0.85 7.00 11.58 13.66 15.06 1545 17.97 19.01 20.09 22.70|54.48
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Moreover, we observe a general trend across both data types: retraining
effectiveness improves with increasing test suite budget. For malware datasets, as
the budget increases from 1% to 100%, the accuracy improvement of retraining rises
from 28.78% to 36.66% for type I, and from 18.72% to 27.06% for type II. Similarly,
for driving data, the accuracy improvement of retraining increases from -0.46% to
15.96% for type I and from 5.29% to 18.84% for type II. Since a higher budget allows
us to select more samples for retraining, these additional data provide richer feature

information that the model may have originally lacked, enhancing its generalizability.

Finding 2: We recommend type I retraining for malware data and type Il retraining
for driving data. The effectiveness of retraining increases as the selection budget

Srows.

6.3.4 RQ2. Effectiveness of different metrics in two aspects.

In this research question, we illustrate the results of five studied test selection metrics
in the capability of fault detection and retraining guidance.

Capability of fault detection. For each metric, we report the number of clusters
obtained with the best clustering pipeline (refer to Section 6.3.1 and Section 6.3.2
for details) across datasets and models, averaging over all four budgets. Recall
that each cluster is intended to reflect a common set of features plausible for model
mispredictions. More clusters indicate that the selected test suite contains more faults
plausible for model misbehaviors.

The results are summarized in Table 6.7. In total, Random, Entropy, DeepGini,
Dat, and GD achieve the best performance in fault detection in 11, 31, 33, 10, and 6
out of 88 cases, respectively. Specifically, for malware datasets, the same five selection
metrics achieve the highest number of clusters in 3, 14, 22, 5, and 2 out of 44 cases,
respectively. For driving datasets, the corresponding results are 8, 16, 11, 5, and 4 out of
44 cases, respectively. In terms of the number of best-performing cases, DeepGini and
Entropy achieve the best performance in fault detection for malware and driving data,
respectively. In terms of the average number of clusters, for malware data, Entropy
achieves the best average values in 3 out of 4 cases, whereas DeepGini achieves the best
performance under the 1 left out case (i.e., Drebin dataset with BasicDNN under test).
For driving data, although Random and Dat slightly outperform others in Dave datasets
in the average number of clusters. They show more inferior performance compared to

DeepGini in the Udacity dataset. Specifically, the average number of clusters across
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Table 6.7 Number of clusters across datasets and models, averaging over all budgets.

idr Rand Ent Gini Dat GD |Rand Ent Gini Dat GD
AndroZoo (BasicDNN) AndroZoo (DeepDrebin)

0% 13.75 1325 1325 12 9.5 |12.75 12.75 13 1025 9.75
10% 9.75 13 11.5 1225 11 | 875 11.75 11.75 12 875
20% 14  11.25 11.25 1225 11 | 925 10.75 11 10 10

30% 9.5 1075 10 1125 925 | 10 105 1075 10 95
40% 9.25 1225 11.75 12 95 | 775 105 95 12 105
50% 1125 125 135 10 10.25] 9.25 9 9.5 11.25 10.25
60% 10.75 9 10.25 7.75 11 | 875 85 775 10 9.75
70% 10 975 975 725 115 775 8 825 75 575
80% 8.5 11 10.5 875 8.75 7 8 775 65 6.75
90% 6.5 10.75 105 6.5 425| 6.5 8 75 6.75 525
100% 1 7.5 8.25 4 0 | 025 275 325 225 0.5
Avg 9.48 11 1095 945 8.73 8 9.14 9.09 895 791

Drebin (BasicDNN) Drebin (DeepDrebin)

0% 1025 145 11.5 11.75 85 13 11.75 10.75 11.25 10

10% 1125 11.75 1325 10.25 825 1075 145 1275 925 10

20% 9.5 13.25 13.75 1025 7.75 [1025 1225 11.5 825 9.25
30% 10.75 13.75 13.75 875 7.5 | 75 1475 11.75 75 1725
40% 10.75 11.5 14 9 975 | 7.5 1375 13 775 105
50% 9 13 145 125 75 |1225 12 1325 825 85
60% 7.5 975 125 8 975 | 85 1025 11.75 85 825
70% 8.25 13 15.5 8 775 | 725 115 12 725 6

80% 6 125 125 85 1775 7 1375 14 825 7

90% 55 135 145 105 725|775 1175 13795 6.5 475
100% 3.25 875 725 475 2 2 6.75 725 3.75 1.75
Avg 836 123 13 93 761|852 12.09 1198 7.86 7.57

Dave (Dave2V1) Dave (Dave2V2)
0% 7375 92,5 69.75 75.75 42 |85.25 8625 835 7575 845
10% 87.25 40.25 49 49.25 7225|7325 4825 60.75 73.5 63.25
20% 75 43 54 5225 79.25|69.75 29 57.5 61.75 69.25
30% 70.25 5225 465 525 64 79 37 38 60.75 70.75
40% 60.75 42.5 41.25 42.75 5825| 54 4525 50.25 48.75 51.25
50% 54.75 5525 52 435 395 6225 5325 39.5 4725 44.25
60% 41.75 475 36.75 4125 545 | 50 40.75 49 5225 49.75
70% 47.5 41 4075 36.75 36.75| 29.5 51.75 47 4825 40.25
80% 34 34 40 36.25 30.75[33.25 37.25 47775 45 2825
90% 20.5 41 3975 345 22 20 36 4125 40.5 20.25
100% 5 3025 325 16.75 525 | 45 3325 3225 10.75 5.5
Avg 51.86 47.23 45.66 43.77 45.86|50.98 4527 49.70 51.32 47.93
Udacity (Dave2V1) Udacity (Dave2V2)

0% 103.5 114.75 104 87.5 105 [93.25 955 106.25 59.25 102
10% 91.25 7625 8825 96 7425|825 93 945 6825 84
20% 8525 70 81.5 825 795|805 835 8975 83 6725
30% 725 7325 685 6575 70 [67.75 755 86.5 58.75 61.75
40% 66.5 73 66 575 68.75| 79 7825 795 805 61.5
50% 70.25 51.25 70.75 5125 56 |60.75 4425 725 57.25 51.75
60% 37 50.75 4425 5225 46.25|42.75 47.75 395 38 53.25
70% 43.75 45.75 S1.5 27.75 33.75|3525 4625 38.75 36.75 31.25
80% 28  36.5 32.75 25.75 31.25| 26 31.5 35.75 25.75 33.75
90% 14.5 23.75 28 16 21.25(20.75 25.75 23.75 11.75 16.25
100% 1.25 3 4 25 1 025 375 35 225 175
Avg 558 562 58.14 51.34 53.36|53.52 56.82 60.93 47.41 51.32
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both driving datasets and models is 53.61, 53.04, and 48.46 for DeepGini, Random,
and Dat, respectively. Therefore, for the capability of fault detection, we recommend
DeepGini and Entropy as the preferred selection metrics.

Table 6.8 Accuracy improvements (%) of retraining (type I for malware data, type II
for driving data) of the five selection metrics under 11 ID+OOD distributions, averaged
over all settings (numbers shown in the parentheses). We highlight the best value in
gray (for improvements) and yellow (for declines).

idr Ran Ent Gini Dat GD ‘Ran Ent Gini Dat GD

AndroZoo (56) Drebin (40)
0% 47.66 48.69 47.30 40.69 47.69 | 84.62 81.63 84.72 77.17 85.17
10% 43.19 42.57 41.37 33.59 4335|7537 73.13 7593 67.92 76.08
20% 38.28 35.71 33.25 2824 39.10 | 67.40 64.99 67.50 60.64 67.32
30% 32.69 28.25 29.75 23.62 32.64|59.80 57.60 58.60 52.58 59.92
40% 27.46 27.10 25.80 20.45 27.51|51.51 49.71 4837 45.71 51.60
50% 23.44 22.55 21.50 16.65 23.17 | 42.68 41.40 38.01 39.69 43.01
60% 18.65 17.78 16.92 12.49 18.73 | 34.12 31.92 30.12 31.78 34.35
70% 13.50 13.26 12.83 8.99 13.53 |25.75 23.15 22.45 23.88 25.68
80% 9.16 7.61 8.65 578 899 |17.56 1627 16.07 15.75 18.11
90% 4.58 459 471 325 449 | 943 905 9.07 880 9.39
100% 0.47 0.84 0.80 027 046 | 1.52 190 235 1.73 1.6l
Avg 2355 22.63 22.08 17.64 23.61 |42.71 4098 412 38.69 4293

Dave (40) Udacity (40)
0% 30.34 37.30 34.98 28.28 32.83 |39.05 46.53 46.92 4697 36.53
10% 21.49 2432 28.84 2451 27.12|33.11 32.67 35.00 39.92 29.65
20% 21.93 15.12 17.86 18.61 20.52|26.65 23.61 24.04 29.30 25.15
30% 14.16 10.54 1299 11.06 14.98 | 22.06 18.30 18.52 25.49 20.82
40% 1047 5.84 735 874 11.19 | 1555 1450 12.88 18.63 14.06
50% 5.36 4.58 4.81 427 577 [10.18 896 8.77 11.46 9.93
60% 327 211 1.77 442 3.14 | 548 542 461 462 394
70% 0.67 020 0.10 -0.07 0.68 | 1.49 1.03 0.71 0.16 0.36
80% -1.12 -1.04 -1.00 -091 -1.09 |-0.94 -091 -1.07 -146 -1.47
90% -1.81 -1.60 -1.59 -1.28 -1.84|-1.87 -1.86 -1.88 -1.90 -1.90
100% -0.01 -0.01 -0.01 -0.02 -0.01 | 0.01 0.01 0.01 0.01 0.02
Avg 952 885 9.65 8.87 1030 |13.71 13.48 13.50 15.75 12.46

Finding 3: In terms of the number of best-performing cases, DeepGini and Entropy
achieve the best performance in fault detection for malware and driving data,
respectively.

Finding 4: In terms of the average number of clusters, Entropy and DeepGini

achieve the best performance for malware and driving data, respectively.

Capability of retraining guidance. We report the accuracy improvements in
numerical values of the best retraining process (i.e., type I for malware data and type
I for driving data) in Table 6.8. The total number of settings is listed in parentheses,
for example, there are 40 settings for Drebin (2 models x 5 operators x 4 budgets), and
56 for AndroZoo (2 models x 7 operators x 4 budgets). The values of Table 6.8 are
averaged over all settings as listed in parentheses.
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Across all datasets, Random, Entropy, DeepGini, Dat, and GD achieve the highest
accuracy improvements in 9, 7, 4, 9, and 18 cases, respectively. Specifically, for
malware datasets, the counts are 5, 3, 2, 0, and 12, while for driving datasets, they
are 4, 4, 2, 9, and 6 cases. For the three datasets, AndroZoo, Drebin, and Dave,
GD demonstrates the greatest average improvements, achieving 23.61%, 42.93%,
and 10.30%, respectively, whereas Dat achieves the best performance in the Udacity
dataset.

Additionally, we observe that retraining provides limited benefits for high ID ratios,
as indicated by relatively low values in malware datasets and negative values in driving
datasets. This is likely because the pre-trained model has already acquired sufficient
ID features. In general, we suggest selecting the test suite with greater diversity since
GD gives the best performance in three out of four datasets, covering different data

distributions for both RGB images and Android packages.

Finding 5: In general, we suggest using GD for retraining, achieving 33.27%
and 11.38% accuracy improvements on average for malware and driving datasets,
respectively.

Finding 6: Retraining provides limited benefits for high ID ratios, regardless of data

types.

6.3.5 RQ3. Effectiveness of our proposed testing framework.

Our empirical findings recommend DeepGini, Entropy, and GD as candidate selection
metrics. Recall that DeepGini and Entropy stand out in the capability of fault detection,
whereas GD excels at retraining guidance in most cases. To select a test suite that excels
at both criteria, we conduct ensemble selection with DeepGini and Entropy as the
input-specific metrics and GD as the suite-wise metric. In addition, we have designed
two variants (labeled as V1 and V2) for comparison to validate the effectiveness of each
part (i.e., scale unification, ensemble selection) of our proposed testing framework.

This section consists of two parts. The first part presents a comparative analysis
between our method and the best-performing baseline for each dataset. While the best
baseline may vary depending on the evaluation criterion, the comparison is conducted
across both criteria to ensure fairness. The second part focuses on an ablation study,
comparing our method with two variants. Statistical analysis has been integrated into
both parts.
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Table 6.9 Fault detection results of our method, two variants (i.e., V1, V2), and five
baselines (i.e., Rand, Ent, Gini, Dat, GD). Darker cells signify superior performance,
while various colors denote the statistical significance among eight studied test
selection metrics for each ID+OOD ratio (determined by the Scott-Knott ESD test with
a p-value< 0.05).

idr Rand Ent Gini Dat GD V1 V2 Ours|Rand Ent Gini Dat GD V1 V2 Ours
AndroZoo (56) Drebin (40)

0% 13 13 13 11 10 13 14 18 12 13 11 12 9 15 15 20

10% 9 12 12 12 10 13 12| 16 1 13 13 10 9 13 14 18

20% 12 11 11 11 10 (13 12 13 10 13 13 9

30% 10 11 10 11 9 11 11 12 9 14 13 8

40% 8 1 11 12 10 12 11 13 9 13 14

oo
L

o N ®
—
w W
—
w A
—_—
W

50% 10 11 12 11 10 10 11 12 1m 12 14 10 8 14 12| 15
60% 10 9 9 9 10 12 11| 13 8 10 12 8 9 13 12 15
70% 9 9 9 7 9 10 10 11 8 12 14 8 7 10 12| 15
80% 8 10 9 8 8 910 6 [13 13 8 7 11 10 13
90% 6 9 9 7 5 8 9 10 7 13 14 8 6 9 10 10
100% 1 5 6 3 0 2 3 5 3 8 7 4 2 2 2 2
Avg 9 10 10 9 &8 10 10 12 8 12 12 9 8 11 12 14
Dave (40) Udacity (40)

0% 80 8 77 76 63 101 84 109 | 98 105 105 73 104 111 99 125
10% 80 44 55 61 68 85 81 98 87 8 91 82 79 98 80| 110
20% 72 36 56 69 74 72 68 84 | 83 77 86 83 73 88 75 95
30% 75 45 42 (73 67 64 57 72 | 70 74 T8 T4 66 72 56| 87
40% 57 44 46 56 55 49 44 65 73 76 73 69 65 56 42| 74
50% | 58 54 46 45 42 38 30 50 | 66 48 72 54 54 41 36 59
60% 46 44 43 59 52 34 32 44 | 40 (49 42 45 50 37 26| 47
70% 38 46 44 46 38 26 18 32 | 40 46 45 32 32 26 20 35
80% 34 36 44 44 30 19 19 19 | 27 34 34 26 32 22 16 24
90% 20 38 40 38 21 15 15 15 18 125 26 14 19 11 9 10
100% 5 (32 32 14 5 8 6 7 1 3 4 2 1 2 1 2
Avg 51 46 48 53 47 46 41 54 | 55 57 60 50 52 51 42 61
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Table 6.10 Accuracy improvements of retraining of our method, two variants (i.e., V1,
V2), and five baselines (i.e., Rand, Ent, Gini, Dat, GD). Cell color denotes the statistical
significance by the Scott-Knott ESD test.

idr Rand Ent Gini Dat GD Vi V2 Ours
AndroZoo (56)
0% 40.69
10% 33.59
20% 28.24
30% 23.62
40% 25.8 2045
50% 2344 2255 215 16.65 23.17 23.63
60% 17.78 1692 12.49 15.39
70% 8.99 11.54
80% 9.16 7.61 8.65 5.78 8.99 8.55 7.47
90% 3.25 3.93 4.0
100% 0.47 0.27 0.46 0.61 0.6
Avg 23.55 2263 22.08 17.64 2361 22.88 2149
Drebin (40)
0% 81.63 77.17 78.6
10% 73.13 67.92 70.92
20% 64.99 60.64 63.23
30% 57.6 d 52.58 56.06
40% 49.71 4837 4571 49.08
50% 414  38.01 39.69 39.9  39.68
60% 3192 30.12 31.78 28.89  26.05
70% 23.15 2245 23.88 2126 18.94
80% 17.56  16.27 16.07 15.75 18.11 15.03 13.68
90% 9.05 9.07 8.8 8.39 7.57
100% 1.52 1.9 1.73 1.61 1.9
Avg 4271 4098 412  38.69 4293 41.12 387
Dave (40)
0% 30.34 373 3498 28.28 32.83 26.51
10% 2149 2432 28.84 2451 27.12 27.33
20% 2193 1512 17.86 18.61 20.52 20.25
30% 14.16 10.54 1299 11.07 14.98 11.14
40% 5.84 7.35 8.74 3.72 5.49
50% 4.58 481 4.27 1.24 1.76
60% 2.11 1.77 -1.01  -0.16
70% 0.2 -1.18 =095  -0.02
80% -1.67  -1.66 -1.32
90% -1.59 -1.84 -1.91 -1.9 -1.65
100% 001 002 001 007001 001
Avg 8.85 9.65 8.87 10.3 9.6 . 12.2
Udacity (40)
0% 39.05 46.53 4692 4697 36.53 4875 36.82
10% 33.11  32.67 35.0 29.65 36.58
20%  26.65 23.61 24.04 293 25.15 29.34
30% | 22.06 18.3 18.52 20.82 22.71
40% 15.55 14.5 12.88 14.06 14.81
50% 10.18 8.96 8.77 9.93 K 5.81
60% 5.42 4.61 3.94 1.13 1.62
70% 1.03 0.71 0.16 0.36 -0.84 -1.23
80% -1.47
90%
100%
Avg
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Statistical Significance. In this section, we conduct a statistical analysis to
provide an overall ranking of all methods examined in this paper, including the five
baselines (i.e., Random, Entropy, DeepGini, Dat, and GD) from RQ2 and the three
newly proposed metrics (i.e., V1, V2, and our method) from RQ3. To determine
the statistical significance of the observed performance differences among multiple
test selection metrics, we employ the parametric Scott-Knott Effect Size Difference
(ESD) test, which is based on the assumptions of ANalysis Of VAriance (ANOVA)
[185]. The Scott-Knott ESD test is a multiple comparison approach that leverages
hierarchical clustering to partition these test selection metrics into distinct groups using
the mean values. Different groups exhibit statistically significant differences at the
predetermined significance level of 0.05 (o = 0.05). The Scott-Knott ESD ensures that
the magnitude of the difference between metrics within each group is not statistically
significant, and the magnitude of the difference between metrics located in different
groups is statistically significant.

In Table 6.9 and Table 6.10, we use the same color for metrics within the same group
and different colors for different groups. We utilize three distinct colors to underscore
the statistical differences among eight test selection metrics for each ID+OOD ratio
in terms of both evaluation criteria. Darker colors represent a superior performance.
Specifically, the darkest blue denotes the first group, moderate blue indicates the
second group, and the lightest blue represents the third group. These metrics are
sometimes categorized into more than three groups. If there are at least five groups, the
results of the fourth group will be bolded while maintaining a white cell background.

Comparisons with the best baseline. For an efficient comparison, we pick out the
best baseline that achieves the best performance under each dataset for each evaluation
criterion. We conduct comparisons between the best baseline and our method under
both criteria for fairness.

Table 6.9 demonstrates the results of the capability of fault detection. We report
the number of clusters across datasets, averaging over all budgets and models. The
process to obtain the number of clusters can be found in Algorithm 5. For this
criterion, we identify the best baseline based on the detailed values from Table 6.7
as well as their statistical significance from Table 6.9. Entropy, DeepGini, Dat, and
DeepGini provide the best results for AndroZoo, Drebin, Dave, and Udacity datasets,
respectively. Moreover, comparing within the five baselines, we note that Entropy,
DeepGini, GD, Dat, and Random are located in the best statistical group in 26, 24, 12,
6, and 15 cases, respectively. This validates the finding from RQ2, which suggests
employing the Entropy and DeepGini for fault detection. Table 6.10 shows the results
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of the capability of retraining guidance. We report the accuracy improvements after
the type I retraining for malware data and type Il retraining for driving data, averaging
over all budgets, models, and OOD operators. For this criterion, the best-performing
baselines are GD for the AndroZoo, Drebin, and Dave datasets, and Dat for the Udacity
dataset. Among the five baselines, Entropy, DeepGini, GD, Dat, and Random, the
number of times each is ranked in the best statistical group is 15, 18, 28, 10, and
33 cases, respectively. Notably, Random appears in the top statistical group more
frequently than GD, primarily due to its strong performance on the Udacity dataset.
However, when focusing solely on cases with positive accuracy improvements (low
ID ratios), GD and Random appear in the best group with equal frequency across the
other three datasets, with GD achieving higher average accuracy improvements. This
also complements the findings in RQ2 regarding retraining guidance, which suggests
using GD for retraining in general.

Capability of fault detection: In this part, we compare our method with the best
fault detection baselines along two criteria. Overall, our methodology demonstrates
statistically significant improvements over the best baselines (in general, DeepGini
and Entropy for fault detection, GD for retraining guidance) in both evaluation criteria.
We elaborate details of individual datasets below. In the Udacity dataset, our method
detects a larger number of faults (61) than Entropy (57) and DeepGini (60) on average.
Ours significantly outperforms both methods in 5 out of 11 cases. For the AndroZoo
dataset, compared with DeepGini (10) and Entropy (10), our method (12) detects more
faults on average. Ours demonstrates statistically significant superiority in 9 out of 11
cases compared to both. Similar results apply to the Drebin and Dave datasets. In terms
of retraining guidance, out of 11 cases, our method significantly outperforms DeepGini
in 5, 7, 8, and 8 cases, and outperforms Entropy in 5, 11, 8, and 8 cases, with average
additional improvements of 2.57%, 2.23%, 2.55%, and 4.02% (DeepGini), and 2.02%,
2.45%, 3.35%, and 4.04% (Entropy) for AndroZoo, Drebin, Dave, and Udacity dataset,
respectively.

In general, the results suggest that our method statistically outperforms the best
fault detection baselines in terms of both the number of clusters and the accuracy

improvements.

Finding 7: Compared with the best fault detection baselines (DeepGini and
Entropy), our method demonstrates a statistically significant improvement in both

evaluation criteria.
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Capability of retraining guidance: This section provides a comparative analysis
between the best baselines in retraining guidance and our method. Compared
with GD in the AndroZoo dataset, our method demonstrates statistically significant
accuracy improvements in 3 out of 11 cases, with an additional performance gain
of 1.04%. Notably, in fault detection, our method significantly outperforms GD
in all 11 cases, detecting 4 extra faults on average. For the Drebin dataset, our
method significantly surpasses the best baseline GD in 2 out of 11 cases, with an
extra average accuracy improvement of 0.5%. In the fault detection, our method
achieves significant outperformance in all 11 cases, with 6 extra faults on average.
Similar results can be observed in driving data. For the Udacity dataset, our method
outperforms the best baseline Dat significantly in 4 out of 11 cases in terms of retraining
guidance (with an additional average improvement of 1.77%), and in 5 out of 11
cases in the fault detection (detecting 11 extra faults). For the Dave dataset, our
method outperforms the best baseline GD by a margin of 1.9% accuracy. Statistically
significant outperformance is observed in 6 out of 11 cases. Similarly, in fault
detection, our method outperforms GD in 7 out of 11 cases with detecting 7 extra
faults. These results suggest that, in general, our method consistently and significantly
outperforms the best retraining baseline. Additionally, the results also highlights
that no baseline achieves top performance significantly across both evaluation criteria

simultaneously.

Finding 8: Compared with the best retraining baselines, our method demonstrates

a statistically significant improvement in both evaluation criteria.

Ablation Study. In this part, we conduct an ablation study with statistical analysis
to examine the effectiveness of each part of our proposed methods. The results are
summarized in Table 6.9 and Table 6.10. V1 (Gini+GD) represents the first variant
of our method, which uses DeepGini only as the input-specific metric and GD as
the suite-wise metric. V2 (Gini+Ent+GD) is the second variant, using DeepGini
and Entropy as input-specific metrics, with GD as the suite-wise metric. The only
difference between our method and V2 is that V2 does not leverage the p-value scale
unification, i.e., it directly adds the DeepGini score and Entropy score with equal
weights.

The results demonstrate three important observations. The first observation
is the importance of scale unification. This can be observed by comparing V2
(Gini+Ent+GD) with our method. For fault detection, we can see that V2 gives poorer

performance, detecting an average of 2, 2, 13, and 19 fewer faults than our method
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in AndroZoo, Drebin, Dave, and Udacity, respectively. Out of 44 cases, our method
shows a statistically significant improvement over V2 in 37 cases, in which 11, 7, 8,
and 11 cases are from AndroZoo, Drebin, Dave, and Udacity datasets, respectively.
In terms of retraining guidance, our method gives higher accuracy improvements by a
margin of 3.16%, 4.73%, 4.22%, and 4.53% in AndroZoo, Drebin, Dave, and Udacity
datasets, respectively. In statistical significance, ours outperforms V2 in 36 out of 44
cases, with 7, 11, 10, and 8 cases in each dataset.

Also, the outperformance of our method over V1 (Gini+GD) indicates the
usefulness of involving extra beneficial metrics (i.e., Entropy detects the highest
number of faults in 3 out of 4 cases for malware data) to the ensemble-based testing
framework. Specifically, in fault detection, our method reaches a better performance
with statistical significance in a total of 34 out of 44 cases, with 10, 9, 7, and 8
cases in each dataset. The extra average improvement over V1 is approximately 6
faults. In terms of retraining guidance, our method achieves a statistically significant
improvement over V1 in a total of 22 out of 44 cases, with 5, 5, 7, and 5 cases in
each dataset. The additional average improvement is 1.77%, 1.31%, 2.6%, and 2.36%,
respectively.

The third observation highlights the effectiveness of ensemble selection (i.e.,
considering consensus decisions), as demonstrated by comparing our method with
Entropy, DeepGini, and GD across both evaluation criteria. Compared with Entropy
and DeepGini, which serve as the best baselines for fault detection, our method
demonstrates statistically significant improvements in 26 and 27 cases (out of 44 cases),
detecting 4 and 3 additional faults on average, compared to Entropy and DeepGini,
respectively. Furthermore, our method achieves a substantial improvement in retaining
guidance. Out of 44 cases, there are 31 and 28 statistically significant cases, with
extra accuracy improvements of 2.97% and 2.84% on average compared to Entropy
and DeepGini, respectively. For GD, which generally serves as the best baseline for
retraining guidance, we observe that it does not perform at the top group in fault
detection in most cases. Our method outperforms GD in both retraining and fault
detection, with an additional accuracy improvement of 2.13% and approximately 7

additional faults on average.
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Finding 9: Statistically comparing V2 with our method reveals the importance
of scale unification, while our superiority over V1 demonstrates the benefits of
incorporating additional useful metrics.

Finding 10: The outperformance of our method over Entropy, DeepGini, and GD

indicates the advantage of ensemble-based selection.

6.4 Discussion

6.4.1 Threats to Validity

Internal Validity. The threats to internal validity can be attributed to (1) the
implementation quality of studied methods and the reproducibility of our methods. To
alleviate these concerns, we carefully follow the publicly available code provided by
the original authors. In cases where the authors did not provide implementations (i.e.,
Entropy), we faithfully followed the method’s description to implement it ourselves.
Additionally, we open-source our entire implementation to facilitate checking; (2)
Effective manipulation of hyperparameters. To alleviate this, for the baselines, we
follow the optimal hyperparameter values described in the original papers. For
the clustering pipeline, retraining process, and our proposed methodology, we use
the recommended selection method with a sufficient number of candidate values to
determine the optimal values, as described in the section 6.2.5.

External Validity. External validity refers to the extent to which our experiment
conclusions can be generalized [186]. The threats to such validity include the selection
of datasets and models. For (1) the selected datasets, we alleviate this by conducting
experiments on two different domains, malware detection and autonomous driving. In
each domain, we select two widely used and representative datasets. For autonomous
driving, we select two real-world driving datasets that are commonly used in both
academic research [4, 187, 27] and community challenges [180, 188]. For malware
detection research, AndroZoo and Drebin datasets are collected from a massive amount
of Android applications with various malware families, and they are commonly used
due to their large-scale characteristics and accessibility [179, 85]. Regarding (2) the
selected models, we alleviate it by selecting two models for each domain, with each
model reaching competitive performance in its respective task (accuracy reported in
Table 6.1). In summary, our experimental conclusions have been validated across

two distinct domains, utilizing four datasets and models. Therefore, the findings are
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expected to be generalized to other real-world driving data and steering classification
models, as well as other Android packages and malware detectors.

Construct Validity. Construct validity refers to whether the study correctly
identifies the operational measures for the concepts being investigated [186]. In our
context, this means the selected evaluation metrics must reliably reflect the intended
effects. In this paper, our goal is to design a test selection metric that can effectively
select a test suite suitable for various usage scenarios. Our focus lies in two key aspects:
(1) detecting the root cause of model faults, and (2) guiding the retraining to enhance
model performance [81]. To accurately assess these two aspects, we adopt two distinct
evaluation criteria: the number of clusters in feature space for the misprediction set
and the accuracy improvements after retraining. These criteria are widely used in the
literature [16, 18, 81]. As for the first criterion, we follow the three-step clustering
approach proposed by [16, 165], which includes feature extraction, dimensionality
reduction, and clustering. For each data type, we empirically identify the most effective
clustering pipeline. Our qualitative and quantitative analyses both demonstrate that
each cluster produced by the best clustering pipeline can accurately represent a
unique fault, and different clusters represent distinct faults (see Sections 6.3.1 and
6.3.2 for details). Hence, the number of clusters is expected to accurately represent
the number of root causes of DNN failures. Regarding the second criterion, the
accuracy improvement on the corresponding hybrid test set is quite a straightforward

measurement of retraining guidance in model enhancement.

6.4.2 Limitations and Future Work

The ensemble framework combines multiple metrics, each capturing different aspects
of model behavior. It is without doubt that there will be interaction effects between
metrics. To ensure that the selected metrics provide complementary rather than
overlapping guidance. In future work, we aim to design an automated process to
avoid doing ablation for each metric’s selection. Specifically, we can incorporate
’automated correlation analysis’ (e.g., Spearman correlation [189] of metrics’ scores)

into the testing framework, and automatically drop redundant metrics.

6.5 Chapter Summary

In this chapter, we examine the effectiveness and reliability of current testing

approaches on autonomous driving and malware detection domains. We identify three
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problems existing in the current literature: a lack of the consideration of consensus
decision (i.e., selecting inputs based on a single metric, which only captures a single
aspect of the test input), insufficient evaluation criteria, and limited evaluation tasks
and datasets. Our proposed method addresses them correspondingly by (1) performing
ensemble-based testing through granularity and scale unification, (2) examining the
effectiveness of test selection metrics with two criteria, assessing both the capability
of fault detection and the capability of retraining guidance, and (3) evaluating on two
different domains, autonomous driving and malware detection. Our experiment results
and statistical analysis demonstrate the effectiveness of our method compared with five
baselines along both evaluation criteria.
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This thesis introduces innovative automated testing approaches for intelligent software
systems, aiming at overcoming challenges in deep learning testing, containing four
specific topics: adversarial test input generation in autonomous driving, transferable
test input generation in autonomous driving, valid test input generation, and
ensemble-based test input selection in multiple domains. The chapter wraps up with a
summary of the contributions made and offers insightful recommendations for future

research directions.

7.1 Thesis Contributions

In the area of adversarial test input generation for autonomous driving systems
(ADSs), we introduce UniAda, a novel test input generation approach that generates an
image-agnostic adversarial perturbation effective for inducing misbehavior on multiple
control maneuvers (steering and speed) of the ADS under test (i.e., E2E ADSs).
UniAda capitalizes on an intricately designed multi-objective optimization function
with the Adaptive Weighting Scheme (AWS), enabling the concurrent optimization
of diverse objectives. Specifically, AWS is capable of balancing varying objective
weights dynamically during the perturbation searching process, which saves the
effort of exhaustive grid searches for objective weights. Meanwhile, UniAda applies
white-box iterative gradient descent to optimize the joint objective. Validated with both
simulated and real-world driving data, UniAda outperforms five benchmarks across
two metrics, inducing steering and speed deviations from 3.54° to 29° and 11 km/h to 22
km/h on average. This systematic approach establishes UniAda as a proven technique
for adversarial attacks on modern DL-based E2E ADSs.
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In the area of transferable test input generation in autonomous driving,
we conduct an empirical study that investigates the effectiveness of different
transferability-enhancement techniques proposed in other fields (e.g., simple image
classification). Our empirical findings provide insightful recommendations for
researchers who wish to utilize these techniques in ADSs. We identify nine
enhancements in total: three input transformations and six attack objectives, which are
applicable to E2E steering models. We evaluate their effectiveness in both white-box
and black-box attacks using two datasets and four steering models. For black-box
and timely attacks, Resizing+Translation is recommended. For high effectiveness
in both attack types, Pred+Attn is recommended. However, we do not recommend
Feat+Attn for either attack type. Additionally, our runtime efficiency assessment
also demonstrates that Resizing+Translation takes only half the runtime of Pred+Attn,
making it more practical for real-world black-box attacks.

In the area of valid test input generation, we conduct an empirical study and
then, based on our empirical findings, we propose a novel testing framework that can
generate more valid test inputs. For the empirical study, we comprehensively assess
four automated Input Validators (IVs) and six test selection metrics. Our findings show
that the accuracy of IVs ranges from 49% to 77%. Distance-based IVs generally
outperform reconstruction-based and density-based IVs for both classification and
regression tasks. Additionally, we analyze the test selection metrics’ score achieved by
valid and invalid inputs separately. The results reveal that invalid inputs consistently
inflate uncertainty-based metrics. Based on the findings, we enhance existing testing
frameworks by incorporating distribution awareness through joint optimization. The
results demonstrate our framework leads to a 2% to 10% increase in the number of
valid inputs, which establishes our method as an effective technique for valid test input
generation.

Although existing test input generation techniques have demonstrated superior
results, we still observe three key limitations: 1. Lack of consensus decision-making
across different metrics; 2. Insufficient effectiveness evaluation; 3. Limited scope
of tasks and datasets. To address these limitations, we further propose a novel
testing framework by performing ensemble-based testing through granularity and scale
unification, and examining the effectiveness of test selection metrics on both the
capability of cause detection and the capability of retraining guidance. Furthermore,
we conduct our experiments on two different domains. Validated on two Android
malware and two real-world driving datasets, our observations reveal that none of

the five studied metrics achieve statistically significant top performance across both

138



7.2 Contributions to Software Engineering

evaluation criteria simultaneously. In contrast, our method successfully achieves
this. Compared to the best baseline in cause detection, our method identifies at least
the same number of causes, while delivering substantial and statistically significant
improvements in retraining guidance. The same holds true for the best baseline
of retraining guidance. Additionally, our ablation study statistically validates the
effectiveness of each component of our method, including scale unification and
ensemble-based selection.

7.2 Contributions to Software Engineering

These contributions collectively enhance software engineering practices by providing
practical, validated tools and insights that address common challenges.

UniAda testing approach for enhancing the reliability and robustness of ADSs:
The proposed UniAda approach aims to identify potential misbehavior of ADSs by
generating adversarial test inputs. The generated adversarial samples are expected to
reveal misbehavior-inducing features that are able to consistently trigger errors on both
speed and steering control maneuvers. By collecting effective adversarial inputs, the
robustness of ADSs under test can be further enhanced through adversarial training,
thus improving the reliability of the system when deployed in the real world.

Transferable test generation for ADSs allows scalable testing, which enables testing
multiple ADSs without redesigning tests for each, efficiently reducing experts’ efforts.
Our empirical study systematically evaluates techniques from other fields and adapts
them to complex systems (i.e., ADSs). This contributes to a deeper understanding
of how test generalizability can be improved. These insights inform best practices for
testing in environments where model internals may be unknown or partially accessible,
thus supporting more flexible and reusable test strategies in autonomous driving.

Meanwhile, promoting test input validity is essential for effective testing. Feeding
invalid inputs to the SUT is meaningless, as invalid inputs cannot correctly test
the generalized behavior of the SUT. Our proposed testing framework enhances
the generation of valid inputs through incorporating distribution awareness. This
contribution helps address long-standing concerns in software engineering about the
quality and relevance of test data, particularly for machine learning-enabled systems.

Advancing Test Selection through Ensemble Techniques: The fourth contribution
tackles the issue of ineffective test selection and insufficient test evaluation. The
proposed ensemble-based testing approach are valuable to enhance software quality

assurance across various DL-based software, including malware detectors, image
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classifiers, and ADSs. The framework also provides more comprehensive evaluation
criteria that allow efficient and unbiased assessment across different testing approaches
in software engineering.

Ethical considerations. The development of transferable adversarial attacks
raises important ethical questions, particularly in the context of safety-critical systems
like autonomous driving. While our study is intended to strengthen the testing and
robustness evaluation of intelligent systems, such techniques can be misused to craft
intentional failures. We emphasize that this research is conducted in the spirit of
responsible disclosure and contributes toward building more secure, trustworthy, and
testable intelligent systems. All experimental protocols are executed in simulation
or offline settings, without interfering with operational and commercialized systems.
Practitioners deploying such techniques in real-world engineering pipelines should
carefully control access, ensure responsible usage, and conduct thorough risk

assessments, especially in systems that interact with the physical world.

7.3 Limitations and Future Research Work

While our approaches for deep learning testing have yielded notable successes, there
remain avenues for further enhancement based on our findings.

In the area of adversarial test input generation for ADSs, our current methodology
involves the offline generation of a universal, multi-objective adversarial perturbation
that effectively induces misbehavior across multiple vehicle control dimensions, such
as steering and speed. This approach, embodied in our UniAda framework, leverages
multi-objective optimization to craft perturbations that are robust across diverse inputs
and driving scenarios. However, our method is designed for vision-based E2E steering
models, using RGB images as input and continuous control outputs (e.g., steering
angle). Therefore, it may not apply directly to (1) ADSs using non-vision sensors (e.g.,
LiDAR, radar); (2) modular ADSs with discrete intermediate stages (e.g., perception,
planning, and control); (3) closed-source black-box systems with limited access.
For future work, we plan to extend UniAda by integrating it into an online testing
framework, with the goal of generating adversarial test inputs in real time within a
closed-loop environment. This advancement would allow for the timely detection
of control failures as the ADS interacts with dynamic driving contexts. To realize
this, we envision integrating UniAda with a driving simulator platform (e.g., CARLA,
LGSVL) and connecting it directly to an ADS under test. This integration would

support continuous adversarial input generation, real-time feedback monitoring, and
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adaptive perturbation updates based on system responses, thereby bridging the gap
between static offline testing and dynamic, interactive evaluation of safety-critical
ADS:s.

In the area of transferable test case generation, we present an effectiveness analysis
of nine transferability-enhancement methods on E2E ADSs, covering two types:
input transformation enhancements and attack objective enhancements. Our study
provides valuable findings and serves as a robust benchmark for further advancements
in the reliability and robustness of ADSs. Our focus in future work will be to
validate these techniques’ effectiveness in the real physical world. Experimentation
on digital images may overlook several physical constraints, including perturbation
imperceptibility, spatial constraints, environmental conditions, fabrication errors, and
context sensitivity. To generate physical adversarial examples, future work must
incorporate these real-world constraints into the generation algorithm, ensuring that
perturbations remain effective, physically realizable, and inconspicuous when applied
to tangible objects (e.g., printed signs, adversarial patches). Additionally, it is
necessary to conduct physical tests using real vehicles. Such efforts are crucial for
transitioning from theoretical attacks to practical tools for evaluating the safety and
robustness of intelligent systems under real operational conditions.

In the area of valid test case generation, we present a joint optimization testing
framework, which incorporates the in-distribution awareness objective into the testing
objective, allowing for generating more semantically valid test inputs that are within the
input distribution on which the model was trained. Our experimentation was conducted
on image data, which renders limited generalization of our results to other fields. In
future work, we aim to extend our approach to other fields to enhance the completeness
and understand the generalizability of our findings, such as malware detection using
Android packages [92] and sentiment analysis using text data [3].

In the area of test selection and evaluation, our empirical findings provide insights
into the effectiveness of existing test selection metrics along two aspects. Based on
the findings, we propose a novel ensemble-based testing framework by incorporating
effective metrics to make a consensus decision with fused scores. Our method is
statistically effective in both fault detection and performance improvement on the SUT
across autonomous driving and malware detection domains. However, the current
framework relies on a static fusion strategy, where metric weights are determined
through exhaustive grid search. As a direction for future work, we aim to explore
adaptive weighting mechanisms that dynamically adjust the contribution of each metric
based on real-time model feedback (e.g., prediction uncertainty, error patterns). Such
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dynamic ensemble strategies may further enhance the generalizability, robustness, and
efficiency of test input selection in evolving deployment scenarios.
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